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Visual perception begins when light entering the eye acti-
vates millions of retinal receptors. The initial sensory state of
the organism at a given moment can therefore be completely
described by the neural activity of each receptor. Perhaps
the most astonishing thing about this description of sensory
information, aside from its sheer complexity, is how enor-
mously it differs from the nature of the visual experiences
that arise from it. Instead of millions of independent points of
color, we perceive a visual world structured into complex,
meaningful objects and events, consisting of people, houses,
trees, and cars. This transformation from receptor activity to
highly structured perceptions of meaningful objects, rela-
tions, and events is the subject matter of this chapter. It is
divided into two related subtopics: how people organize
visual input into perceptual objects and how people identify
these objects as instances of known, meaningful categories
such as people, houses, trees, and cars.

This chapter describes perceptual organization and object
identification in the visual modality only. This is not because
either organization or identification is absent in other sensory
modes—quite the contrary. But the specific stimulus infor-
mation and processing mechanisms are different enough
across modalities that it makes more sense to discuss them
separately. Some of the issues covered in this chapter for
vision are therefore also discussed in the chapter by Yost for
audition, in the chapter by Fowler for speech perception, and

in the chapter by Klatzky and Lederman for touch (all in this
volume). Indeed, the present chapter concentrates mainly
on organization and identification in static scenes because
dynamic issues are considered in the chapter by Proffitt and
Caudek in this volume for visual perception of depth and
events.

PERCEPTUAL ORGANIZATION

The term perceptual organization refers somewhat ambigu-
ously both to the structure of experiences based on sensory
activity and to the underlying processes that produce that per-
ceived structure. The importance and difficulty of achieving
useful organization in the visual modality can perhaps be
most easily appreciated by considering the output of the reti-
nal mosaic simply as a numerical array, in which each num-
ber represents the neural response of a single receptor. The
main organizational problem faced by the visual nervous sys-
tem is to determine object structure: what parts of this array
go together, so to speak, in the sense of corresponding to the
same objects, parts, or groups of objects in the environment.
This way of stating the problem implies that much of percep-
tual organization can be understood as the process by which
a part-whole hierarchy is constructed for an image (Palmer,
in press-b). There is more to perceptual organization than
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just part-whole structure, but it seems to be the single most
central issue.

The first problem, therefore, is to understand what part-
whole structure people perceive in a given scene and how it
might be characterized. Logically, there are limitless possible
organizations for any particular image, only one (or a few) of
which people actually perceive. A possible part-whole struc-
ture for the leopard image in Figure 7.1 (A) is given in Fig-
ure 7.1 (C). It is represented as a hierarchical graph in which

each node stands for a perceptual unit or element, and
the various labels refer to the image regions distinguished in
Figure 7.1 (B). The top (or root) node represents the entire
image. The scene is then divided into the leopard, the branch,
and the background sky. The leopard is itself a complex per-
ceptual object consisting of its own hierarchy of parts: head,
body, tail, legs, and so forth. The branch also has parts con-
sisting of its various segments. The sky is articulated into
different regions in the image, but it is perceptually uniform
because it is completed behind the leopard and branches. The
bottom (or terminal) nodes of the graph represent the millions
of individual receptors whose outputs define this particular
optical image.

The second problem is how such a part-whole hierarchy
might be determined by the visual system. This problem, in
turn, has at least three conceptual parts. One is to understand
the nature of the stimulus information that the visual system
uses to organize images. This includes not only specifying
the crucial stimulus variables, but also determining their eco-
logical significance: why they are relevant to perceiving part-
whole structure. It corresponds to what Marr (1982) called a
“computational” analysis. The second problem is to specify
the processing operations involved in extracting this infor-
mation: how a particular organization is computed from an
image via representations and processes. It corresponds to
what Marr called an “algorithmic” analysis. The third is to
determine what physiological mechanisms perform these op-
erations in the visual nervous system. It corresponds to what
Marr called an “implementational” analysis. As we shall see,
we currently know more about the computational level of
perceptual organization than about the algorithmic level, and
almost nothing yet about the neural implementation.

Perceptual Grouping

The visual phenomenon most closely associated historically
with the concept of perceptual organization is grouping: the
fact that observers perceive some elements of the visual field
as “going together” more strongly than others. Indeed, per-
ceptual grouping and perceptual organization are sometimes
presented as though they were synonymous. They are not.
Grouping is one particular kind of organizational phenom-
enon, albeit a very important one.

Principles of Grouping

The Gestalt psychologist Max Wertheimer first posed the
problem of perceptual organization in his groundbreaking
1923 paper. He then attempted a solution at what would now
be called the computational level by asking what stimulus

A

B

C

Figure 7.1 A natural image (A), its decomposition into uniform connected
regions (B), and a hierarchical graph of its part-whole structure (C).
Source: From Palmer, 2002.
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Figure 7.2 Classical principles of grouping: no grouping (A) versus group-
ing by proximity (B), similarity of color (C), similarity of size (D), similar-
ity of orientation (E), common fate (F), symmetry (G), parallelism (H),
continuity (I), closure (J), and common region (K).

time 1

time 2

time 3

(etc.)

change change

change change

Figure 7.3 Grouping by synchrony of changes. 

factors influence perceived grouping of discrete elements. He
first demonstrated that equally spaced dots do not group
together into larger perceptual units, except the entire line
(Figure 7.2; A). He then noted that when he altered the spac-
ing between adjacent dots so that some dots were closer than
others, the closer ones grouped together strongly into pairs
(Figure 7.2; B). This factor of relative distance, which
Wertheimer called proximity, was the first of his famous laws
or (more accurately) principles of grouping.

Wertheimer went on to illustrate other grouping princi-
ples, several of which are portrayed in Figure 7.2. Parts C, D,
and E demonstrate different versions of the general principle
of similarity: All else being equal, the most similar elements
(in color, size, and orientation for these examples) tend to be
grouped together. Another powerful grouping factor is com-
mon fate: All else being equal, elements that move in the
same way tend to be grouped together. Notice that both com-
mon fate and proximity can actually be considered special
cases of similarity grouping in which the relevant properties
are similarity of velocity and position, respectively. Further
factors that influence perceptual grouping of more complex
elements, such as lines and curves, include symmetry

(Figure 7.2; G), parallelism (Figure 7.2; H), and continuity or
good continuation (Figure 7.2; I). Continuity is important in
Figure 7.2 (I) because observers usually perceive it as con-
taining two continuous intersecting lines rather than as two
angles whose vertices meet at a point. Figure 7.2 (J) illus-
trates the further factor of closure: All else being equal, ele-
ments that form a closed figure tend to be grouped together.
Note that this display shows that closure can overcome conti-
nuity because the very same elements that were organized as
two intersecting lines in part I are organized as two angles
meeting at a point in part J.

Recently, two new grouping factors have been suggested:
common region (Palmer, 1992) and synchrony (Palmer &
Levitin, 2002). Common region refers to the fact that, all
else being equal, elements that are located within the same
closed region of space tend to be grouped together. Figure 7.2
(K) shows an example analogous to Wertheimer’s classic
demonstrations (Figures 7.2; B–F): Otherwise equivalent,
equally spaced dots are strongly organized into pairs when two
adjacent elements are enclosed within the same surrounding
contour.

The principle of synchrony states that, all else being equal,
visual events that occur at the same time tend to be perceived
as grouped (Palmer & Levitin, 2002). Figure 7.3 depicts an
example similar to those in Figure 7.2 (B–F). Each element
in an equally spaced row of dots flickers alternately between
dark and light. The arrows indicate that half the circles
change color at one time and the other half at a different time.
When the alternation rate is about 5–25 changes per second
or fewer, observers see the dots as strongly grouped into pairs
based on the synchrony of these changes. At much faster
rates, there is no grouping among what appear to be chaoti-
cally flickering dots. At much slower rates, there is momen-
tary grouping into pairs when the changes occur, but the
grouping dissipates during the unchanging interval between
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them. Synchrony is related to the classical principle of com-
mon fate in the sense that it is a dynamic factor, but, as this
example shows, the “fate” of the elements does not have to be
common: Some dots get brighter and others get dimmer. Syn-
chrony grouping can even occur when the elements change
along different dimensions, some changing brightness, others
changing size, and still others changing orientation.

One might think that grouping principles are mere text-
book curiosities only distantly related to anything that occurs
in normal perception. On the contrary, they pervade virtually
all perceptual experiences because they determine the objects
and parts we perceive in the environment. Dramatic exam-
ples of perceptual organization going wrong can be observed
in natural camouflage. The leopard in Figure 7.1 (A) is not
camouflaged against the uniform sky, but if it were seen
against a mottled, leafy backdrop, it would be very difficult
to see—until it moved. Even perfect static camouflage is un-
done by the principle of common fate. The common motion
of its markings and contours against the stationary back-
ground causes them to be strongly grouped together, provid-
ing an observer with enough information to perceive it as a
distinct object against its unmoving background.

Successful camouflage also reveals the ecological ratio-
nale for the principles of grouping: finding objects. Camou-
flage results when the same grouping processes that would
normally make an organism stand out from its environment
as a separate object cause it to be grouped with its surround-
ings instead. This results primarily from similarity grouping
of various forms, when the color, texture, size, and shape of
the organism are similar enough to those of the objects in its
environment to be misgrouped.

Integrating Multiple Principles of Grouping

The demonstrations of continuity and closure in Fig-
ure 7.2 (I and J) illustrate that grouping principles, as formu-
lated by Wertheimer (1923/1950), are ceteris paribus rules:
They predict the outcome of grouping with certainty only when
everything else is equal—that is, when no other grouping fac-
tor opposes its influence. We saw, for example, that continuity
governs grouping when the elements do not form a closed fig-
ure, but continuity can be overcome by closure when they do
(Figure 7.2; I vs. J). The difficulty with ceteris paribus rules is
that they provide no scheme for integrating multiple factors
into an overall outcome—that is, for predicting the strength of
their combined effects. The same problem arises for all of the
previously mentioned principles of grouping as well. If prox-
imity influences grouping toward one outcome and color simi-
larity toward another, which grouping will be perceived

depends heavily on the particular degrees of proximity and
color similarity (e.g., Hochberg & Silverstein, 1956).

Recent work by Kubovy and his colleagues has begun to
address this problem. Kubovy and Wagemans (1995) mea-
sured the relative strength of different groupings in dot lat-
tices (Figure 7.4; A) by determining the probability with
which subjects reported seeing them organized into lines in
each of the four orientations indicated in Figure 7.4 (B). After
seeing a given lattice for 300 ms, subjects indicated which of
the four organizations they perceived so that, over many tri-
als, the probability of perceiving each grouping could be es-
timated. Consistent with the Gestalt principle of proximity,
their results showed that the most likely organization is the
one in which the dots are closest together, with other organi-
zations being less likely as the spacing between the dots
increased.

More precisely, Kubovy and Wagemans (1995) found that
their data were well fit by a mathematical model in which the
attraction between dots decreases exponentially as a function
of distance:

f(v) � e��(v�a�1),

where f(v) is the attraction between two elements in the lat-
tice as a function of the distance, v, between them, � is a scal-
ing constant, and a is shortest distance between any pair of
elements. Further experiments using lattices in which the
dots differed in color similarity as well as proximity showed
that the rule by which multiple grouping factors combine is
multiplicative (see Kubovy & Gepstein, 2000). This finding
begins to specify general laws by which multiple factors can
be integrated into a combined result.

closest farthest

Figure 7.4 Dot lattice stimuli (A) and possible groupings (B) studied by
Kubovy and Wagemans (1995). Source: From Palmer, 1999.
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Is Grouping an Early or Late Process?

If perceptual organization is to be understood as the result of
computations, the question of where grouping occurs in the
stream of visual processing is important. Is it an early process
that works at the level of two-dimensional image structure or
does it work later, after depth information has been extracted
and perceptual constancy has been achieved? (Perceptual
constancy refers to the ability to perceive the unchanging
properties of distal environmental objects despite variation in
the proximal retinal images caused by differences in viewing
conditions; see Chapter 4.) Wertheimer (1923) discussed
grouping as though it occurred at a low level, presumably cor-
responding to what is now called image-based processing (see
Palmer, 1999). The view generally held since Wertheimer’s
seminal paper has been that organization must occur early to
provide virtually all higher level perceptual processes with
discrete units as input (e.g., Marr, 1982; Neisser, 1967).

Rock and Brosgole (1964) reported evidence against
the early-only view of grouping, however. They examined
whether the relevant distances for grouping by proximity are
defined in the two-dimensional image plane or in perceived
three-dimensional space. They showed observers a two-
dimensional rectangular array of luminous beads in a dark
room either in the frontal plane (perpendicular to the line of
sight) or slanted in depth, so that the horizontal dimension was
foreshortened to a degree that depended on the angle of slant.
The beads were actually closer together vertically, so that when
they were viewed in the frontal plane, observers saw them
grouped into vertical columns rather than horizontal rows.

The crucial question was what would happen when the
same lattice of beads was presented to the observer slanted
in depth so that the beads were closer together horizontally
when measured in the retinal image, even though they are
still closer together vertically when measured in the three-
dimensional environment. When observers viewed this
slanted display with just one eye, so that binocular depth
information was not available, they reported that the beads
were organized into rows. But when they perceived the slant
of the lattice in depth by viewing the same display binocu-
larly, their reports reversed: They now reported seeing the
slanted array of beads organized into vertical columns. This
finding thus supports the hypothesis that final grouping
occurs after stereoscopic depth perception.

Rock, Nijhawan, Palmer, and Tudor (1992) addressed a
similar issue in lightness perception. Their results showed that
grouping followed the predictions of a late (postconstancy)
grouping hypothesis: Similarity grouping in the presence of
shadows and translucent overlays was governed by the per-
ceived lightnesses of the elements rather than by their retinal

luminances. Further findings using analogous methods have
shown that perceptual grouping is also strongly affected
by amodal completion (Palmer, Neff, & Beck, 1996) and by
illusory contours (Palmer & Nelson, 2000), both of which are
believed to depend on depth perception in situations of occlu-
sion (see Rock, 1983). (Amodal completion is the process by
which partly occluded surfaces of objects are perceived as
continuing behind the occluding object, as illustrated in Fig-
ure 7.10, and illusory contours are edges that are perceived
where there is no physical luminance gradient present because
the occluding surface is the same color as the occluded surface,
as illustrated in Figure 7.13. See section entitled “Visual Inter-
pretation” for further information.) Such results show that
grouping cannot be attributed entirely to early, preconstancy
visual processing, but they are also compatible with the possi-
bility that grouping is a temporally extended process that in-
cludes components at both early and later levels of processing
(Palmer, in press-a). A provisional grouping might be deter-
mined at an early, preconstancy stage of image processing, but
might be overridden if later, object-based information (from
depth, lighting conditions, occlusion, etc.) required it.

Before leaving the topic of early versus late grouping, it is
worth noting that Wertheimer (1923) discussed a further fac-
tor in perceptual grouping that is seldom mentioned: past
experience. The idea is that elements that have been previ-
ously grouped in certain ways will tend to be seen as grouped
in the same way when they are seen again. According to
modern visual theory, such effects would also support the
hypothesis that grouping effects can occur relatively late in
perception, because they would have to happen after contact
has been made between the information in the stimulus dis-
play and representations in memory.

Figure 7.5 provides a particularly strong demonstration of
the effects of prior experience. People who have never seen

Figure 7.5 Effects of past experience on perceptual organization (see text).
Source: Original photograph by R. C. James.
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this image before usually perceive it as a seemingly random
array of meaningless black blobs on a white background.
After they have discerned the Dalmatian with its head down,
sniffing along a street, however, the picture becomes dramat-
ically reorganized, with certain of the blobs going together
because they are part of the dog and others going together be-
cause they are part of the street or the tree. The interesting
fact relevant to past experience is that after you have seen the
Dalmatian in this picture, you will see it that way for the
rest of your life! Past experience can thus have a dramatic
effect on grouping and organization, especially if the organi-
zation of the image is highly ambiguous.

Region Segmentation

There is an important logical gap in the story of perceptual
organization that we have told thus far. No explanation
has been given of how the to-be-grouped “elements” (e.g.,
the dots and lines in Figure 7.2) arise in the first place.
Wertheimer (1923/1950) appears simply to have assumed the
existence of such elements, but notice that they are not di-
rectly given by the stimulus array. Rather, their formation
requires an explanation, including an analysis of the factors
that govern their existence as perceptual elements and how
such elements might be computed from an optical array of lu-
minance values. This initial organizational operation is often
called region segmentation: the process of partitioning an
image into an exhaustive set of mutually exclusive two-
dimensional areas.

Uniform Connectedness

Palmer and Rock (1994a, 1994b) suggested that region seg-
mentation is determined by an organizational principle that

they called uniform connectedness. They proposed that the
first step in constructing the part-whole hierarchy for an
image is to partition the image into a set of uniformly con-
nected (UC) regions, much like a stained glass window. A
region is uniformly connected if it constitutes a single, con-
nected subset of the image that is either uniform or slowly
varying in its visual properties, such as color, texture, motion,
and binocular disparity. Figure 7.1 (B) shows a plausible set
of UC regions for the leopard image, bounded by the solid
contours and labelled as regions 1 through 10.

Uniform connectedness is an important principle of per-
ceptual organization because of its informational value in
designating connected objects or object parts in the environ-
ment. As a general rule, if an area of the retinal image consti-
tutes a UC region, it almost certainly comes from the light
reflected from a single, connected, environmental object or
part. This is not true for successful camouflage, of course, but
such situations are comparatively rare. Uniform connected-
ness is therefore an excellent heuristic for finding image
regions that correspond to parts of connected objects in the
environment.

Figure 7.6 (B) shows how an image of a penguin (Fig-
ure 7.6; A) has been divided into a possible set of UC regions
by a global, explicitly region-based procedure devised by
Malik and his colleagues (Leung & Malik, 1998; Shi &
Malik, 1997). Their “normalized cuts” algorithm is a graph
theoretic procedure that works by finding the binary partition
of a given region—initially, the whole image—into two sets
of pixels that maximizes a particular measure of pairwise
pixel similarity within the same subregion, normalized rela-
tive to the total pairwise pixel similarity within the entire
region. Similarity of pixel pairs is defined in their algorithm
by the weighted integration of a number of Gestalt-like

A

Figure 7.6 A gray-scale image of a penguin (A), a regional segmentation of that image using Malik’s normal-
ized cuts algorithm (B), and the output of the Canny edge detection algorithm (C). Source: Parts A and B from
Shi and Malik, 1997; part C courtesy of Thomas Leung.



Perceptual Organization 185

grouping factors, such as proximity, color similarity, texture
similarity, and motion similarity. They also include a group-
ing factor based on evidence for the presence of a local edge
between the given pair of pixels, which reduces the likeli-
hood that they are part of the same subregion. When this
normalized cuts algorithm is applied repeatedly to a given
image, dividing and subdividing it into smaller and smaller
regions, perceptually plausible partitions emerge rapidly
(Figure 7.6; B). Notice that Malik’s region-based approach
produces closed regions by definition.

Another possible approach to region segmentation is to
begin by detecting luminance edges. Whenever such edges
form a closed contour, they define two regions: the fully
bounded interior and the partly bounded exterior. An image
can therefore be segmented into a set of connected regions by
using an edge-detection algorithm to locate closed contours.
This idea forms a theoretical bridge between the well-known
physiological and computational work on edge detection
(e.g., Canny, 1986; Hubel & Wiesel, 1962; Marr & Hildreth,
1980) and work on perceptual organization, suggesting that
edge detection may be viewed as the first step in region seg-
mentation. An important problem with this approach is that
most edge-detection algorithms produce few closed contours,
thus requiring further processing to link them into closed con-
tours. The difficulty is illustrated in Figure 7.6 (C) for the out-
put of Canny’s (1986) well known edge-detection algorithm.

Texture Segmentation

A special case of region segmentation that has received con-
siderable attention is texture segmentation (e.g., Beck, 1966,
1972, 1982; Julesz, 1981). In Figure 7.1(A), for example, the
leopard is not very different in overall luminance from the
branch, but the two can easily be distinguished visually by
their different textures.

The factors that govern region segmentation by texture
elements are not necessarily the same as those that deter-
mine explicit judgments of shape similarity, even for the very
same texture elements when they are perceived as individual
figures. For instance, the dominant texture segmentation evi-
dent in Figure 7.7 (A)—that is to say, that separating the up-
right Ts and Ls from the tilted Ts—is the opposite of simple
shape similarity judgments (Figure 7.7; B) in which a single
upright T was judged more similar to a tilted T than it was
to an upright L (Beck, 1966). From the results of many such
experiments, texture segmentation is believed to result from
detecting differences in feature density (i.e., the number of
features per unit of area) for certain simple attributes, such as
line orientation, overall brightness, color, size, and move-
ment (Beck, 1972). Julesz (1981) later proposed a similar
theory in which textures were segregated by detecting

changes in the density of certain simple, local textural fea-
tures that he called textons (Julesz, 1981), which included
elongated blobs defined by their color, length, width, orienta-
tion, binocular disparity, and flicker rate, plus line termina-
tors and line crossings or intersections.

Julesz also claimed that normal, effortless texture segmen-
tation based on differences in texton densities was a preatten-
tive process: one that occurs automatically and in parallel
over the whole visual field prior to the operation of focussed
attention. He further suggested that there were detectors early
in the visual system that are sensitive to textons such that
texture segmentation takes place through the differential
activation of the texton detectors. Julesz’s textons are similar
to the critical features ascribed to simple cells in cortical
area V1 (Hubel & Wiesel, 1962), and to some of the primitive
elements in Marr’s primal sketch (Marr, 1982; Marr &
Nishihara, 1978). Computational theories have since been
proposed that perform texture segmentation by detecting tex-
tural edges from the outputs of quasi-neural elements whose
receptive fields are like those found in simple cells of area V1
of the visual cortex (e.g., Malik & Perona, 1990).

Figure-Ground Organization

If the goal of perceptual organization is to construct a scene-
based hierarchy consisting of parts, objects, and groups,
region segmentation can be no more than a very early step,
because uniform connected regions in images seldom corre-
spond directly to the projection of whole environmental
objects. As is evident from Figures 7.1 (A, B, and C), some
UC regions need to be grouped into higher-level units (e.g.,
the various patches of sky) and others need to be parsed into

A.  Texture Segregation

B.  Shape Similarity

Figure 7.7 Texture segmentation of Ts, tilted Ts, and Ls (A) versus shape
similarity of the same letters (B). Source: From Palmer, 1999.
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lower-level units (e.g., the various parts of the leopard) to
construct a useful part-whole hierarchy. But before any final
grouping and parsing can occur, boundaries must be assigned
to regions.

Boundary Assignment

For every bounding contour in a segmented image there is a
region on both sides. Because most visible surfaces are
opaque, the region on one side usually corresponds to a
closer, occluding surface, and the region on the other side to
a farther, occluded surface that extends behind the closer
one. Boundary assignment is the process of determining to
which region the contour belongs, so to speak, thus deter-
mining the shape of the closer surface, but not that of the
farther surface.

To demonstrate the profound difference that alternative
boundary assignments can make, consider Figure 7.8. Region
segmentation processes will partition the square into two
UC regions, one white and the other black. But to which side
does the central boundary belong? If you perceive the edge as
belonging to the white region, you will see a white object
with rounded fingers protruding in front of a black back-
ground. If you perceive the edge as belonging to the black
region, you will see a black object with pointed claws in front
of a white background. This particular display is highly am-
biguous, so that sometimes you see the white fingers and
other times the black claws. (It is also possible to see a mo-
saic organization in which the boundary belongs to both sides
at once, as in the case of jigsaw puzzle pieces that fit snugly
together to form a single contour. This interpretation is infre-
quent, probably because it does not arise very often in normal
situations, except when two adjacent, parallel contours are
clearly visible.) This boundary-assignment aspect of percep-
tual organization is known in the classical perception litera-
ture as figure-ground organization (Rubin, 1921). The
“thing-like” region is referred to as the figure and the “back-
ground-like” region as the ground.

Figure 7.8 Ambiguous edge assignment and figure-ground organization.
Source: From Rock, 1983.

Principles of Figure-Ground Organization

Figure 7.8 is highly ambiguous in its figure-ground organiza-
tion because it is about equally easy to see the back and white
regions as figure, but this is not always, or even usually, the
case. The visual system has distinct preferences for perceiv-
ing certain kinds of regions as figural, and these are usually
sufficient to determine figure-ground organization. Studies
have determined that the following factors are relevant, all of
which bias the region toward being seen as figural: surround-
edness, smaller size, horizontal-vertical orientation, lower
region (Vecera, Vogel, & Woodman, in press), higher contrast,
greater symmetry, greater convexity (Kanisza & Gerbino,
1976), parallel contours, meaningfulness (Peterson & Gibson,
1991), and voluntary attention (Driver & Baylis, 1996). Anal-
ogous to the Gestalt principles of perceptual grouping, these
principles of figure-ground organization are ceteris paribus
rules—, rules in which a given factor has the stated effect, if
all other factors are equal (i.e., eliminated or otherwise neu-
tralized). As such, they have the same weaknesses as the prin-
ciples of grouping, including the inability to predict the
outcome when several conflicting factors are at work in the
same display.

In terms of information processing structure, Palmer and
Rock (1994a, 1994b) proposed a process model of perceptual
organization in which figure-ground organization occupies
a middle position, occurring after region segmentation, but
before grouping and parsing (see Figure 7.9). They argued
that figure-ground processing logically must occur after
region-segmentation processing because segmented regions
are required as input by any algorithm that discriminates figure
from ground. The reason is that most of the principles of
figure-ground organization—for example, surroundedness,
size, symmetry, and convexity—are properties that are only

Figure 7.9 A computational theory of visual organization. Source: From
Palmer and Rock, 1994a.
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defined for two-dimensional regions, and thus require two-
dimensional regions as input. More speculatively, Palmer and
Rock (1994a, 1994b) also claimed that figure-ground organi-
zation must logically precede grouping and parsing. The
reason is that the latter processes, which apparently depend
on certain shape-based properties of the regions in question—
for example, concavity-convexity, similarity of orientation,
shape, size, and motion—require prior boundary assignment.
Grouping and parsing thus depend on shape properties that
are logically well-defined for regions only after boundaries
have been assigned, either to one side or perhaps initially to
both sides (Peterson & Gibson, 1991)

Parsing

Another important process involved in the organization of
perception is parsing or part segmentation: dividing a single
element into two or more parts. This is essentially the oppo-
site of grouping. Parsing is important because it determines
what subregions of a perceptual unit are perceived as belong-
ing together most coherently. To illustrate, consider the
leopard in Figure 7.1 (A). Region segmentation might well
define it as a single region based on its textural similarity
(region 4), and this conforms to our experience of it as a sin-
gle object. But we also experience it as being composed
of several clear and obvious parts: the head, body, tail, and
three visible legs, as indicated by the dashed lines in Fig-
ure 7.1 (B). The large, lower portion of the tree limb (re-
gion 9) is similarly a single UC region, but it too can be
perceived as divided (although perhaps less strongly) into the
different sections indicated by dotted lines in Figure 7.1 (B).

Palmer and Rock (1994a) argued that parsing must logi-
cally follow region segmentation because parsing presup-
poses the existence of a unitary region to be divided. Since
they proposed that region segmentation is the first step in
the process that forms such region-based elements, they nat-
urally argued that parsing must come after it. There is no
logical constraint, however, on the order in which parsing
and grouping must occur relative to each other. They could
very well happen simultaneously. This is why the flowchart
of Palmer and Rock’s theory (Figure 7.9) shows both
grouping and parsing taking place at the same time after re-
gions have been defined. According to their analysis, pars-
ing should also occur after figure-ground organization.
The reason is that parsing, like grouping, is based on prop-
erties (such as concavity-convexity) that are properly attrib-
uted to regions only after some boundary assignment has
been made. There is no point in parsing a background re-
gion at concavities along its border if that border does not
define the shape of the corresponding environmental object,

but only the shape of a neighboring object that partly
occludes it.

There are at least two quite different ways to go about
dividing an object into parts: boundary rules and shape prim-
itives. The boundary rule approach is to define a set of gen-
eral conditions that specify where the boundaries lie between
parts. The best known theory of this type was developed by
Hoffman and Richards (1984). Their key observation was
that the two-dimensional silhouettes of multipart objects can
usually be divided at deep concavities: places where the con-
tour of an object’s outer border is maximally curved inward
(concave) toward the interior of the region. Formally, these
points are local negative minima of curvature.

An alternative to parsing by boundary rules is the shape
primitive approach. It is based on a set of atomic, indivisible
shapes that constitute a complete listing of the most basic
parts. More complex objects are then analyzed as configura-
tions of these primitive parts. This process can be thought of
as analogous to dividing cursively written words into parts by
knowing the cursive alphabet and finding the primitive com-
ponent letters. Such a scheme for parsing works well if there
is a relatively small set of primitive components, as there is in
the case of cursive writing. It is far from obvious, however,
what the two-dimensional shape primitives might be in the
case of parsing two-dimensional projections of natural scenes.

If the shape primitive approach is going to work, it is
natural that the shape primitives appropriate for parsing the
projected images of three-dimensional objects should be
the projections of three-dimensional volumetric shape primi-
tives. Such an analysis has been given in Binford’s (1971)
proposal that complex three-dimensional shapes can be ana-
lyzed into configurations of generalized cylinders: appropri-
ately sized and shaped volumes that are generalized from
standard cylinders in the sense that they have extra parame-
ters that enable them to describe many more shapes. The
extra parameters include ones that specify the shape of
the base (rather than always being circular), the curvature of
the axis (rather than always being straight), and so forth (see
also Biederman, 1987; Marr, 1982). The important point for
present purposes is that if one has a set of shape primitives
and some way of detecting them in two-dimensional images,
complex three-dimensional objects can be appropriately seg-
mented into primitive parts. Provided that the primitives are
sufficiently general, part segmentation will be possible, even
for novel objects.

Visual Interpolation

With the four basic organizational processes discussed
thus far—region segmentation, figure-ground organization,
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Figure 7.10 An image (A) that is perceived as a square occluding an
amodally completed circle (B) rather than as a square abutting a pac-man
(C), a square occluding some odd-shaped object (D), or a pac-man occluding
some odd-shaped object (E). Source: From Palmer, 1999.

grouping, and parsing—it is possible to see how a rudimen-
tary part-whole hierarchy might be constructed by some
appropriate sequence of operations. One of the main further
problems that the visual system must solve is how to per-
ceive partly occluded objects as such. In Figure 7.1 (A), for
example, the part of the branch above the leopard is per-
ceived as the extension of the branch below it. This is more
than simple grouping of the two corresponding image regions
because the observer completes the branch in the sense of
perceiving that it continues behind the leopard. The various
patches of sky between and around the leopard and branches
must likewise be perceived as parts of the uninterrupted sky
behind them. The crucial ecological fact is that most environ-
mental surfaces are opaque and therefore hide farther sur-
faces from view. What is needed to cope with the incomplete,
piecewise, and changeable montage of visible surfaces that
stimulate the retina is some way to infer the nature of hidden
parts from visible ones.

The visual system has evolved mechanisms to do this,
which will be referred to collectively as processes of visual
interpolation (Kellman & Shipley, 1991). They have limita-
tions, primarily because all they can do is make a best guess
about something that can be only partly seen. Completely
occluded objects are seldom interpolated, even if they are
present, because there is no evidence from which to do so,
and even partly visible objects are sometimes completed
incorrectly. Nevertheless, people are remarkably adept at per-
ceiving the nature of partly occluded objects, and this ability
requires explanation.

Amodal Completion

Amodal completion is the process by which the visual system
infers the nature of hidden parts of partly occluded surfaces
and objects from their visible projections. It is called amodal
because there is no direct experience of the hidden part in any
sensory modality; it is thus experienced amodally. A simple
example is provided in Figure 7.10 (A). Observers sponta-
neously perceive a full circle behind a square, as indicated in
Figure 7.10 (B), even though one quarter of the circle is not
visible.

Amodal completion is logically underdetermined. The real
environmental state of affairs corresponding to Figure 7.10
(A) might be a square covering a whole circle (B), a mosaic,
of a square abutting a three-quarter circle (or pac-man; C), or
a square in front of a circle with odd protrusions (D). It might
also be a pac-man in front of a square with odd protrusions
(E), or an infinite number of other possibilities. The visual
system therefore appears to have strong preferences about

how to complete partly occluded objects, aimed at maximiz-
ing veridical perception of whole objects in the world. There
are at least three general types of explanations of how this
might happen.

One possibility is that the visual system completes the cir-
cle behind the square based on frequency of prior experi-
ences. Although people have all seen three-quarter circles,
most have probably seen a good many more full circles.
Perhaps people complete partly occluded figures according
to the most frequently encountered shape compatible with
the visible stimulus information. Novel shapes can also be
amodally completed (e.g., Gregory, 1972), however. This
shows that familiarity cannot be the whole story, although it
may be part of it.

A second possibility is that partly occluded figures are
completed in the way that results in the simplest perceived
figures. For example, a square occluding a complete circle in
Figure 7.10 (A) is simpler than any of the alternatives in this
set of completions, and the same could be true for the possi-
ble completions of novel shapes. Explaining phenomena of
perceptual organization in terms of maximizing simplicity—
or, equivalently, minimizing complexity—was the theoretical
approach favored by Gestalt psychologists (e.g., Koffka,
1935). They called this proposal the principle of Prägnanz,
which was later dubbed the minimum principle (Hochberg &
McAlister, 1953): The percept will be as good or as simple,
as the prevailing conditions allow.

Gestaltists were never very clear about just what consti-
tuted goodness or simplicity, but later theorists have offered
explicit computational theories that are able to show that
many completion phenomena can be predicted by minimizing
representational complexity (e.g., Buffart & Leeuwenberg,
1981; Leeuwenberg, 1971, 1978). One problem faced by such
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Figure 7.11 Steps in determining completion according to Kellman and
Shipley’s relatability theory (see text). Source: From Palmer, 1999.

theories is that they are only as good as the simplicity metric
on which they are based. Failure to predict experimental re-
sults can thus easily be dismissed on the grounds that a better
simplicity measure would bring the predictions into line with
the results. This may be true, of course, but it makes a theory
difficult to falsify.

A third possibility is to explain amodal completion by
appealing directly to ecological evidence of occlusion. For
example, when a contour of one object is occluded by that of
another, they typically form an intersection known as a
T-junction. The top of the T is interpreted as the closer edge
whose surface occludes those surfaces adjacent to the stem of
the T. The further assumptions required to account for
amodal completion are that the occluded edge (and the sur-
face attached to it) connects with another occluded edge in
the scene and a set of specifications about how they are to be
joined.

One such theory of completion is Kellman and Shipley’s
(1991) relatability theory. It can be understood as a more
complete and well-specified extension of the classic grouping
principle of good continuation (Wertheimer, 1923/1950).
The basic principles of relatability theory are illustrated in
Figure 7.11. The first step is to locate all edge discontinuities,
which are discontinuities in the first derivative of the mathe-
matical function that describes the edge over space. These are
circled in Figure 7.11 (A). The second is to relate pairs of
edges if and only if (a) their extensions intersect at an angle
of 90° or more, and (b) they can be smoothly connected to
each other, as illustrated in Figure 7.11 (B). Third, a new per-
ceptual unit is formed when amodally completed edges form
an enclosed area, as shown in Figure 7.11 (C). Finally, units
are assigned positions in depth based on available depth
information (see chapter in this volume by Proffitt and
Caudek), as depicted in Figure 7.11 (D). In completion, for
example, depth information from occlusion specifies that the

amodally completed edges are behind the object at whose
borders they terminate. This depth assignment is indicated in
Figure 7.11 (D) by arrows that point along the edge in the
direction for which the nearer region is on the right.

Kellman and Shipley’s (1991) relatability theory of
amodal completion is couched in terms of image-based infor-
mation: the existence of edge discontinuities and their two-
dimensional relatability in terms of good continuation. Other,
more complex approaches are possible, however. One is that
completion takes place within a surface-based representation
by relating two-dimensional surfaces embedded in three-
dimensional space (Nakayama, He, & Shimojo, 1995). An-
other is that it occurs in an object-based representation when
three-dimensional volumes are merged (Tse, 1999). Recent
evidence supports the hypothesis that the final perception of
amodal completion is based on merging volumes (Tse, 1999).
Figure 7.12 provides evidence against both image-based and
surface-based views. Part A shows an example in which the
outer contours on the left and right side of the closest object
line up perfectly, thus conforming to the requirements of edge
relatability, yet they fail to support amodal completion. Fig-
ure 7.12 (B) shows the opposite situation, in which there are no
relatable contours (because they are themselves occluded), yet
people readily perceive amodal completion behind the cylin-
der. These examples thus show that relatable contours at the
level of two-dimensional images are neither necessary nor suf-
ficient for perceiving amodal completion.

Figure 7.12 (C) shows a case in which there are relatable
surfaces on the left and right sides of the occluder, and yet

A B

C D

Figure 7.12 Image-based versus surface-based versus and volume-
based approaches to completion (see text). Source: From Tse, 1999.
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people perceive two distinct objects, rather than one that is
completed behind it. Finally, Figure 7.12 (D) shows an
example in which there are no relatable surfaces, yet amodal
completion is perceived. These two example therefore show
that relatable surfaces are neither necessary nor sufficient
for perceiving amodal completion. Tse (1999) has argued
persuasively from such examples that completion is ulti-
mately accomplished by merging inferred three-dimensional
volumes.

Illusory Contours

Another important form of visual interpolation produces a
striking illusion in which contours are seen that do not actu-
ally exist in the stimulus image. This phenomenon of illusory
contours (also called subjective contours) was first described
almost a century ago (Schumann, 1904), but modern interest
in it was sparked by the elegant demonstrations of Kanizsa
(1955, 1979). One of the best known examples is the so-
called Kanizsa triangle shown in Figure 7.13. The white
triangle so readily perceived in this display is defined by il-
lusory contours because the stimulus image consists solely
of three pac-man–shaped figures. Most observers report see-
ing well-defined luminance edges where the contours of the
triangle should be, with the interior region of the triangle
appearing lighter than the surrounding ground. These edges
and luminance differences simply are not present in the op-
tical image.

Recent physiological research has identified cells in corti-
cal area V2 that appear to respond to the presence of illusory
contours. Cells in area V2 have receptive fields that do not
initially appear much different from those in V1, but careful
testing has shown that about 40% of the orientation selective
cells in V2 also fire when presented with stimuli that induce
illusory contours in human perception (von der Heydt,
Peterhans, & Baumgartner, 1984; Peterhans & von der
Heydt, 1991). Sometimes the orientational tuning functions
of the cells to real and illusory contours are similar, but often
they are not. Exactly how the responses of such cells might
explain the known phenomena of illusory contours is not yet
clear, however.

Perceived Transparency

Another phenomenon of visual interpolation is perceived
transparency: the perception of objects as being viewed
through a closer, translucent object that transmits some
portion of the light reflected from the farther object rather
than blocking it entirely. Under conditions of translucency,
the light striking the retina at a given location provides infor-
mation about at least two different external points along
the same viewer-centered direction: one on the farther
opaque surface and the other on the closer translucent surface
(Figure 7.14; A).

Perception of transparency depends on both spatial and
color conditions. Violating the proper relations of either sort
is sufficient to block it. For example, transparency will be
perceived if the translucent surface is positioned so that re-
flectance edges on the opaque surface behind it can be seen
both through the translucent surface and outside it, as illus-
trated in Figure 7.14 (A). When this happens, a phenomenon
called color scission or color splitting occurs, and the image
colors in the regions of the translucent surface are perceived
as a combination of one color belonging to the background
and one color belonging to the translucent surface. Color
scission will not occur, however, if the translucent surface
lies completely within a single reflectance region, as illus-
trated in Figure 7.14 (B). It can also be blocked by destroying
the unity of the translucent region (Figure 7.14; C) or merely
weakening it (Figure 7.14; D).

When color scission occurs, the perceived color in each re-
gion of overlap is split into a component from the transparent

Figure 7.13 Illusory contours in a Kanizsa triangle. Source: After
Kanizsa, 1955.
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Figure 7.14 Conditions for perceiving transparency (see text). Source:
From Palmer, 1999.
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layer and a component from the opaque layer. For this to hap-
pen, the components due to the transparent layer must be the
same. Metelli (1974), Gerbino (1994), and Anderson (1997)
have precise, quantitative theories of the conditions for trans-
parency to be perceived. Violating these constraints also
blocks perceived transparency (Figure 7.14; E).

Figural Scission

Yet another example of visual interpolation is figural scission:
the division of a single homogeneous region into two overlap-
ping figures of the same color, one in front of and occluding the
other. This phenomenon, illustrated in Figure 7.15, has many
interesting features. One is that there is no local sensory infor-
mation that requires the single region to be split at all. The
visual system constructs illusory contours where the closer
figure occludes the farther one. The visual system also com-
pletes the portions of the farther figure that are occluded by the
closer one. But because the stimulus conditions do not deter-
mine which figure is in front and which behind, either possi-
bility can be perceived. Indeed, if you view such displays
for awhile, the depth relations of the two parts spontaneously
reverse.

Parts and Wholes

Assuming that objects are indeed perceived as structured into
something like a hierarchy of objects, parts, subparts, and so
on (cf. Palmer, 1977; Reed & Johnsen, 1975), a question that
naturally arises is whether parts are perceived before wholes
or wholes before parts. Although Gestaltists never posed the
question in precisely this form, their approach to perception
suggests that wholes may be processed first in some impor-
tant sense. Most other approaches to perception imply the
opposite: that wholes are constructed by integrating local
information into increasingly larger aggregations. Even

physiological evidence seems to support a local-first view.
Retinal receptors respond to exceedingly tiny regions of
stimulation, and as one traces the path of neural information
processing, synapse by synapse, deeper into the brain, the
receptive fields of visual neurons become ever larger and
responsive to ever more complex stimulus configurations
(e.g., Van Essen & De Yoe, 1995).

There are problems in accepting this line of argument
as settling anything about perceptual experience, however.
First, the order in which processing is initiated may not be
nearly as relevant for perceptual experience as the order in
which it is completed. Although it is clear that neural pro-
cessing is initiated in a local-to-global order, it is by no means
clear that it is completed in this order. Indeed, there is strong
evidence that the flow of neural information processing is not
unidirectional from the sensory surface of the retina to higher
centers of the brain. Massive backward projections from
higher to lower cortical areas suggest that a great deal of
feedback may occur, although nobody yet knows precisely
what form it takes or even what functions it serves. The exis-
tence of feedback raises the possibility that the order in which
perceptual experience arises is not given by the simplistic
reading of the physiological facts given in the previous para-
graph. Moreover, evidence from psychological experiments
suggests that perception of global objects often precedes that
of local parts.

Global Precedence

Navon (1976) asked about the priority of wholes versus parts
by studying discrimination tasks with hierarchically struc-
tured stimuli: typically, large letters made of many appropri-
ately positioned small letters. On some trials subjects were
shown consistent configurations in which the global and
local letters were the same, such as a large H made of many
small Hs or a large S made of many small Ss. On others, they
were shown inconsistent configurations in which the global
and local letters conflicted, such as a large H made of many
small Ss or a large S made of many small Hs. They were cued
on each trial whether to report the identity of the letter repre-
sented at the global or the local level. Response times and
error rates were measured.

The results of Navon’s experiment strongly supported the
predictions of global precedence: the hypothesis that ob-
servers perceive the global level of hierarchical stimuli be-
fore the local level. Response times were faster to global than
to local letters, and global inconsistency interfered when sub-
jects were attending to the local level, but local inconsistency
did not interfere when they were attending to the global level.
The data thus appear to indicate that perceptual processes

Figure 7.15 Figural scission, in which a single homogeneous region is
sometimes perceptually divided into two overlapping objects, one of which
partly occludes the other. Source: From Palmer, 1999
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proceed from global, coarse-grained analysis to local, fine-
grained analysis.

Further investigation suggested a more complex story,
however. Kinchla and Wolfe (1979) found that the speed of
naming local versus global forms depended on their retinal
sizes. Identifying global letters was faster than local ones
when the global stimuli were smaller than about 8–10° of
visual angle, but identifying local letters was faster than
global ones when the stimuli were larger than this. Other ex-
periments suggest that global and local levels of information
are being processed simultaneously rather than sequentially.
For example, when subjects were monitoring for a target letter
at either the global or the local levels, their responses were
faster when a target letter was present at both global and
local levels than when there was a target letter present at ei-
ther level alone (Miller, 1981). The findings on global versus
local precedence may therefore be best understood as the re-
sult of parallel processing in different size channels, with some
channels being processed slightly faster than others, rather
than as reflecting a fixed global-to-local order of processing.

Further experiments by Robertson and her colleagues
studying patients with brain damage have shown that global
and local information is processed differently in the two cere-
bral hemispheres. Several lines of evidence show that there is
an advantage for global processing in the right temporal-
parietal lobe, whereas there is an advantage for local process-
ing in the left temporal-parietal lobe (Robertson, Lamb, &
Knight, 1988). For example, Figure 7.16 shows how patients
with lesions in the left versus right temporal-parietal re-
gion copied the hierarchical stimulus shown on the left in part
A (Delis, Robertson, & Efron, 1986). The patient with right

hemisphere damage, who suffers deficits in global process-
ing, is able to reproduce the small letters making up the
global letter, but is unable to reproduce their global structure.
The patient with left hemisphere damage, who suffers deficits
in local processing, is able to reproduce the global letter, but
not the small letters that comprise it.

Further psychological evidence that global properties are
primary in human perception comes from experiments in
which discrimination of parts is found to be superior when they
are embedded within meaningful or well-structured wholes.
Not only is performance better than in comparable control
conditions in which the same parts must be discriminated
within meaningless or ill-structured contexts, but it is also su-
perior compared to discriminating the same parts in isolation.
This evidence comes from several different phenomena, such
as the word superiority effect (Reicher, 1969), the object supe-
riority effect (Weisstein & Harris, 1974), the configural orien-
tation effect (Palmer, 1980; Palmer & Bucher, 1981), and the
configural superiority effect (Pomerantz, Sager, & Stover,
1977). Although space limitations do not permit discussion of
these interesting experiments, their results generally indicate
that perceptual performance on various simple local discrimi-
nation tasks does not occur in the local-to-global order.

Exactly how these contextual effects should be interpreted
is open to debate, however. One possibility is that neural pro-
cessing proceeds from local parts to global wholes, but feed-
back from the holistic level to the earlier part levels then
facilitates processing of local elements, if they are part of
coherent patterns at the global level. This is the mechanism
proposed in the influential interactive activation model of
letter and word processing (McClelland & Rumelhart, 1981;
Rumelhart & McClelland, 1982). Another possibility is that
although neural processing proceeds from local parts to
global wholes, people may gain conscious access to the re-
sults in the opposite order, from global wholes to local parts
(Marcel, 1983). Regardless of what mechanism is ultimately
found to be responsible, the results of many psychological ex-
periments rule out the possibility that the perception of local
structure necessarily precedes that of global structure. The
truth, as usual, is much more interesting and complex.

Frames of Reference

Another set of perceptual phenomena that support the prior-
ity of global, large-scale structure in perceptual organization
is the existence of what are called reference frame effects (see
Rock, 1990, for a review). A frame of reference in visual per-
ception is a set of assumed reference standards with respect
to which the properties of perceptual objects are encoded.
Visual reference frames are often considered to be analogous

Stimulus Right Damage Left Damage

Figure 7.16 Drawings of hierarchical stimuli from patients with lesions
in the right hemisphere (central column) and patients with lesions in the
left hemisphere (right column). Source: From Delis, Robertson, and Efron,
1986.
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to coordinate systems in analytic geometry (Palmer, 1989).
Reference frame effects generally show that the reference
frame for a given visual element is defined by the next-higher
element in the perceptual part-whole hierarchy. In this sec-
tion, reference frame effects in orientation and shape percep-
tion are briefly considered. Analogous effects are also present
in motion perception, but these are discussed in the chapter
by Proffitt and Caudek in this volume.

Orientation Perception

One of the most compelling demonstrations of reference
frame effects on orientation perception occurs when you
enter a tilted room, like the ones in a fun house or mystery
house of an amusement park. Although you notice the slant of
the floor as you first enter, you rapidly come to perceive the
room as gravitationally upright. After this misperception
occurs, all sorts of other illusions follow. You perceive the
chandelier as hanging at a strange angle from the ceiling, for
example, and you perceive yourself as leaning precariously
to one side, despite the fact that both the chandelier and you
are, in fact, gravitationally upright. If you try to correct your
posture to align yourself with the orientation of the room, you
may lose your balance or even fall.

Normally, the vertical orientation in the reference frame of
the large-scale visual environment coincides with gravita-
tional vertical, because the dominant orientations of per-
ceived objects—due to walls, floors, tree trunks, the ground
plane, standing people, and so forth—are either aligned with
gravity or perpendicular to it. The heuristic assumption that
the walls, floor, and ceiling of a room are vertical and hori-
zontal thus generally serves us well in accurately perceiving
the orientations of objects. When you walk into a tilted room,
however, this assumption is violated, giving rise to illusions
of orientation. The visual reference frame of the room, which
is out of alignment with gravity, captures your sense of
upright. You then perceive yourself as tilted because your
own bodily orientation is not aligned with your perception of
upright.

One particularly well-known reference frame effect on
orientation perception is the rod and frame effect (Asch &
Witkin, 1948a, 1948b). Subjects were shown a luminous rod
within a large, tilted, luminous rectangle and were asked to
set the rod to gravitational vertical. Asch and Witkin found
large systematic errors in which subjects set the rod to an
orientation somewhere between true vertical and alignment
with the frame’s most nearly vertical sides. Several experi-
ments show that the effect of the frame is greatest when the
rectangle is large, and that small ones just surrounding the
line have little effect (Ebenholtz, 1977; Wenderoth, 1974).

Other studies have shown that when two frames are present,
one inside the other, it is the larger surrounding frame
that dominates perception (DiLorenzo & Rock, 1982). These
facts are consistent with the interpretation that the rectan-
gle in a rod and frame task induces a visual frame of refer-
ence that is essentially a world surrogate, so to speak, for the
visual environment (Rock, 1990). By this account, a visual
structure will be more likely to induce a frame of reference
when it is large, surrounding, and stable over time, like the
tilted room in the previous example.

Shape Perception

Because perceived shape depends on perceived orientation,
robust reference frame effects also occur in shape perception.
One of the earliest, simplest, and most elegant demonstra-
tions of this fact was Mach’s (1914/1959) observation that
when a square is rotated 45°, people generally perceive it as
an upright diamond rather than as a tilted square. This figure
can be perceived as a tilted square if the flat side at 45° is
taken to be its top. But if the upper vertex is perceived as the
top, the shape of the figure is seen as diamond-like and quite
different from that of an upright square.

This relation suggests that the shape of an object should
also be influenced by the orientation of a frame of reference,
and this is indeed true. One of the earliest and most com-
pelling demonstrations was provided by Kopferman (1930),
who showed that a gravitational diamond is perceived as a
square when it is enclosed within a 45° tilted rectangle.
Palmer (1985) later extended Kopferman’s discovery to other
factors that Palmer had previously shown to influence orien-
tation perception in the perceived pointing of ambiguous,
equilateral triangles, factors such as the orientation of config-
ural lines, the width and orientation of textural stripes, and
the direction of rigid motion (Palmer & Bucher, 1982;
Bucher & Palmer, 1985). In all of these cases, the claim is
that the contextual factors induce a perceptual frame of refer-
ence that is aligned along the 45° axis of the diamond and that
the shape of the figure is then perceived relative to that orien-
tation, leading to the perception of a tilted square rather than
an upright diamond.

Rock (1973) showed that such reference frame effects on
shape perception are much more general. He presented sub-
jects with a sequence of amorphous, novel shapes in a par-
ticular orientation during an initial presentation phase. He later
tested their recognition memory for the figures in the same
versus a different orientation (see Figure 7.17; A). The results
showed that people were far less likely to recognize the shapes
if they were tested in an orientation different from the original
one. This poor recognition performance, which approached
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Figure 7.17 Effects of orientation on perceived shape for figures with poor
intrinsic axes (A) versus figures with good intrinsic axes (B). Source: From
Palmer, 1999.

chance for 90° rotations, indicates that subjects often fail to
perceive the equivalence in shape of the presented and tested
figures when they are differently oriented. Further, Rock
(1973) found that tilting the observer’s head reduced recogni-
tion memory less than tilting the objects within the environ-
ment. This suggests that the reference frames for these figures
are environmental rather than retinal.

Why, then, do people seldom fail to recognize, say, a chair
when it is seen lying on its side rather than standing up? The
crucial fact appears to be that objects like chairs have enough
orientational structure that they effectively carry their own
intrinsic, object-centered reference frames along with them.
Roughly speaking, an object-centered reference frame is a
perceptual reference frame that is chosen on the basis of the
intrinsic properties of the to-be-described object, one that
is somehow made to order for that particular object (see
Palmer, 1999, pp. 368–371). For example, if the orientations
of two otherwise identical objects are different, such as an
upright and a tipped-over chair, the orientation of each
object-centered reference frame—for instance, the axis of
elongation that lies in its plane of symmetry—will be defined
such that both objects will have the same shape description
relative to their object-centered frames.

Wiser (1981) used Rock’s memory paradigm to study
shape perception for objects with good intrinsic axes and
found that they are recognized as well when they are pre-
sented and tested in different orientations as when they are
presented and tested in the same orientation (Figure 7.17; B).
In further experiments, she showed that when a well-
structured figure is presented initially so that its axis is not
aligned with gravitational vertical, subsequent recognition is
actually fastest when the figure is tested in its vertical orien-
tation. She interpreted this result to mean that the shape is
stored in memory as though it were upright, relative to its
own object-centered reference frame. This idea is important
in certain theories of object identification, a topic which will
be discussed in this chapter’s section entitled “Theories of
Object Identification.”

OBJECT IDENTIFICATION

After the image has been organized into a part-whole hier-
archy and partly hidden surfaces have been completed, the
perceptual objects thus defined are very often identified as
instances of known, meaningful types, such as people,
houses, trees, and cars. This process of object identification is
often also referred to as object recognition or object catego-
rization. Its presumed goal is the perception of function,
thereby enabling the observer to know, simply by looking,
what objects in the environment are useful for what purposes.
The general idea behind perceiving function via object iden-
tification is to match the perceived properties of a seen object
against internal representations of the properties of known
categories of objects. After the object has been identified, its
function can then be determined by retrieving associations
between the object category and its known uses. This will not
make novel uses of the object available—additional problem
solving processes are required for that purpose—rather, only
uses that have been previously understood and stored with
that category are retrieved.

Before pursuing the topic of object identification in depth,
it is worth mentioning that there is an alternative approach to
perceiving function. The competing view is Gibson’s (1979)
theory of affordances, in which opportunities for action are
claimed to be perceived directly from visible structure in the
dynamic optic array. Gibson claimed, for example, that peo-
ple can literally see whether an object affords being grasped,
or sat upon, or walked upon, or used for cutting without first
identifying it as, say, a baseball, a chair, a floor, or a knife.
This is possible only if the relation between an object’s form
and its affordance (the function it offers the organism) is
transparent enough that the relevant properties are actually
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visible. If this is not the case, then category-mediated object
identification appears to be the only route for perception of
function.

Typicality and Basic-Level Categories

The first fact that must be considered about identifying
objects is that it is an act of classification or categorization.
Although most people typically think of objects as belonging
to just one category—something is either a dog, a house, a
tree, or a book—all objects are actually members of many
categories. Lassie is a dog, but she is also a collie, a mammal,
an animal, a living thing, a pet, a TV star, and so on. The cat-
egories of human perception and cognition are quite complex
and interesting psychological structures (see chapter by
Goldstone and Kersten in this volume).

One of the most important modern discoveries about
human categorization is the fact that our mental categories
do not seem to be defined by sets of necessary and sufficient
conditions, but rather to be structured around so-called best
examples, called prototypes (Rosch, 1973, 1975a, 1975b).
The prototypical bird, for example, would be the “birdiest”
possible bird: probably a standard bird that is average in size,
has a standard neutral sort of coloring, and has the usual
shape of a bird. When Rosch asked participants to rate vari-
ous members of a category, like particular kinds of birds, in
terms of how “good” or “typical” they were as examples
of birds, she found that they systematically rated robins quite
high and penguins and ostriches quite low. These typicality
(or goodness-of-example) ratings turn out to be good predic-
tors of how quickly subjects can respond “true” or “false” to
verbal statements such as, “A robin is a bird,” versus, “A
penguin is a bird” (Rosch, 1975b). Later studies showed
that it also takes longer to verify that a picture of a penguin
depicts an example of a bird than to verify that a picture of a
robin does (Ober-Thomkins, 1982). Thus, the time required
to identify an object as a member of a category depends
on how typical it is perceived to be as an example of that
category.

Rosch’s other major discovery about the structure of
human categories concerned differences among levels within
the hierarchy. For example, at which level does visual identi-
fication first occur: at some low, specific level (e.g., collie), at
some high, general level (e.g., animal), or at some intermedi-
ate level (e.g., dog)? The answer is that people generally rec-
ognize objects first at an intermediate level in the categorical
hierarchy. Rosch called categories at this level of abstraction
basic level categories (Rosch, Mervis, Gray, Johnson, &
Boyes-Braem, 1976). Later research, however, has shown the
matter to be somewhat more complex.

Jolicoeur, Gluck, and Kosslyn (1984) studied this issue by
having subjects name a wide variety of pictures with the first
verbal label that came to mind. They found that objects that
were typical instances of categories, such as robins or spar-
rows, were indeed identified as members of a basic level cate-
gory, such as birds. Atypical ones, such as penguins and
ostriches, tended to be classified at a lower, subordinate level.
This pattern of naming was not universal for all atypical cate-
gory members, however. It occurs mainly for members of
basic level categories that are relatively diverse. Consider
some basic level categories from the superordinate categories
of fruit (e.g., apples, bananas, and grapes) versus animals (e.g.,
dogs, birds, and monkeys). Most people would agree that the
shape variation within the categories of apples, for instance, is
more constrained than that within the categories of dogs. In-
deed, most people would be hard-pressed to distinguish be-
tween two different kinds of apples, bananas, or grapes from
shape alone, but consider how different dachshunds are from
greyhounds, penguins are from ostriches, and goldfish are
from sharks. Not surprisingly, then, the atypical exemplars
from diverse basic-level categories are the ones that tend to be
named according to their subordinate category. Because the
categories into which objects are initially classified is some-
times different from the basic level, Jolicoeur, Gluck, and
Kosslyn (1984) called them entry-level categories.

It is worth noting that, as in the case of basic-level cate-
gories, the entry-level category of an object can vary over dif-
ferent observers, and perhaps over different contexts as well.
To an ornithologist or even to an avid bird watcher, for in-
stance, bird may be the entry-level category for very few,
if any, species of bird. Through a lifetime of experience at
discriminating different kinds of birds, their perceptual sys-
tems may become so finely tuned to the distinctive character-
istics of different kinds of birds that they first perceive robins
as robins and sparrows as sparrows rather than just as birds
(Tanaka & Taylor, 1991).

Perspective Effects

One of the seemingly obvious facts about identifying three-
dimensional objects is that people can do it from almost any
viewpoint. The living-room chair, for example, seems to be
easily perceived as such regardless of whether one is looking
at it from the front, side, back, top, or any combination of
these views. Thus, one of the important phenomena that must
be explained by any theory of object classification is how this
is possible.

But given the fact that object categorization is possible
from various perspective views, it is all too easy to jump to
the conclusion that object categorization is invariant over
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Figure 7.18 Different perspective views of a horse (see text). Source:
From Palmer, Rosch, and Chase, 1981.

perspective views. Closer study indicates that this is not true.
Palmer, Rosch, and Chase (1981) systematically investigated
and documented perspective effects in object identification.
They began by having participants view many pictures of the
same object (such as the horse series in Figure 7.18) and
make subjective ratings of how much each one looked like
the objects they depicted using a scale from 1 (very like) to 7
(very unlike). Participants made the average ratings indicated
below the pictures. Other individuals were then asked to
name the entry-level categories of these pictures, as quickly
as possible, using five perspectives (from the best to the
worst) based on the ratings. Pictures rated as the best (or
canonical) perspective were named fastest, and naming
latencies gradually increased as the goodness of the views de-
clined, with the worst ones being named much more slowly
than the best ones.

It seems possible that such perspective effects could be
explained by familiarity: Perhaps canonical views are simply
the most frequently seen views. More recent studies have ex-
amined perspective effects using identification of novel ob-
jects to control for frequency effects. For example, Edelman
and Bülthoff (1992) found canonical view effects in recogni-
tion time for novel bent paper-clip objects that were initially
presented to subjects in a sequence of static views that pro-
duced apparent rotation of the object in depth (Figure 7.19).
Because each single view was presented exactly once in this
motion sequence, familiarity effects should be eliminated.
Even so, recognition performance varied significantly over
viewpoints, consistent with the perspective effects reported
by Palmer et al. (1981).

Further studies have shown that familiarity does matter,

however. When only a small subset of views was displayed in
the initial training sequence, later recognition performance
was best for the views seen during the training sequence and
decreased with angular distance from these training views
(Bülthoff & Edelman, 1992; Edelman & Bülthoff, 1992).
These results suggest that subjects may be storing specific
two-dimensional views of the objects and matching novel
views to them via processes that deteriorate with increasing
disparity between the novel and stored views.

Further experiments demonstrated that when multiple
views of the same objects were used in the training session,
recognition performance improved, but the improvement de-
pended on the relation of the test views to the training views
(Bülthoff & Edelman, 1992). In particular, if the novel test
views were related to the training views by rotation about the
same axis through which the training views were related to
each other, recognition was significantly better than for novel
views that were rotations about an orthogonal axis. This sug-
gests that people may be interpolating between and extrapo-
lating beyond specific two-dimensional views in recognizing
three-dimensional objects. This possibility will be important
in this chapter’s section entitled “Theories of Object Identifi-
cation,” in which view-based theories of object categoriza-
tion are described (e.g., Poggio & Edelman, 1990; Ullman,
1996; Ullman & Basri, 1991).

A different method of study, known as the priming para-
digm, has produced interesting but contradictory results
about perspective views. The basic idea behind this experi-
mental design is that categorizing a particular picture of an
object will be faster and more accurate if the same picture is
presented a second time, because the processes that accom-

Figure 7.19 Stimuli used in an experiment on object recognition from dif-
ferent viewpoints. Source: From Bülthoff and Edelman, 1992.
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plish it initially are in a state of heightened readiness for the
second presentation (Bartram, 1974). The priming effect is
defined as the difference between the naming latencies in
the first block of trials and those in the second block of re-
peated pictures. What makes priming experiments informa-
tive about object categorization is that the repetitions in the
second block of trials can differ from the initial presentation
in different ways. For example, repetitions can be of the
same object, but with changes in its position within the vi-
sual field (e.g., left vs. right side), its retinal size (large vs.
small), its mirror-image reflection (as presented initially or
left-right reversed), or the perspective from which the ob-
ject is viewed.

The results of such studies show that the magnitude of the
object priming effect does not diminish when the second pre-
sentation shows the same object in a different position or
reflection (Biederman & Cooper, 1991) or even at a different
size (Biederman & Cooper, 1992). Showing the same object
from a different perspective, however, has been found to
reduce the amount of priming (Bartram, 1974). This perspec-
tive effect is thus consistent with the naming latency results
reported by Palmer et al. (1981) and the recognition results
by Edelman and Bülthoff (1992) and Bülthoff and Edelman
(1992). Later studies on priming with different perspective
views of the same object by Biederman and Gerhardstein
(1993), however, failed to show any significant decrease in
priming effects due to depth rotations.

To explain this apparent contradiction, Biederman and
Gerhardstein (1993) then went on to show that priming ef-
fects did not diminish when the same parts were visible in the
different perspective conditions. This same-part visibility
condition is not necessarily met by the views used in the
other studies, which often include examples in which dif-
ferent parts were visible from different perspectives (see
Figure 7.18). Visibility of the same versus different parts may
thus explain why perspective effects have been found in
some priming experiments but not in others. The results of
these experiments on perspective effects therefore suggest
care in distinguishing two different kinds of changes in per-
spective: those that do not change the set of visible parts, and
those that do.

Orientation Effects

Other effects due to differences in object orientation cannot
be explained in this way, however, because the same parts are
visible in all cases. Orientation effects refer to perceptual dif-
ferences caused by rotating an object about the observer’s
line of sight rather than rotating it in depth. Depth rotations of
the object often change the visibility of different parts of the

object, as just discussed, but orientation changes never do,
and Jolicoeur (1985) has shown that subjects are faster at cat-
egorizing pictures of objects in a normal, upright orientation
than when they are misoriented in the picture plane. Naming
latencies increase with angular deviation from their upright
orientation, as though subjects were mentally rotating the ob-
jects to upright before making their response.

Interestingly, orientation effects diminish considerably
with extended practice. Tarr and Pinker (1989) studied this
effect using novel objects so that the particular orientations at
which subjects saw the objects could be precisely controlled.
When subjects received extensive practice with the objects at
several orientations, rather than just one, naming latencies
were fast at all the learned orientations. Moreover, response
times at novel orientations increased with distance from the
nearest familiar orientation. Tarr and Pinker therefore sug-
gested that people may actually store multiple representa-
tions of the same object at different orientations rather than a
single representation that is orientation invariant. This possi-
bility becomes particularly important in the section entitiled
“Theories of Object Identification,” in which view-specific
theories of categorization are considered.

Part Structural Effects

The first half of this chapter developed the idea that per-
ceptual organization is centrally related to the idea that the
perceived world is structured into part-whole hierarchies.
Human bodies have heads, arms, legs, and a torso; tables
have a flat top surface, and legs; an airplane has a fuselage,
two main wings, and several smaller tail fins. The important
question is whether these parts play a significant mediating
role in object identification. The most revealing studies of
this question were performed by Biederman and Cooper
(1991) using a version of the priming paradigm discussed in
this chapter’s section entitled “Perspective Effects.” They
showed that identification of degraded line drawings in
the second (test) block of trials was facilitated when subjects
had seen the same parts of the same objects in the initial
(priming) block, but not when they had seen different parts
of the same object in the priming block. This result implies
that the process of identifying objects is mediated by perceiv-
ing their parts and spatial interrelations—because otherwise,
it is not clear why more priming occurs only when the same
parts were seen again.

The drawings Biederman and Cooper (1991) used were
degraded by deleting half of the contours in each stimulus. In
the first experiment, subjects were shown a priming series of
contour-deleted drawings and then a test series in which they
saw either the identical drawing (Figure 7.20; A), its line



198 Visual Perception of Objects

complement (Figure 7.20; B), or a different object from
the same category (Figure 7.20; C). The results showed that
the line-complement drawings produced just as much prim-
ing (170 ms) as the identical drawings (168 ms), and much
more than the same-name drawings (93 ms). Biederman and
Cooper (1991) argued that the stronger priming in the first
two conditions was due to the fact that the same parts were
perceived both in the identical and the line-complement
drawings.

To be sure that this pattern was not due merely to the fact
that the same object was depicted in the same pose in both of
these conditions, they performed a second experiment, in
which half of the parts were deleted in the initial priming
block (Figures 7.21; A–C). Then, in the test block, they found
that priming by the part-complement drawings was much
less (108 ms) than was priming by the identical drawings
(190 ms). In fact, part-complement priming was no different
from that in the same-name control condition (110 ms). Thus,
the important feature for obtaining significantly more prim-
ing than for mere response repetition is that the same parts
must be visible in the priming and test blocks. This result
supports the inference that object identification is mediated
by part perception.

Contextual Effects

All of the phenomena of object identification considered thus
far concern the nature of the target object itself: how typical
it is of its category, the perspective from which it is viewed,

and its size, position, orientation, and visible parts. But identi-
fication can also be influenced by contextual factors: the spa-
tial array of objects that surround the target object. One well-
known contextual effect can be demonstrated by the phrase

, which everyone initially perceives as THE CAT.
This seems entirely unproblematic—until one realizes that
the central letters of both words are actually identical and am-
biguous, midway between an H and an A. It is therefore pos-
sible that the letter strings could be perceived as TAE CHT,
TAE CAT, or THE CHT, but this almost never happens.

There have been several well-controlled experiments doc-
umenting that appropriate context facilitates identification,
whereas inappropriate context hinders it. In one such study,
Palmer (1975a) presented subjects with line drawings of
common objects to be identified following brief presentations
of contextual scenes (Figure 7.22). The relation between the
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Figure 7.20 A line-complement priming experiment (see text). Source:
From Palmer, 1999.
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Figure 7.21 A part-complement priming experiment (see text). Source:
From Palmer, 1999.

Figure 7.22 Stimuli from an experiment on contextual effects on object
identification (see text). Source: From Palmer, 1975a.
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contextual scene and the target object was studied. In the case
of the kitchen counter scene, for example, the subsequently
presented object could be either appropriate to the scene
(a loaf of bread), inappropriate (a bass drum), or misleading
in the sense that the target object was visually similar to the
appropriate object (a mailbox). For the no-context control
condition, the objects were presented following a blank field
instead of a contextual scene. By presenting the objects and
scenes in different combinations, all objects were equally
represented in all four contextual conditions.

The results of this experiment showed that appropriate
contexts facilitated correct categorization relative to the no-
context control condition and that inappropriate contexts
inhibited it. Performance was worst of all in the misleading
context condition, in which participants were likely to
name the visually similar object appropriate to the scene.
These differences demonstrate that recognition accuracy can
be substantially affected by the nature of the surrounding
objects in a simple identification task.

Biederman (1972; Biederman, Glass, & Stacy, 1973) used
a different method to study context effects. He had partici-
pants search for the presence of a given target object in a
scene and measured their visual search times. In the first
study, he manipulated context by presenting either a normal
photograph or a randomly rearranged version. Participants
took substantially longer to find the target object in the re-
arranged pictures than in the normal ones.

These contextual effects indicate that relations among
objects in a scene are complex and important factors for nor-
mal visual identification. Obviously, people can identify ob-
jects correctly even in bizarre contexts. A fire hydrant on top
of a mailbox may take longer to identify—and cause a major
double-take after it is identified—but people manage to rec-
ognize it even so. Rather, context appears to change the effi-
ciency of identification. In each case, the target object in a
normal context is processed quickly and with few errors,
whereas one in an abnormal context takes longer to process
and is more likely to produce errors. Because normal situa-
tions are, by definition, encountered more frequently than are
abnormal ones, such contextual effects are generally benefi-
cial to the organism in its usual environment.

Visual Agnosia

A very different—and fascinating phenomenon of object
identification is visual agnosia, a perceptual deficit due to
brain damage, usually in the temporal lobe of cortex, in
which patients are unable to correctly categorize common
objects with which they were previously familiar. (Agnosia

is a term derived from Greek that means not knowing.) There
are many different forms of visual agnosia, and the rela-
tions among them are not well understood. Some appear to
be primarily due to damage to the later stages of sensory
processing (termed apperceptive agnosia by Lissauer,
1890/1988). Such patients appear unable to recognize objects
because they do not see them normally. Other patients have
fully intact perceptual abilities, yet still cannot identify
the objects they see, a condition Lissauer called associative
agnosia. Teuber (1968) described their condition as involv-
ing “a normal percept stripped of its meaning” due to an in-
ability to categorize it correctly.

The case of a patient, known as “GL,” is a good example of
associative agnosia (Ellis & Young, 1988). This patient suf-
fered a blow to his head when he was 80 years old, after which
he complained that he could not see as well as before the acci-
dent. The problem was not that he was blind or even impaired
in basic visual function, for he could see the physical proper-
ties of objects quite well; indeed, he could even copy pictures
of objects that he could not identify. He mistook pictures for
boxes, his jacket for a pair of trousers, and generally could not
categorize even the simplest everyday objects correctly.

Patients with visual agnosia suffer from a variety of dif-
ferent symptoms. Some have deficits specific to particular
classes of objects or properties. One classic example is
prosopagnosia: the inability to recognize faces. Prosopag-
nosic patients can describe in detail the facial features of
someone at whom they are looking, yet be completely unable
to recognize the person, even if it is their spouse, their child,
or their own face in a mirror. Such patients will typically react
to a relative as a complete stranger—until the person speaks,
at which time the patient can recognize his or her voice.

Other agnosic patients have been studied who have prob-
lems with object categories such as living things. Patient
JBR, for example, was able to identify 90% of the pictures
depicting inanimate objects, but only 6% of those depicting
plants and animals (Warrington & Shallice, 1984). Even
more selective deficits have been reported, including those
confined to body parts, objects found indoors, and fruits and
vegetables, although some of these deficits may be linguistic
in nature rather than perceptual (Farah, 1990).

One problem for many visual agnosic persons that has
been studied experimentally is their particular inability to
categorize objects presented in atypical or unusual perspec-
tive views. Warrington and Taylor (1973, 1978) found that
many agnosic persons who are able to categorize pictures of
common objects taken from a usual perspective are unable
to do so for unusual views. This phenomenon in agnosic
patients bears a striking resemblance to perspective effects
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found in normally functioning individuals (Palmer et al.,
1981), except that instead of simply taking longer to arrive at
the correct answer, these patients are unable to perform the
task at all, even in unrestricted viewing conditions.

There are many other visual disorders due to brain damage
that are related to visual agnosia. They exhibit a wide variety
of complex symptoms, are caused by a broad range of under-
lying brain pathologies, and are generally not well under-
stood. Still, the case histories of such patients and their
phenomenological descriptions of their symptoms make for
fascinating reading, such as the patient whose agnosia led
neurologist Oliver Sacks (1985) to entitle one of his books,
The Man Who Mistook His Wife for a Hat. The interested
reader is referred to Farah (1990, 2000) for discussions of
these and related disorders.

THEORIES OF OBJECT IDENTIFICATION

Given that people obviously manage to identify visually
perceived objects as members of known, functional classes,
how might this result be achieved? There are many possibil-
ities, but within a modern, computational framework, all of
them require four basic components: (a) The relevant char-
acteristics of the to-be-categorized object must be perceived
and represented within the visual system in an object repre-
sentation; (b) Each of the set of possible categories must
be represented in memory in a category representation that
is accessible to the visual system; (c) There must be com-
parison processes through which the object representation is
matched against possible category representations; (d) There
must be a decision process that uses the results of the com-
parison process to determine the category to which a given
object belongs. This section considers each of these compo-
nents and then describes two contrasting types of theories
that attempt to explain how object identification might be
performed.

Representing Objects and Categories

The problem of how to represent objects and categories is a
difficult one (cf. Palmer, 1978) that lies at the heart of most
theories of object identification. Especially thorny are the
representational issues pertaining to shape, which tends to
be the single most important feature for object identification.
Most proposals about shape representation cluster into three
general classes: templates, feature lists, and structural de-
scriptions, although various hybrids are also possible. Space
limitations prohibit a detailed discussion of these issues, but
the interested reader can consult the more extensive treat-
ment by Palmer (1999, chapter 8).

Templates

The idea behind templates is to represent shape as shape. In
standard presentations of this kind of theory, templates are
specified by the conjunction of the set of receptors on which the
image of the target shape would fall. A template for a square,
for example, can be formed by constructing what is called a
square-detector cell whose receptive field structure consists of
excitation by all receptors that the square would stimulate, plus
inhibition by all nearby receptors around it that it would not
stimulate (Figure 7.23). A white square on a black ground
would maximally excite this square detector because its spatial
structure corresponds optimally to that of its receptive field.

Templates are often ridiculed as grossly inadequate for
representing shape. In fact, however, they are the most obvi-
ous way to convert spatially structured images into symbolic
descriptions. Line- and edge-detector theories of simple cells
in cortical area V1 can be viewed as template representations
for lines and edges. Each line detector cell responds maxi-
mally to a line at a specific position, orientation, and contrast
(light on dark versus dark on light). Whether such a scheme
can be extended to more complex shape representations is
questionable (see following discussion), but recent theories
of object identification have concentrated on view-specific
representations that are template-like in many respects (see
this chapter’s section entitled “View-Specific Theories”).

Some of the most difficult problems associated with tem-
plates as a general scheme for representing shapes of objects
and categories are outlined in the following list:

1. Concreteness: There are many visual factors that have
essentially no impact on perceived shape, yet strongly in-
fluence the matching of template representations, including

Figure 7.23 A template representation of a square. Source: From Palmer,
1999.
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factors such as differences in lightness, color, texture,
binocular disparity, and other low-level sensory features.
A green square on a yellow ground is seen as having the
same shape as a blue square on a red ground, for example,
even though they will require separate templates. A gen-
eral square template would thus have to be the disjunction
of a huge number of very specific square templates.

2. Spatial transformations: Shape is largely invariant over the
similarity transformations—translations, rotations, dila-
tions, reflections, and their various combinations (Palmer,
1989)—yet comparing template representations that differ
by such transformations will not generally produce good
matches. Three ways to solve this problem for template
representations are replication, interpolation, and normal-
ization. Replication refers to the strategy of constructing a
different template for each distinct shape in each position,
orientation, size, and sense (reflection), as the visual sys-
tem does for receptive field structures in area V1. This is
feasible only if the set of template shapes is very small,
however. Interpolation is a way of reducing the number of
templates by including processes that can construct inter-
mediate representations between a pair of stored templates,
thus reducing the number of templates, but at the expense
of increasing the complexity of the matching process.
Normalization postulates processes that transform (or
normalize) the input image into a canonical position, orien-
tation, size, and sense prior to being matched against the
templates so that these factors do not matter. How to nor-
malize effectively then becomes a further problem.

3. Part structure: People perceive most objects as having a
complex hierarchical structure of parts (see this chapter’s
section entitled “Perceptual Organization”), but templates
have just two levels: the whole template and the atomic
elements (receptors) that are associated within the tem-
plate. This means that standard templates cannot be
matched on a partwise basis, as appears to be required
when an object is partly occluded. 

4. Three dimensionality: Templates are intrinsically two-
dimensional, whereas most objects are three-dimensional.
There are just two solutions to this problem. One is to
make the internal templates three-dimensional, like the
objects themselves, but that means that three-dimensional
templates would have to be constructed by some complex
process that integrates many different two-dimensional
views into a single three-dimensional representation
(e.g., Lowe, 1985). The other solution is to make the in-
ternal representations of three-dimensional objects two-
dimensional by representing two-dimensional projections
of their shapes. This approach has the further problem that

different views of the same object would then fail to match
any single template. Solving this problem by replication
requires different templates for each distinct perspective
view, necessitating hundreds or thousands of templates for
complex three-dimensional objects. Solving it by inter-
polation requires additional processes that generate inter-
mediate views from two stored views (e.g., Poggio &
Edelman, 1990; Ullman & Basri, 1991). Normalization is
not feasible because a single two-dimensional view sim-
ply does not contain enough information to specify most
objects from some other viewpoint.

Feature Lists

A more intuitively appealing class of shape representation is
feature lists: symbolic descriptions consisting of a simple set
of attributes. A square, for example, might be represented by
the following set of discrete features: is-closed, has-four-
sides, has-four-right-angles, is-vertically-symmetrical, is-
horizontally-symmetrical, etc. The degree of similarity
between an object shape and that of a stored category can then
be measured by the degree of correspondence between the
two feature sets.

In general, two types of features have been used for repre-
senting shape: global properties, such as symmetry, closure,
and connectedness, and local parts, such as containing a
straight line, a curved line, or an acute angle. Both types of
properties can be represented either as binary features (e.g., a
given symmetry being either present or absent) or as contin-
uous dimensions (e.g., the degree to which a given symmetry
is present). Most classical feature representations are of the
discrete, binary sort (e.g., Gibson, 1969), but ones based on
continuous, multidimensional features have also been pro-
posed (e.g., Massaro & Hary, 1986).

One reason for the popularity of feature representations is
that they do not fall prey to many of the objections that so crip-
ple template theories. Feature representations can solve the
problem of concreteness simply by postulating features that
are already abstract and symbolic. The feature list suggested
for a square at the beginning of this section, for example,
made no reference to its color, texture, position, or size. It is an
abstract, symbolic description of all kinds of squares. Features
also seem able to solve the problem of part structure simply by
including the different parts of an object in the feature list, as
in the previously mentioned feature list for squares. Similarly,
a feature representation of a human body might include
the following part-based features: having-a-head, having-a-
torso, having-two-legs, and so forth. The features of a head
would likewise include having two-eyes, having-a-nose,
having-a-mouth, etc. Features also seem capable of solving
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the problems resulting from three-dimensionality, at least in
principle. The kinds of features that are included in a shape
representation can refer to intrinsically three-dimensional
qualities and parts as well as two-dimensional ones, and so
can be used to capture the shape of three-dimensional as well
as two-dimensional objects. For instance, the shape of an ob-
ject can be described as having the feature spherical rather
than circular and as contains-a-pyramid rather than contains-
a-triangle. Thus, there is nothing intrinsic to the feature-list
approach that limits it to two-dimensional features.

Feature theories have several important weaknesses, how-
ever. One is that it is often unclear how to determine compu-
tationally whether a given object actually has the features
that are proposed to comprise its shape representation. Sim-
ple part-features of two-dimensional images, such as lines,
edges, and blobs, can be computed from an underlying
template system as discussed above, but even these must be
abstracted from the color-, size-, and orientation-specific
peripheral channels that detect lines, edges, and blobs. Un-
fortunately, these simple image-based features are just the tip
of a very large iceberg. They do not cover the plethora of dif-
ferent attributes that feature theorists might (and do) propose
in their representations of shape. Features like contains-a-
cylinder or has-a-nose, for instance, are not easy to compute
from gray-scale images. Until such feature-extraction rou-
tines are available to back up the features proposed for the
representations, feature-based theories are incomplete in a
very important sense.

Another difficult problem is specifying what the proper
features might be for a shape representation system. It is one
thing to propose that some appropriate set of shape features
can, in principle, account for shape perception, but quite an-
other to say exactly what those features are. Computer-based
methods such as multidimensional scaling (Shepard, 1962a,
1962b) and hierarchical clustering can help in limited do-
mains, but they have not yet succeeded in suggesting viable
schemes for the general problem of representing shape in
terms of lists of properties.

Structural Descriptions

Structural descriptions are graph-theoretical representations
that can be considered an elaboration or extension of feature
theories. They generally contain three distinct types of infor-
mation: properties, parts, and relations between parts. They
are usually depicted as hierarchical networks in which nodes
represent the whole object and its various parts and subparts
with labeled links (or arcs) between nodes that represent
structural relations between objects and parts. Because of
this hierarchical network format, structural descriptions are

surely the representational approach that is closest to the
view of perceptual organization that was presented in the first
half of this chapter.

Another important aspect of perceptual organization that
can be encoded in structural descriptions is information about
the intrinsic reference frame for the object as a whole and for
each of its parts. Each reference frame can be represented
as global features attached to the node corresponding to the
object or part, one each for its position, orientation, size, and
reflection (e.g., Marr, 1982; Palmer, 1975b). The reference
frame for a part can then be represented relative to that of
its superordinate, as evidence from organizational phenom-
ena suggests (see this chapter’s section entitled “Frames of
Reference”).

One serious problem with structural descriptions is how
to represent the global shapes of the components. An attrac-
tive solution is to postulate shape primitives: a set of indi-
visible perceptual units into which all other shapes can be
decomposed. For three-dimensional objects, such as people,
houses, trees, and cars, the shape primitives presumably
must be three-dimensional volumes. The best known pro-
posal of this type is Binford’s (1971) suggestion, later popu-
larized by Marr (1982), that complex shapes can be analyzed
into combinations of generalized cylinders. As the name im-
plies, generalized cylinders are a generalization of standard
geometric cylinders in which several further parameters are
introduced to encompass a larger set of shapes. Variables are
added to allow, for example, a variable base shape (e.g.,
square or trapezoidal in addition to circular), a variable axis
(e.g., curved in addition to straight), a variable sweeping
rule (e.g., the cross-sectional size getting small toward one
end in addition to staying a constant size), and so forth.
Some of the other proposals about shape primitives are very
closely related to generalized cylinders, such as geons (Bie-
derman, 1987) and some are rather different, such as su-
perquadrics (Pentland, 1986).

Structural descriptions with volumetric shape primitives
can overcome many of the difficulties with template and fea-
ture approaches. Like features, they can represent abstract
visual information, such as edges defined by luminance, tex-
ture, and motion. They can account for the effects of spatial
transformations on shape perception by absorbing them
within object-centered reference frames. They deal explicitly
with the problem of part structure by having distinct repre-
sentations of parts and the spatial relations among those
parts. And they are able to represent three-dimensional shape
by using volumetric primitives and three-dimensional spatial
relations in representing three-dimensional objects.

One difficulty with structural descriptions is that the repre-
sentations become quite complex, so that matching two such
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descriptions constitutes a difficult problem by itself. Another
is that a sufficiently powerful set of primitives and rela-
tions must be identified. Given the subtlety of many shape-
dependent perceptions, such as recognizing known faces, this
is not an easy task. Further, computational routines must be
devised to identify the volumetric primitives and relations
from which the structural descriptions are constructed, what-
ever those might be. Despite these problems, structural de-
scriptions seem to be in the right ballpark, and their general
form corresponds nicely with the result of organizational
processes discussed in the first section of this chapter.

Comparison and Decision Processes

After a representation has been specified for the to-be-
identified objects and the set of known categories, a process
has to be devised for comparing the object representation with
each category representation. This could be done serially
across categories, but it makes much more sense for it to be per-
formed in parallel. Parallel matching could be implemented,
for example, in a neural network that works by spreading acti-
vation, where the input automatically activates all possible
categorical representations to different degrees, depending on
the strength of the match (e.g., Hummel & Biederman, 1992).

Because the schemes for comparing representations are
rather specific to the type of representation, in the following
discussion I will simply assume that a parallel comparison
process can be defined that has an output for each category
that is effectively a bounded, continuous variable represent-
ing how well the target object’s representation matches the
category representation. The final process is then to make
a decision about the category to which the target object
belongs. Several different rules have been devised to perform
this decision, including the threshold, best-fit, and best-
fit-over-threshold rules.

The threshold approach is to set a criterial value for each
category that determines whether a target object counts as
one of its members. The currently processed object is then
assigned to whatever category, if any, exceeds its threshold
matching value. This scheme can be implemented in a neural
network in which each neural unit that represents a category
has its own internal threshold, such that it begins to fire only
after that threshold is exceeded. The major drawback of a
simple threshold approach is that it may allow the same
object to be categorized in many different ways (e.g., as a
fox, a dog, and a wolf), because more than one category may
exceed its threshold at the same time.

The best-fit approach is to identify the target object as a
member of whatever category has the highest match among a
set of mutually exclusive categories. This can be implemented

in a “winner-take-all” neural network in which each category
unit inhibits every other category unit among some mutually
exclusive set. Its main problem lies in the impossibility of
deciding that a novel target object is not a member of any
known category. This is an issue because there is, by defini-
tion, always some category that has the highest similarity to
the target object.

The virtues of both decision rules can be combined—
with the drawbacks of neither—using a hybrid decision
strategy: the best-fit-over-threshold rule. This approach is to
set a threshold below which objects will be perceived as novel,
but above which the category with the highest matching value
is chosen. Such a decision rule can be implemented in a neural
network by having internal thresholds for each category unit
as well as a winner-take-all network of mutual inhibition
among all category units. This combination allows for the pos-
sibility of identifying objects as novel without resulting in am-
biguity when more than one category exceeds the threshold.
It would not be appropriate for deciding among differ-
ent hierarchically related categories (e.g., collie, dog, and
animal), however, because they are not mutually exclusive.

Part-Based Theories

Structural description theories were the most influential ap-
proaches to object identification in the late 1970s and 1980s.
Various versions were developed by computer scientists and
computationally oriented psychologists, including Binford
(1971), Biederman (1987), Marr (1982), Marr & Nishihara
(1978), and Palmer (1975b). Of the specific theories that have
been advanced within this general framework, this chapter
describes only one in detail: Biederman’s (1987) recognition
by components theory, sometimes called geon theory. It is not
radically different from several others, but it is easier to de-
scribe and has been developed with more attention to the
results of experimental evidence. I therefore present it as rep-
resentative of this class of models rather than as the correct or
even the best one.

Recognition by components (RBC) theory is Biederman’s
(1987) attempt to formulate a single, psychologically moti-
vated theory of how people classify objects as members of
entry-level categories. It is based on the idea that objects can
be specified as spatial arrangements of a small set of volu-
metric primitives, which Biederman called geons. Object cat-
egorization then occurs by matching a geon-based structural
description of the target object with corresponding geon-
based structural descriptions of object categories. It was later
implemented as a neural network (Hummel & Biederman,
1992), but this chapter considers it at the more abstract algo-
rithmic level of Biederman’s (1987) original formulation.
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Figure 7.24 Examples of geons and their presence in objects (see text).
Source: From Biederman, 1995.

Geons

The first important assumption of RBC theory is that both
the stored representations of categories and the representation
of a currently attended object are volumetric structural
descriptions. Recognition-by-components representations are
functional hierarchies whose nodes correspond to a discrete
set of three-dimensional volumes (geons) and whose links to
other nodes correspond to relations among these geons.
Geons are generalized cylinders that have been partitioned
into discrete classes by dividing their inherently continuous
parameters (see below) into a few discrete ranges that are
easy to distinguish from most vantage points. From the rela-
tively small set of 108 distinct geons, a huge number of object
representations can be constructed by putting together two or
more geons much as an enormous number of words can be
constructed by putting together a relatively small number of
letters. A few representative geons are illustrated in Fig-
ure 7.24 along with some common objects constructed by
putting several geons together to form recognizable objects.

Biederman defined the set of 108 geons by making discrete
distinctions in the following variable dimensions of general-
ized cylinders: cross-sectional curvature (straight vs. curved),
symmetry (asymmetrical vs. reflectional symmetry alone vs.
both reflectional and rotational symmetry), axis curvature
(straight vs. curved), cross-sectional size variation (constant
vs. expanding and contracting vs. expanding only), and aspect
ratio of the sweeping axis relative to the largest dimension of
the cross-sectional area (approximately equal vs. axis greater
vs. cross-section greater). The rationale for these particular
distinctions is that, except for aspect ratio, they are qualitative

rather than merely quantitative differences that result in qual-
itatively different retinal projections. The image features that
characterize different geons are therefore relatively (but not
completely) insensitive to changes in viewpoint.

Because complex objects are conceived in RBC theory as
configurations of two or more geons in particular spatial
arrangements, they are encoded as structural descriptions that
specify both geons and their spatial relations. It is therefore
possible to construct different object types by arranging the
same geons in different spatial relations, such as the cup and
pail in Figure 7.24. RBC theory uses 108 qualitatively differ-
ent geon relations. Some of them concern how geons are at-
tached (e.g., side-connected and top-connected), whereas
others concern their relational properties, such as relative size
(e.g., larger than and smaller than). With 108 geon relations
and 108 geons, it is logically possible to construct more than
a million different two-geon objects. Adding a third geon
pushes the number of combinations into the billions. Clearly,
geons are capable of generating a rich vocabulary of different
complex shapes. Whether it is sufficient to capture the power
and versatility of visual categorization is a question to which
this discussion returns later.

After the shape of an object has been represented via its
component geons and their spatial relations, the problem of
object categorization within RBC theory reduces to the
process of matching the structural description of an incoming
object with the set of structural descriptions for known entry-
level categories. The theory proposes that this process takes
place in several stages. In the original formulation, the overall
flow of information was depicted in the flowchart of Fig-
ure 7.25—(a) An edge extraction process initially produces a
line drawing of the edges present in the visual scene; (b) The
image-based properties needed to identify geons are extracted
from the edge information by detection of nonaccidental
properties. The crucial features are the nature of the edges
(e.g., curved versus straight), the nature of the vertices (e.g.,
Y-vertices, K-vertices, L-vertices, etc.), parallelism (parallel
vs. nonparallel), and symmetry (symmetric vs. asymmetric).
The goal of this process is to provide the feature-based infor-
mation required to identify the different kinds of geons (see
Stage d); (c) At the same time as these features are being
extracted, the system attempts to parse objects at regions of
deep concavity, as suggested by Hoffman and Richards
(1984) and discussed in the section of this chapter entitled
“Parsing.” The goal of this parsing process is to divide the
object into component geons without having to match them
explicitly on the basis of edge and vertex features; (d) The
combined results of feature detection (b) and object parsing
(c) are used to activate the appropriate geons and spatial re-
lations among them; (e) After the geon description of the
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input object is constructed, it automatically causes the activa-
tion of similar geon descriptions stored in memory. This
matching process is accomplished by activation spreading
through a network from geon nodes and relation nodes
present in the representation of the target object to similar
geon nodes and relation nodes in the category representa-
tions. This comparison is a fully parallel process, matching
the geon description of the input object against all category
representations at once and using all geons and relations at
once; (f) Finally, object identification occurs when the target
object is classified as an instance of the entry-level category
that is most strongly activated by the comparison process,
provided it exceeds some threshold value.

Although the general flow of information within RBC
theory is generally bottom-up, it also allows for top-down
processing. If sensory information is weak (e.g., noisy, brief,
or otherwise degraded images) top-down effects are likely to
occur. There are two points in RBC at which they are most
likely to happen: feedback from geons to geon features and
feedback from category representations to geons. Contextual
effects could also occur through feedback from prior or con-
current object identification to the nodes of related sets of
objects, although this level of processing was not actually
represented in Biederman’s (1987) model.

View-Specific Theories

In many ways, the starting point for view-specific theories of
object identification is the existence of the perspective effects
described in the section of this chapter entitled “Perspec-
tive Effects.” The fact that recognition and categorization
performance is not invariant over different views (e.g.,
Palmer et al., 1981) raises the possibility that objects might
be identified by matching two-dimensional input images di-
rectly to some kind of view-specific category representation.
It cannot be done with a single, specific view (such as one
canonical perspective) because there is simply not enough in-
formation in any single view to identify other views. A more
realistic possibility is that there might be multiple two-
dimensional representations from several different view-
points that can be employed in recognizing objects. These
multiple views are likely to be those perspectives from which
the object has been seen most often in past experience. As
mentioned in this chapter’s section entitled “Orientation Ef-
fects,” evidence supporting this possibility has come from a
series of experiments that studied the identification of two-
dimensional figures at different orientations in the frontal
plane (Tarr & Pinker, 1989) and of three-dimensional figures
at different perspectives (Bülthoff & Edelman, 1992;
Edelman & Bülthoff, 1992). 

Several theories of object identification encorporate some
degree of view specificity. One is Koenderink and Van
Doorn’s (1979) aspect graph theory, which is a well-defined
elaboration of Minsky’s (1975) frame theory of object per-
ception. An aspect graph is a network of representations
containing all topologically distinct two-dimensional views
(or aspects) of the same object. Its major problem is that it
cannot distinguish among different objects that have the same
edge topology. All tetrahedrons are equivalent within aspect
graph theory—for example, despite large metric differences
that are easily distinguished perceptually. This means that
there is more information available to the visual system than
is captured by edge topology, a conclusion that led to later
theories in which projective geometry plays an important role
in matching input views to object representations.

One approach was to match incoming two-dimensional
images to internal three-dimensional models by an align-
ment process (e.g., Huttenlocher & Ullman, 1987; Lowe,
1985; Ullman, 1989). Another was to match incoming two-
dimensional images directly against stored two-dimensional
views, much as template theories advocate (e.g., Poggio &
Edelman, 1990; Ullman, 1996; Ullman & Basri, 1991). The
latter, exclusively two-dimensional approach has the same
problem that plagues template theories of recognition: An
indefinitely large number of views would have to be stored.

Detection of
Nonaccidental

Properties

Figure 7.25 Processing stages in RBC theory (see text). Source: From
Biederman, 1987.
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However, modern theorists have discovered computational
methods for deriving many two-dimensional views from just
a few stored ones, thus suggesting that template-like theories
may be more tenable than had originally been supposed.

Ullman and Basri (1991) demonstrated the viability of
deriving novel two-dimensional views from a small set of
other two-dimensional views, at least under certain restricted
conditions, by proving that all possible views of an object can
be reconstructed as a linear combination from just three suit-
ably chosen orthographic projections of the same three-
dimensional object. Figure 7.26 shows some rather striking
examples based on this method. Two actual two-dimensional
views of a human face (models M1 and M2) have been com-
bined to produce other two-dimensional views of the same
face. One is an intermediate view that has been interpolated
between the two models (linear combination LC2), and the
other two views have been extrapolated beyond them (linear
combinations LC1 and LC3). Notice the close resemblance
between the interpolated view (LC2) and the actual view
from the corresponding viewpoint (novel view N).

This surprising result only holds under very restricted
conditions, however, some of which are ecologically unreal-
istic. Three key assumptions of Ullman and Basri’s (1991)
analysis are that (a) all points belonging to the object must be
visible in each view, (b) the correct correspondence of all
points between each pair of views must be known, and (c) the
views must differ only by rigid transformations and by uni-
form size scaling (dilations). The first assumption requires
that none of the points on the object be occluded in any of the
three views. This condition holds approximately for wire ob-
jects, which are almost fully visible from any viewpoint, but
it is violated by almost all other three-dimensional objects

due to occlusion. The linear combinations of the faces in Fig-
ure 7.26, for example, actually generate the image of a mask
of the facial surface itself rather than of the whole head. The
difference can be seen by looking carefully at the edges of the
face, where the head ends rather abruptly and unnaturally.
The linear combination method would not be able to derive a
profile view of the same head, because the back of the head is
not present in either of the model views (M1 and M2) used to
extrapolate other views.

The second assumption requires that the correspondence
between points in stored two-dimensional views be known
before the views can be combined. Although solving the
correspondence problems is a nontrivial computation for
complex objects, it can be derived off-line rather than during
the process of recognizing an object. The third assumption
means that the view combination process will fail to produce
an accurate combination if the different two-dimensional
views include plastic deformations of the object. If one view
is of a person standing and the other of the same person sit-
ting, for instance, their linear combination will not necessar-
ily correspond to any possible view of the person. This
restriction thus can cause problems for bodies and faces of
animate creatures as well as inanimate objects made of pliant
materials (e.g., clothing) or having a jointed structure (e.g.,
scissors). Computational theorists are currently exploring
ways of solving these problems (see Ullman, 1996, for a
wide-ranging discussion of such issues), but they are impor-
tant limitations of the linear combinations approach.

The results obtained by Ullman and Basri (1991) prove
that two-dimensional views can be combined to produce new
views under the stated conditions, but it does not specify how
these views can be used to recognize the object from an input
image. Further techniques are required to find a best-fitting
match between the input view and the linear combinations of
the model views as part of the object recognition process.
One approach is to use a small number of features to find the
best combination of the model views. Other methods are also
possible, but are too technical to be described here. (The
interested reader can consult Ullman, 1996, for details.)

Despite the elegance of some of the results that have been
obtained by theorists working within the view-specific
framework, such theories face serious problems as a general
explanation of visual object identification.

1. They do not account well for people’s perceptions of
three-dimensional structure in objects. Just from looking
at an object, even from a single perspective, people gener-
ally know a good deal about its three-dimensional struc-
ture, including how to shape their hands to grasp it and
what it would feel like if they were to explore it manually.

M1 M2

N

LC1 LC2 LC3

Figure 7.26 Novel views obtained by combination of gray-scale images
(see text). Source: From Ullman, 1996.
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It is not clear how this can occur if their only resource is a
structured set of two-dimensional views.

2. Most complex objects have a fairly clear perceived hier-
archical structure in terms of parts and subparts. The view-
specific representations previously considered do not
contain any explicit representation of such hierarchical
structure because they consist of sets of unarticulated
points or low-level features, such as edges and vertices.
It is not clear, then, how such theories could explain
Biederman and Cooper’s (1991) priming experiments on
the difference between line and part deletion conditions
(see section entitiled “Part Structural Effects”). Ullman
(1996) has suggested that parts as well as whole objects
may be represented separately in memory. This proposal
serves as a reminder that part-based recognition schemes
like RBC and view-based schemes are not mutually ex-
clusive, but rather can be combined into various hybrid
approaches (e.g., Hummel & Stankiewicz, 1996).

3. Finally, it is not clear how the theory could be extended to
handle object identification for entry-level categories. The
situations to which view-specific theories have been suc-
cessfully applied thus far are limited to identical objects
that vary only in viewpoint, such as recognizing different
views of the same face. The huge variation among differ-
ent exemplars of chairs, dogs, and houses poses serious
problems for view specific theories.

One possible resolution would be that both part-based and
view-based processes may be used, but for different kinds of
tasks (e.g., Farah, 1992; Tarr & Bülthoff, 1995). View-
specific representations seem well suited to recognizing the
very same object from different perspective views because
in that situation, there is no variation in the structure of
the object; all the differences between images can be ex-
plained by the variation in viewpoint. Recognizing specific
objects is difficult for structural description theories, because
their representations are seldom specific enough to discrimi-
nate between different exemplars. In contrast, structural de-
scription theories such as RBC seem well suited to entry level
categorization because they have more abstract representa-
tions that are better able to encompass shape variations
among different exemplars of the same category. This is ex-
actly where view-specific theories have difficulty.

Another possibility is that both view-based and part-based
schemes can be combined to achieve the best of both worlds.
They are not mutually exclusive, and could even be imple-
mented in parallel (e.g., Hummel & Stankiewicz, 1996). This
approach suggests that when the current view matches one
stored in view-based form in memory, recognition will be
fast and accurate; when it does not, categorization must rely

on the slower, more complex process of matching against
structural descriptions. Which, if any, of these possible reso-
lutions of the current conflict will turn out to be most produc-
tive is not yet clear. The hope is that the controversy will
generate interesting predictions that can be tested experimen-
tally, for that is how science progresses.

The foregoing discussion of what is known about percep-
tual organization and object identification barely scratches
the surface of what needs to be known to understand the
central mystery of vision: how the responses of millions of
independent retinal receptors manage to provide an organ-
ism with knowledge of the identities and spatial relations
among meaningful objects in its environment. It is indis-
putable that people achieve such knowledge, that it is evolu-
tionarily important for our survival as individuals and as a
species, and that scientists do not yet know how it arises.
Despite the enormous amount that has been learned about
low-level processing of visual information, the higher-level
problems of organization and identification remain largely
unsolved. It will take a concerted effort on the part of the en-
tire vision science community—including psychophysicists,
cognitive psychologists, physiologists, neuropsychologists,
and computer scientists—to reach explanatory solutions.
Only then will we begin to understand how the extraordi-
nary feat of perception is accomplished by the visual ner-
vous system.
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Our understanding of the perception of depth and events en-
tails a paradox. On the one hand, it seems that there is simply
not enough information to make the achievement possible,
yet on the other hand the amount of information seems to be
overly abundant. This paradox is a consequence of evaluating
information in isolation versus evaluating it in context.
Berkeley (1709) noted that a point in the environment pro-
jects as a point on the retina in a manner that does not vary in
any way with distance. For a point viewed in isolation, this is
true. From this fact, Berkeley concluded that the visual per-
ception of distance, from sight alone, was impossible. Visual
information, he concluded, must be augmented by nonvisual
information. For example, fixating a point with two eyes re-
quires that the eyes converge in a manner that does vary with
distance; thus, proprioceptive information about eye posi-
tions could augment vision to yield an awareness of depth. If
our visual world consisted of a single point viewed in a void,
then depth perception from vision alone would, indeed, be
tough. Fortunately, this is not the natural condition for visual
experience.

As the visual environment increases in complexity, the
amount of information specifying its layout increases. By
adding a second point to the visual scene, additional informa-
tion is created. If the two points are at different depths, then
they will project to different relative locations in the two
eyes, thereby providing information about their relative dis-
tances to each other. If the observer fixates on one point and

moves his or her head sideways, then motion parallax will be
created that gives information about relative depth. Expand-
ing the points into extended forms, placing these forms on
a ground plane, having the forms move, or allowing the ob-
server to move are some of the possible complications that
create information about the depth relationships in the scene.

Complex natural environments provide lots of different
kinds of information, and the perceptual system must com-
bine all of it into the singular set of relationships that is our
experience of the visual world. It is not enough to register
the available information; the information must also be
combined.

From this brief introduction, two fundamental questions
emerge: What is the information provided for perceiving
spatial relationships and how is this information combined
by the perceptual system? We begin our chapter by review-
ing the literature that addresses these questions. (Additional
topics in visual perception are discussed in the chapter by
Kubovy, Gepshtein, and Epstein in this volume.)

There is a third question that we also address: Do peo-
ple perceive spatial layout accurately? The answer to
this question depends upon the criteria used to define accu-
racy. Certainly, people act in the environment as if they rep-
resent its spatial relationships accurately; however, effective
action can often be achieved without this accurate represen-
tation. This issue is developed and discussed throughout
the chapter.
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DEPTH PERCEPTION

Depth Cues: What Is the Information? What
Information Is Actually Used?

The rules for projecting a three-dimensional object or three-
dimensional layout onto a surface (for example, the retina)
are unambiguously defined, whereas the inverse operation
(from the image to the three-dimensional projected object
or scene) is not. This is the so-called inverse-projection
problem. Any two-dimensional projection is inherently
ambiguous, and a central problem of visual science is to de-
termine how the perceptual system is able to recover three-
dimensional information from a retinal projection. This
problem is usually attacked from two sides: first, by analyz-
ing those properties of the image (hereafter called sources of
depth information, or cues) that, in principle, allow for the re-
covery of some of the three-dimensional properties of the
projected objects; second, by investigating the effectiveness
of these sources of depth information for the human visual
system. In this section, we discuss the problem of depth
perception by clarifying what kinds of three-dimensional
information can be recovered from each source of depth in-
formation in isolation, and by presenting psychophysical
evidence suggesting whether and to what degree the visual
system is actually able to use them. We start with the ocular
motor sources of information, followed by binocular dispar-
ity, pictorial depth cues, and motion.

Ocular Motor

There are two potentially useful extraretinal sources of infor-
mation for specifying egocentric distance: the vergence angle
of the eyes and the state of accommodation. The vergence
angle is approximately equal to the angle between the lines
from the optical centers of the eyes to the fixation point and
the parallel rays that would define gaze direction if the eyes
were fixated at infinity. If the vergence angle and the inter-
ocular distance are known, then it is clear that the radial dis-
tance to the fixation point could in principle be recovered.
This potential cue to depth, however, is limited to a restricted
range of distances, because the eyes become effectively par-
allel (optical infinity) for fixation distances larger than 6 m.
Moreover, the information content of vergence drops off
rapidly with increasing distance: The variation in the ver-
gence angle is very limited for fixation distances larger than
about 0.5 m. Psychophysical evidence suggests that vergence
information is not a very effective source of information
about distance. Erkelens and Collewijn (1985), for example,
showed that observers could make large tracking vergence
eye movements without seeing any motion in depth

when the expansion or contraction of the retinal projection
is controlled. In such a cue-conflict situation (with ocular
convergence conflicting with the absence of expansion or
contraction of the retinal image), extraretinal information
fails to affect perceived distance.

Accommodation is a second source of extraretinal infor-
mation about distance and refers to the change in shape of the
lens that the eye performs to keep in focus objects at different
distances. Changes in accommodation occur between the
nearest and the farthest points that can be placed in focus by
the thickening and thinning of the lens. Although in principle,
accommodation could be a source of depth information, psy-
chophysical investigations suggest that the contribution of
accommodation to perceived depth is minimal and that there
are large individual differences (Fisher & Ciuffreda, 1988).
For single point-light targets in the dark, Mon-Williams and
Tresilian (1999) reported that observers were unable to pro-
vide reliable absolute-depth judgments on the basis of ac-
commodation alone, even within a stretched-arm distance.
Observers, however, were able to recover ordinal-depth in-
formation for sequentially presented targets from accommo-
dation alone, even though the depth-order judgments were
only 80% correct.

In conclusion, the ocular-motor cues are not reliable cues
for perceiving absolute depth, even though they may play a
more important role in the recovery of ordinal-depth infor-
mation. The effectiveness of the ocular-motor cues is limited
to a small range of distances, and they are easily overcome
when other sources of depth information are available.

Binocular Disparity

Since Euclid, we have known that the same three-dimensional
object or surface-layout projects two different images in the
left and right eye. It was Wheatstone (1938), however, who
provided the first empirical demonstration that disparate line
drawings presented separately to the two eyes could elicit an
impression of depth. Since then, binocular disparity has been
considered one of the most powerful sources of optical infor-
mation for depth perception, as is easily realized by anyone
who has ever seen a stereogram. It is likewise easy to realize
that binocular disparity—although by itself sufficient to spec-
ify relative distance—may not be sufficient to specify ab-
solute-distance information. The problem of scaling disparity
information is one of the central themes in the literature on
stereopsis.

Using the small angle approximation, the geometrical
relation between disparity and depth is

� �
I�

�
D(D � �)
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Figure 8.1 F = fixation point, I = interocular separation, � = depth dif-
ference between F and G, � = binocular parallax of F, and � = binocular
parallax of G. The relative disparity, �, between F and G is � – �.

D

�

�

I

G

F

�

where � is the angular binocular disparity, D is the viewing
distance, � is the depth, and I is the interocular distance.
The angles and distances of stereo geometry are specified in
Figure 8.1. From disparity, therefore, the depth magnitudes
can be recovered as

� �

The previous equation reveals that there is a nonlinear rela-
tionship between horizontal disparity (�) and depth (�) that
varies with the interocular separation (I) and the viewing
distance (D). This means that disparity information by itself
is not sufficient for specifying depth magnitudes, because
different combinations of interocular separation, depth, and
distance can generate the same disparity. In order to provide
an estimate about depth, disparity must be scaled, so to speak,
by some other source of information specifying the interocu-
lar separation and the viewing distance. This is the traditional
stereoscopic depth-constancy problem (Ono & Comerford,
1977).

One proposal is that this scaling of disparity is accom-
plished on the basis of extraretinal sources. According to this
approach, failures of veridical depth perception from stereop-
sis have been attributed to the misperception of the viewing
distance. Johnston (1991), for example, showed random-dot
stereograms to observers who decided whether they were
seeing simulated cylinders that were flattened or elongated
along the depth axis with respect to a circular cylinder.
Johnston found that depth was overestimated at small dis-
tances (with physically circular cylinders appearing as elon-
gated in depth) and underestimated at larger distances (with
physically circular cylinders appearing as flattened). These
depth distortions have been attributed to the hypothesis that

�D2

�
I � �D

observers scaled the horizontal disparities with an incorrect
measure of physical distance, entailing an overestimation of
close distances and an underestimation of far distances. A
second proposal is that disparity is scaled on the basis of
purely visual information. Mayhew and Longuet-Higgins
(1982), for example, proposed that full metric depth con-
stancy could be achieved by the global computation of verti-
cal disparities. The psychophysical findings, however, do not
support this hypothesis. It has been found, in fact, that human
performance is very poor in tasks involving the estimation of
metric structure from binocular disparities, especially if com-
pared with the precision demonstrated by performance in
stereo acuity tasks involving ordinal-depth discriminations,
with thresholds as low as 2 s arc (Ogle, 1952).

Koenderink and van Doorn (1976) proposed a second
purely visual model of stereo-depth. This model does not try
to account for the recovery of absolute depth, but only for the
recovery of the affine (i.e., ordinal) structure from a combina-
tion of the horizontal and vertical local disparity gradient. This
model, however, is inconsistent with the psychophysical data.
It predicts that the local manipulation of either horizontal or
vertical disparity should have the same effects on perceived
shape; however, it has been shown that the manipulation of the
local horizontal disparities has reliable consequences on per-
ceived depth, whereas the manipulation of the local vertical
disparities does not (Cumming, Johnston, & Parker, 1991).
Moreover, several studies have shown that vertical disparity
processing is not local, but rather is performed by pooling over
a large area (Rogers & Bradshaw, 1993).

In conclusion, binocular disparity in isolation gives rise to
the most compelling impression of depth, and for relatively
short distances provides a reliable source of relative-, but not
of absolute-depth information. Although the geometric rela-
tionship between binocular disparity and depth is well under-
stood, a plausible psychological model of stereopsis has yet
to be provided.

Pictorial

Pictorial depth cues consist of those depth-relevant regulari-
ties that are manifested in pictures. There is a long list of
these cues, and although we have attempted to describe the
most important ones, our list is not exhaustive.

Aerial Perspective. Aerial perspective refers to the re-
duction of contrast that occurs when an object is viewed from
great distances. Aerial perspective is the product of the scat-
tering of light by particles in the atmosphere. The contrast
reduction by aerial perspective is a function of both distance
and the attenuation coefficient of the atmosphere. Under hazy
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Figure 8.2 D = distance from the observer to the object, � = visual angle
between the point where the object meets the ground and the horizon, and
� = visual angle between the top of the object and the horizon.

�

�

Horizon
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conditions, for example, the contrast of a black object against
the sky at 2000 m is only 45% of the contrast produced by
the same object when it is viewed at a distance of 1 m (Fry,
Bridgeman, & Ellerbrock, 1949).

Aerial perspective is an ambiguous cue about absolute
distance: The recovery of distance from aerial perspective
requires knowledge of both the reflectance value of the object
and the attenuation coefficient of the atmosphere. It should
also be noticed that the attenuation coefficient is changed by
the scattering and blocking of light by pollutants. As a conse-
quence, aerial perspective cannot be taken as providing more
than ordinal-depth information, and several psychophysical
investigations have indicated its effectiveness as a depth-
order cue (Ross, 1971).

Height in the Visual Field and the Horizon Ratio. If
an observer and an object are situated on the same ground
plane, then the observer’s horizontal line of sight will inter-
sect the object at the observer’s eye height. Because this line
of sight also coincides with the horizon, the horizon inter-
sects the object at the observer’s eye height. The reference to
the (explicit or implicit) horizon line therefore can be used to
recover absolute size information as multiples of the ob-
server’s eye height. The geometry of the horizon ratio was
first presented by Sedgwick (1973):

h �

where � is the visual angle subtended by the object above the
horizon, and ß is the visual angle subtended by the object
below the horizon (see Figure 8.2). Although size informa-
tion (h) is independent of the distance of the object from the
observer, the object size (scaled in terms of eye height) and
the visual angle are known; thus, distance itself can also be
recovered. The recovery of absolute-size information from
the horizon ratio requires two assumptions: (a) that both ob-
server and target object lie on the same ground plane, and

tan � � tan �
��

tan �

(b) that the observer’s eye is at a known distance from the
ground. If the second assumption is not met, then the horizon
ratio still provides relative-size information about distant
objects.

Evidence has been provided showing that the horizon ratio
is an effective source of relative-depth information in pic-
tures (Rogers, 1996). Wraga (1999) and Bertamini, Yang, and
Proffitt (1998) reported that eye-height information is used
differently across different postures. For example, Bertamini
et al. investigated the use of the implicit horizon in relative-
size judgments. They found that size discrimination was best
when object heights were at the observers’ eye height regard-
less of whether they were seated or standing.

Occlusion. Occlusion occurs when an object partially
hides another object from view, thus providing ordinal infor-
mation: The occluding object is perceived as closer and
the occluded object as farther. Investigations of occlusion
have focused on understanding how occlusion relationships
are identified: that is, how the perceptual system decides
whether a surface “owns” an image boundary or whether the
boundary belongs to a second occluding surface. It is easily
understood that the so-called border ownership problem is
critical to correctly segmenting the spatial layout of the visual
scene into surface regions at different depths. Boundaries that
belong to an object are intrinsic to its form, whereas those
that belong to an occluding object are extrinsic (Shimojo,
Silverman, & Nakayama, 1989). Shimojo et al. (1989) cre-
ated a powerful demonstration of the perceptual effect
derived from changing border ownership by using the barber-
pole effect. The barber-pole effect has been attributed to the
propagation of motion signals generated by the contour ter-
minators along the long sides of the aperture (Hildreth,
1984). By stereoscopically placing the contours behind aper-
ture boundaries, Shimojo et al. caused the terminators to be
classified as extrinsic to the contours (because they were gen-
erated by a near occluding surface), and the terminators to be
subtracted from the integration process. As a consequence,
Shimojo et al. found that the bias of the barber-pole effect
was effectively eliminated.

Relative and Familiar Size. The relative-size cue to
depth arises from differences in the projected angular sizes of
two objects that have identical sizes and are located at differ-
ent distances. If the assumption that the two objects have iden-
tical physical sizes is met, then from the ratio of their angular
sizes, it is possible to determine the inverse ratio of their dis-
tances to the observer. In this way, metrically scaled relative-
depth information can be specified. If the observer also knows
the size of the objects, then in principle, absolute-distance
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information becomes available. Several reports indicate that
the familiar-size cue to depth does indeed affect perceived
distance in cue-reduction conditions (Sedgwick, 1986), but it
does not affect perceived distance under naturalistic viewing
conditions (Predebon, 1991).

Texture Gradients. Textural variations provide infor-
mation about both the location of objects and the shape of
their surfaces. Cutting and Millard (1984) distinguished
among three textural cues to shape: perspective, compression
(or foreshortening), and density.

Perspective: Due to perspective, the size of the individual
texture elements (referred to here as texels) is inversely
scaled with distance from the viewer. Perspective (or scaling)
gradients are produced by perspective projections, in the
cases of both planar and curved surfaces. To derive surface
orientation from perspective gradients, it is necessary to
know the size of the individual texels.

Compression: The ratio of the width to the length of the in-
dividual texels is traditionally referred to as compression. If
the shape of the individual texels is known a priori, compres-
sion can in principle provide a local cue to surface orientation.
Let us assume, for example, that the individual texels are el-
lipses. In such a case, if the visual system assumes that an
ellipse is the projection of a circle lying on a slanted plane,
then the orientation of the plane could be locally determined
without the need of measuring texture gradients. In general,
the effectiveness of compression requires the assumption of
isotropy (A. Blake & Marinos, 1990). If the texture on the
scene surface is indeed isotropic, then for both planar and
curved surfaces, compression is informative about surface ori-
entation under both orthogonal and perspective projections.

Density: Density refers to the spatial distribution of the
texels’ centers in the image. In order to recover surface orien-
tation from density gradients, it is necessary to make as-
sumptions about the distribution of the texels over the object
surface. Homogeneity is the default assumption; that is, the
texture is assumed to be uniformly distributed over the sur-
face. Variation in texture density can therefore be used to
determine the orientation of the surface. Under the homo-
geneity assumption, the density gradient is in principle infor-
mative about surface orientation for both planar and curved
surfaces under perspective projections, and only for curved
surfaces under orthographic projections.

Even if the mathematical relationship between the previ-
ous texture cues and surface orientation is well understood
for both planar (Stevens, 1981) and curved surfaces (Gårding,
1992), the psychological mechanism underlying the percep-
tion of shape from texture is still debated. Investigators are
trying to determine which texture gradients observers use to

judge shape from texture (Cutting & Millard, 1984), and to
establish whether perceptual performance is compatible with
the isotropy and homogeneity assumptions (Rosenholtz &
Malik, 1997).

Linear Perspective. Linear perspective is a very effec-
tive cue to depth (Kubovy, 1986), but it can be considered to
be a combination of other previously discussed depth cues
(e.g., occlusion, compression, density, size). Linear perspec-
tive is distinct from natural perspective by the abundant use
of receding parallel lines.

Shading. Shading information refers to the smooth vari-
ation in image luminance determined by a combination of
three variables: the illuminant direction, the surface’s orien-
tation, and the surface’s reflective properties. Given that dif-
ferent combinations of these variables can generate the same
pattern of shading, it follows that shading information is in-
herently ambiguous (for a discussion, see Todd & Reichel,
1989). Mathematical analyses have shown, however, that the
inherent ambiguity of shading can be overcome if the illumi-
nant direction is known, and computer vision algorithms re-
lying on the estimate of the illuminant direction have been
devised for reconstructing surface structure from image shad-
ing (Pentland, 1984).

Psychophysical investigations have shown that shading
information evokes a compelling impression of three-
dimensional shape, even though perceived shape from shading
is far from being accurate. The perceptual interpretation of
shading information is strongly affected by the pictorial
information provided by the image boundaries (Ramachandran,
1988). Moreover, systematic distortions in perceived three-
dimensional shape occur when the direction of illumination
is changed in both static (Todd, Koenderink, van Doorn, &
Kappers, 1996) and dynamic patterns of image shading
(Caudek, Domini, & Di Luca, in press).

Thus, perceiving shape from shading presents a paradox.
Shading information can, in principle, specify shape if illu-
mination direction is known. Moreover, in some circum-
stances, observers recover this direction with good accuracy
(Todd & Mingolla, 1983). Yet, perceived shape from shading
is often inaccurate, as revealed by the studies manipulating
the image boundaries and the illuminant direction.

Motion. The importance of motion information for the
perception of surface layout and the three-dimensional form
of objects has been known for many years (Gibson, 1950;
Wallach & O’Connell, 1953). When an object or an observer
moves, the dynamic transformations of retinal projections
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become informative about depth relationships. When one
object is seen to move in front of or behind another, dynamic
occlusion occurs. This information specifies depth order.
When an observer moves, motion parallax occurs between
objects at different depths, and when an object rotates, it
produces regularities in its changing image. These events
provide information about the three-dimensional structure of
objects and their spatial layout.

Dynamic Occlusion. Dynamic occlusion provides ef-
fective information for determining the depth order of textured
surfaces (Andersen & Braunstein, 1983). In one of the earliest
studies, Kaplan (1969) showed two random-dot patterns mov-
ing horizontally at different speeds and merging at a vertical
margin. Observers reported a vivid impression of depth at the
margin, with the pattern exhibiting texture element deletion
being perceived as the farthest surface.

It is interesting to compare dynamic occlusion and motion
parallax, because in a natural setting, these two sources of
depth information covary. Ono, Rogers, Ohmi, and Ono
(1988) put motion parallax and dynamic occlusion in conflict
and found that motion parallax determines the perceived
depth order when the simulated depth separation is small (less
than 25 min of equivalent disparity), and dynamic occlusion
determines the perceived depth order when the simulated
depth separation is large (more than 25 min of equivalent dis-
parity). On the basis of these findings, Ono et al. proposed that
motion parallax is most appropriate for specifying the depth
order within objects (given that the depth separation among
object features is usually small), whereas dynamic occlusion
is more appropriate for specifying the depth order between
objects at different distances.

Structure From Motion. The phenomenon of the per-
ceived structure from motion (SFM) has been investigated at
(at least) three different levels: (a) the theoretical understand-
ing of the depth information that, in principle, can be derived
from a moving projection; (b) the psychophysical investiga-
tion of the effective ability of observers to solve the SFM
problem; and (c) the modeling of human performance. These
different facets of the SFM literature are briefly examined in
the following section.

Mathematical analyses: A way to characterize the dy-
namic properties of retinal projections is to describe them in
terms of a pattern of moving features, often called optic flow
(Gibson, 1979). Mathematical analyses of optic flow have
shown that, if appropriate assumptions are introduced in the
interpretation process, then veridical three-dimensional ob-
ject shape can be derived from optic flow. If rigid motion is
assumed, for example, then three orthographic projections

of four moving points are sufficient to derive their three-
dimensional metric structure (Ullman, 1979). It is important
to distinguish between the first-order temporal properties of
optic flow (velocities), which are produced by two projec-
tions of a moving object, and the second-order temporal
properties of the optic flow (accelerations), which require
three projections of a moving object. Although the first-order
temporal properties of optic flow are sufficient for the recov-
ery of affine properties (Koenderink & van Doorn, 1991;
Todd & Bressan, 1990), the second-order temporal properties
of optic flow are necessary for a full recovery of the three-
dimensional metric structure (D. D. Hoffman, 1982).

Psychophysical investigations: A large number of empiri-
cal investigations have tried to determine whether observers
actually use the second-order properties of optic flow that are
needed to reconstruct the veridical three-dimensional metric
shape of projected objects. The majority of these studies have
come to the conclusion that, in deriving three-dimensional
shape from motion, observers seem to use only the first-order
properties of optic flow (e.g., Todd & Bressan, 1990). This
conclusion is warranted, in particular, by two findings: (a) the
metric properties of SFM are often misperceived (e.g.,
Domini & Braunstein, 1998; Norman & Todd, 1992), and
(b) human performance in SFM tasks does not improve as the
number of views is increased from two to many (e.g., Todd &
Bressan, 1990).

Modeling: An interesting result of the SFM literature is
that observers typically perceive a unique metric interpreta-
tion when viewing an ambiguous two-view SFM sequence
(with little inter- and intraobserver variability), even though
the sequence could have been produced by the ortho-
graphic projection of an infinite number of different three-
dimensional rigid structures (Domini, Caudek, & Proffitt,
1997). The desire to understand how people derive such per-
ceptions has led researchers to study the relationships be-
tween the few parameters that characterize the first-order
linear velocity field and the properties of the perceived three-
dimensional shapes. Several studies have concluded that the
best predictor of perceived three-dimensional shape from
motion is one component of the local (linear) velocity field,
called deformation (def; see Koenderink, 1986). Domini and
Caudek (1999) have proposed a probabilistic model whereby,
under certain assumptions, a unique surface orientation can
be derived from an ambiguous first-order velocity field
according to a maximum likelihood criterion. Results consis-
tent with this model have been provided relative to the
perception of surface slant (Domini & Caudek, 1999), the
discrimination between rigid and nonrigid motion (Domini
et al., 1997), the perceived orientation of the axis of rotation
(Caudek & Domini, 1998), the discrimination between
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constant and variable three-dimensional angular velocities
(Domini, Caudek, Turner, & Favretto, 1998), and the percep-
tion of depth-order relations (Domini & Braunstein, 1998;
Domini, Caudek, & Richman, 1998).

In summary, the research on perceived depth from motion
reveals that the perceptual analysis of a moving projection is
relatively insensitive to the second-order component of the
velocity field (accelerations), which is necessary to uniquely
derive the metric structure in the case of orthographic projec-
tions. Perceptual performance has been explained by two
hypotheses. Some researchers maintain that the perceptual
recovery of the metric structure from SFM displays is consis-
tent with a heuristical analysis of optic flow (Braunstein,
1976, 1994; Domini & Caudek, 1999; Domini et al., 1997).
Other researchers maintain that the perception of three-
dimensional shape from motion involves a hierarchy of dif-
ferent perceptual representations, including the knowledge of
the object’s topological, ordinal, and affine properties,
whereas the Euclidean metric properties may derive from
processes that are more cognitive than perceptual (Norman &
Todd, 1992).

Integration of Depth Cues: How Is the Effective
Information Combined?

A pervasive finding is that the accuracy of depth and distance
perception increases as more and more sources of depth infor-
mation are present within a visual scene (Künnapas, 1968). It
is also widely believed that the visual system functions nor-
mally, so to speak, only within a rich visual environment in
which the three-dimensional shape of objects and spatial lay-
out are specified by multiple informational sources (Gibson,
1979). Understanding how the visual system integrates the in-
formation provided by several depth cues represents, there-
fore, one of the fundamental issues of depth perception.

The most comprehensive model of depth-cue combination
that has been proposed is the modified weak fusion (MWF)
model (Landy, Maloney, Johnston, & Young, 1995). Weak
fusion refers to the independent processing of each depth cue
by a modular system that then linearly combines the depth
estimates provided by each module (Clark & Yuille, 1990).
Strong fusion refers to a nonmodular depth processing system
in which the most probable three-dimensional interpretation
is provided for a scene without the necessity of combining the
outputs of different depth-processing modules (Nakayama &
Shimojo, 1992). Between these two extremes, Landy et al.
proposed a modular system made up of depth modules that
interact solely to facilitate cue promotion. As seen previously,
visual cues provide qualitatively different types of informa-
tion. For example, motion parallax can in principle provide

absolute depth information, whereas stereopsis provides only
relative-depth information, and occlusion specifies a greater
depth on one side of the occlusion boundary than on the other,
without allowing any quantification of this (relative) differ-
ence. The depth estimates provided by these three cues are in-
commensurate, and therefore cannot be combined. According
to Landy et al., combining information from different cues
necessitates that all cues be made to provide absolute depth
estimates. To achieve this task, some depth cues must be
supplied with of one or more missing parameters. If motion
parallax and stereoscopic disparity are available in the same
location, for example, then the viewing distance specified
by motion parallax could be used to specify this missing pa-
rameter in stereo disparity. After stereo disparity has been
promoted so as to specify metric depth information, then the
depth estimates of both cues can be combined. In conclusion,
for the MWF model, interactions among depth cues are lim-
ited to what is required to place all of the cues in a common
format required for integration.

In the MWF model, after the cues are promoted to the sta-
tus of absolute depth cues, it becomes necessary to establish
the reliability of each cue: “Side information which is not
necessarily relevant to the actual estimation of depth, termed
an ancillary measure, is used to estimate or constrain the
reliability of a depth cue” (Landy et al., 1995, p. 398). For
example, the presence of noise differentially degrading two
cues present in the same location can be used to estimate their
different reliability.

The final stage of cue combination is that of a weighted
average of the depth estimates provided by the cues. The
weights take into consideration both the reliability of the cues
and the discrepancies between the depth estimates. If the cues
provide consistent and reliable estimates, then their depth val-
ues are linearly combined. On the other hand, if the discrep-
ancy between the individual depth estimates is greater than
what is found in a natural scene, then complex interactions
are expected.

Cutting and Vishton (1995) proposed an alternative
approach. According to their proposal, the three-dimensional
information specified by all visual cues is converted into an
ordinal representation. The information provided by the dif-
ferent sources is combined at this level. After the ordinal rep-
resentation has been generated, a metric sealing can then be
created from the ordinal relations.

The issue of which cue-combination model best fits the
psychophysical data has been much debated. Other models of
cue combination, in fact, have been proposed, either linear
(Bruno & Cutting, 1988) or multiplicative (Massaro, 1988),
with no single model being able to fully account for the large
number of empirical findings on cue integration.
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A similar lack of agreement in the literature concerns two
equally fundamental and related questions: How can we de-
scribe the mapping between the physical and the perceived
space? What geometric properties comprise perceived space?

Several answers have been provided to these questions.
According to Todd and Bressan (1990), physical and per-
ceived spaces may be related by an affine transformation.
Affine transformations preserve distance ratios in all direc-
tions, but alter the relative lengths and angles of line seg-
ments oriented in different directions. A consequence of such
a position is that a depth map may not provide the common
initial representational format for all sources of three-
dimensional information, as was proposed by Landy et al.
(1995).

The problem of how to describe the properties of per-
ceived space has engendered many discussions and is far
from being solved. According to some, the intrinsic structure
of perceptual space may be Euclidean, whereas the mapping
between physical and perceptual space may not be Euclidean
(Domini et al., 1997). According to others, visual space may
be hyperbolic (Lunenburg, 1947), or it may reflect a Lie
algebra group (W. C. Hoffman, 1966). Some have proposed
the coexistence of multiple representations of perceived
three-dimensional shape, reflecting different ways of com-
bining the different visual cues (Tittle & Perotti, 1997).

A final fundamental question about visual-information in-
tegration is whether the cue-combination strategies can be
modified by learning or feedback. Some light has recently
been shed on this issue by showing that observers can modify
their cue-combination strategies through learning, and can
apply each cue-combination strategy in the appropriate con-
text (Ernst, Banks, & Bülthoff, 2000).

In conclusion, an apt summarization of this literature was
provided by Young, Landy, and Maloney (1993), who stated
that a description of the depth cue-combination rules “seems
likely to resemble a microcosm of cognitive processing: ele-
ments of memory, learning, reasoning and heuristic strategy
may dominate” (p. 2695).

Distance Perception

Turning our attention from how spatial perception is achieved
to what is perceived, we are struck by the consistent findings
of distortions of both perceived distance and object shape,
even under full-cue conditions. For example, Norman, Todd,
Perotti, and Tittle (1996) asked observers to judge the three-
dimensional lengths of real-world objects viewed in near
space and found that perceived depth intervals become more
and more compressed as viewing distance increased. Given
that many reports have found visual space to be distorted, the

question arises as to why we do not walk into obstacles and
misguide our reaching. Clearly, our everyday interactions
with the environment are not especially error-prone. What,
then, is the meaning of the repeated psychophysical findings
of failures of distance perception?

We can try to provide an answer to this question by con-
sidering four aspects of distance perception. We examine
(a) the segmentation of visual space, (b) the methodological
issues in distance perception research, (c) the underlying
mechanisms that are held responsible for distance perception
processing, and (d) the role of calibration.

Four Aspects of Distance Perception

The Segmentation ofVisual Space. Cutting andVishton
(1995) distinguished three circular regions surrounding the
observer, and proposed that different sources of information
are used within each of these regions. Personal space is de-
fined as the zone within 2 m surrounding the observer’s head.
Within this space, distance perception is supported by occlu-
sion, retinal disparity, relative size, convergence, and accom-
modation. Just beyond personal space is the action space of the
individual. Within the action space, distance perception is
supported by occlusion, height in the visual field, binocular
disparity, motion perspective, and relative size. Action space
extends to the limit of where disparity and motion can provide
effective information about distance (at about 30 m from
the observer). Beyond this range is vista space, which is sup-
ported only by the pictorial cues: occlusion, height in the visual
field, relative size, and aerial perspective.

Cutting and Vishton (1995) proposed that different sources
of information are used within each of these visual regions,
and that a different ranking of importance of the sources of in-
formation may exist within personal, action, and vista space.
If this is true, then the intrinsic geometric properties of these
three regions of visual space may also differ.

Methodological Issues. The problem of distance per-
ception has been studied by collecting a number of different
response measures, including verbal judgments (Pagano &
Bingham, 1998), visual matching (Norman et al., 1996),
pointing (Foley, 1985), targeted walking with and without vi-
sion (Loomis, Da Silva, Fujita, & Fukusima, 1992), pointing
triangulation (Loomis et al., 1992), and reaching (Bingham,
Zaal, Robin, & Shull, 2000). Different results have been ob-
tained by using different response measures. Investigations of
targeted walking in the absence of vision, for example, have
produced accurate distance estimates (Loomis et al., 1992),
although verbal judgments have not (Pagano & Bingham,
1998). Reaching has been found to be accurate when dynamic
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binocular information was available, but not when it is guided
by monocular vision, even in the presence of feedback
(Bingham & Pagano, 1998). Matching responses for distance
perception have typically shown that simulated distances are
underestimated (Norman et al., 1996).

The fact that such a variety of results have been obtained
by using different response measures suggests at least two
conclusions. First, different response measures may be the
expression of different representations of visual space that
need not be consistent. This would mean that visual space
could not be conceptualized as a unitary, internally consistent
construct. In particular, motor responses and visual judg-
ments may be informed by different visual representations.
Second, there are reports indicating that accurate distance
perception can be obtained, but only if the appropriate re-
sponse measure is used in conjunction with the appropriate
visual input. By using a reaching task, for example, Bingham
and Pagano (1998) have recently reported accurate percep-
tion of distance with dynamic binocular vision (at least within
what Cutting and Vishton (1995) call “personal space”), but
not with monocular vision.

Conscious Representation of Distance Versus Action.
Some evidence suggests that different mechanisms may me-
diate conscious distance perception and actions such as
reaching, grasping, or ballistic targeting. This leads to the hy-
pothesis that separate visual pathways exist for perception
and action. Milner and Goodale (1995) proposed that two
different pathways, each specialized for different visual func-
tions, exist in the visual system. The projection to the tempo-
ral lobe (the ventral stream) “permit[s] the formation of
perceptual and cognitive representations which embody the
enduring characteristics of objects and their significance,”
whereas the parietal cortex (the dorsal stream) “capture[s]
instead the instantaneous and egocentric features of ob-
jects, [and] mediate[s] the control of goal-directed actions”
(Milner & Goodale, 1995, p. 66). In Milner and Goodale’s
proposal, the coding that mediates the required transforma-
tions for the visual control of skilled actions is assumed to be
separate from that mediating experiential perception of the vi-
sual world.According to this proposal, the many dissociations
that have been discovered between conscious distance per-
ception and locomotion “highlight surprising instances where
what we think we ‘see’ is not what guides our actions. In all
cases, these apparent paradoxes provide direct evidence for
the operation of visual processing systems of which we are
unaware, but which can control our behavior” (p. 177).

The dissociations most relevant for the present discussion
are examined in the later section on egocentric versus exocen-
tric distance. In general, this research suggests that accuracy

measured in action performance is usually greater than that
found in visual judgment measures. It must be noticed, how-
ever, that action measures do not always produce accurate or
distortion-free results (Bingham & Pagano, 1998; Bingham
et al., 2000).

The Role of Calibration. It has been suggested that
some response measures (such as visual matching) produce
poor performance in distance perception because the task is
unnatural, infrequently performed, and thus poorly calibrated.
Bingham and Pagano (1998) suggest that in these cir-
cumstances, only relative-depth measures can be obtained.
Conversely, absolute-distance perception may be obtained
(within some tolerance limits) by using feedback to calibrate
ordinally scaled distance estimates. Evidence that haptic feed-
back reduces the distortions of egocentric distance has indeed
been provided (Bingham & Pagano, 1998; Bingham et al.,
2000), although feedback does not always reduce spatial dis-
tortions, and never does so completely.

Egocentric Versus Exocentric Distance. From the
point of view of the observer, the horizontal plane extends in
all directions from his or her current position. The observer’s
body is the center of egocentric space. Objects placed on the
rays that intersect this center have an egocentric distance rel-
ative to the observer, whereas objects on different rays have
an exocentric distance relative to each other.

It has been repeatedly found that even in full-cue viewing
conditions, distances are perceptually compressed in the
egocentric direction relative to exocentric extents, with most
comparisons being between egocentric distances and those
in the fronto-parallel plane (Amorim, Loomis, & Fukusima,
1998; Loomis et al., 1992; Norman et al., 1996).

In a typical experiment, observers were instructed to
match an egocentric extent to one in the fronto-parallel plane
(Loomis et al., 1992). Observers made the extents in the ego-
centric direction greater in order to perceptually match them
to those in the fronto-parallel direction. This inequality in per-
ceived distance defines a basic anisotropy in the perception of
space and objects. The perceptions of extents and object
shapes are compressed in their depth-to-width ratio. Loomis
and Philbeck (1999) showed that this anisotropy in perceived
three-dimensional shape is invariant across size scales.

Paradoxically, the compression in exocentric distance
does not seem to affect visually guided actions. One method
to assess the accuracy of visually guided behavior is to have
observers view a target in depth, and then after blindfolding
the observer, have them walk to the target location. This tech-
nique is called blindwalking. Numerous studies have found
that people are able to walk to targets without showing
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any systematic error (overshoot or undershoot) when view-
ing occurs in full-cue conditions and distances fall within
about 20m (Loomis et al., 1992; Philbeck & Loomis, 1997;
Philbeck, Loomis, & Beall, 1997; Rieser, Ashmead, Talor, &
Youngquist, 1990; Thomson, 1983).

Two alternative explanations could account for this dis-
crepancy between the compression found in explicit reports
of perceived distance and the accuracy observed in blind-
walking to targets. By one account, the difference is attribut-
able to two distinct streams of visual processing in the brain.
From the visual cortex, there is a bifurcation in the primary
cortical visual pathways, with one stream projecting to the
temporal lobe and the other to the parietal. Milner and
Goodale (1995) have characterized the functioning of the
temporal stream as supporting conscious space perception,
whereas the parietal stream is responsible for the visual guid-
ance of action. Other researchers have characterized the
functioning of these two streams somewhat differently; for a
review, see Creem and Proffitt (2001). By a two-visual-
systems account, the compression observed in explicit judg-
ments of egocentric distance is a product of temporal stream
processing, whereas accurate blindwalking is an achievement
of the parietal stream. The second explanation posits that
both behaviors are grounded in the same representation of
perceived space; however, differences in the transformations
that relate perceived space to distinct behaviors cause the dif-
ference in accuracy. Philbeck and Loomis (1997) showed that
verbal distance judgments and blindwalking varied together
under manipulations of full- and reduced-cue viewing condi-
tions in a manner that is strongly suggestive of this second
alternative.

The dissociation between verbal reports and visually
guided actions depends upon whether distances are encoded
in exocentric or egocentric frames of reference. Wraga,
Creem, and Proffitt (2000) created large Müller-Lyer configu-
rations that lay on a floor. Observers made verbal judgments
and also blindwalked the perceived extent. It was found that
the illusion influenced both verbal reports and blindwalking
when the configurations were viewed from a short distance;
however, the illusion only affected verbal judgments when ob-
servers stood at one end of the configurations’ extent. As was
suggested by Milner and Goodale (1995), accuracy in visually
guided actions may depend upon the egocentric encoding of
space.

Size Perception

The size of an object does not appear to change with varying
viewing distance, despite the fact that retinal size depends on
the distance between the object and the observer. Researchers

have proposed several possible explanations for this phenom-
enon: the size-distance invariance hypothesis, the familiar-
size hypothesis, and the direct-perception approach.

Taking Distance Into Account

The size-distance invariance hypothesis postulates that reti-
nal size is transformed into perceived size after taking appar-
ent distance into account (see Epstein, 1977, for review). If
accurate distance information is available, then size percep-
tion will also be accurate. However, if distance information
were unavailable, then perceived size would be determined
by visual angle alone. According to the size-distance invari-
ance hypothesis (Kilpatrick & Ittelson, 1953), perceived size
(S�) and perceived distance (D�) stand in a unique ratio deter-
mined by some function of the visual angle (�):

� f(�)

The size-distance invariance hypothesis has taken slightly
different forms, depending on how the function f in the pre-
vious equation has been specified. If the size-distance invari-
ance hypothesis is simply interpreted as a geometric relation,
then f(�) = tan� (Baird & Wagner, 1991). For small visual
angles, tan � approximates �, and so S� /D� =  �. According to
a psychophysical interpretation, the ratio of perceived size to
perceived distance varies as a power function of visual angle:
f(�) = k�n, where k and n are constants. Foley (1968) and
Oyama (1974) reported that the exponent of this function
is approximately 1.45. According to a third interpretation,
visual angle � is replaced by perceived visual angle ��

(McCready, 1985). If �� is a linear function of �, then tan �� =
tan (a + b�), where a and b are constants.

The adequacy of the size-distance invariance hypothesis
has often been questioned, given that the empirically deter-
mined relation between S� and D� for a given visual angle is
sometimes opposite from that predicted by this hypothesis
(Sedgwick, 1986). For example, observers often report that
the moon at the horizon appears to be both larger and closer to
the viewer than the moon at the zenith appears (Hershenson,
1989). This discrepancy has been called the size-distance
paradox.

Familiar Size

According to the familiar-size hypothesis, the problem of size
perception is reduced to a matter of object recognition for
those objects that have stable and known sizes (Hershenson &
Samuels, 1999). Given that familiar size does not assume in-
formation about distance, it can itself be considered a source

S�
�
D�
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of that information: Familiar size may determine perceived
size, which, in agreement with the size-distance invariance
hypothesis, may determine perceived distance (Ittelson,
1960).

The hypothesis that familiar size may determine apparent
size (or apparent distance) has been denied by the theory of
off-sized perceptions (Gogel & Da Silva, 1987). According to
this theory, the distance of a familiar object under impover-
ished viewing conditions is determined by the egocentric ref-
erence distance, which in turn determines the size of the
object according to the size-distance invariance hypothesis.

Direct Perception

Epstein (1982) summarizes the main ideas of Gibson’s (1979)
account of size perception as follows: “(a) there is no percep-
tual representation of size correlated with the retinal size of
the object; (b) perceived size and perceived distance are in-
dependent direct functions of information in stimulation;
(c) perceived size and perceived distance are not causally
linked, nor is the perception of size mediated by operations
combining information about retinal size and perceived dis-
tance. The correlation between perceived size and perceived
distance is attributed to the correlation between the specific
variables of stimulation which govern these percepts in the
particular situation” (p. 78).

Surprisingly little research on size perception has been
conducted within the direct-perception perspective. How-
ever, the available empirical evidence, consistent with this
perspective, suggests that perceived size might be affected by
the ground texture gradients (Bingham, 1993; Sinai, Ooi, &
He, 1998) and the horizon ratio (Carello, Grosofsky, Reichel,
Solomon, & Turvey, 1989).

Size in Pictures Versus Size in the World

It is sometimes assumed that illusions, especially geometrical
ones, are artifacts of picture perception. This assumption is
false, at least with respect to the anisotropy between vertical
and horizontal extents. The perceptual bias to see vertical ex-
tents as greater than equivalent horizontal extents is even
greater when viewing large objects in the world than when
viewing pictures (Chapanis & Mankin, 1967; Higashiyama,
1996; Yang, Dixon, & Proffitt, 1999).

Yang et al. (1999) compared the magnitude of the vertical-
horizontal illusion for scenes viewed in pictures, in the real
world, and in virtual environments viewed in a head-mounted
display. They found that pictures evoke a bias averaging
about 6%, whereas viewing the same scenes in real or virtual

worlds results in an overestimation of the vertical averaging
about 12%.

Geographical Slant Perception

The perceptual bias to overestimate vertical extents pales in
comparison to that seen in the perception of geographical
slant. Perceived topography grossly exaggerates the geometri-
cal properties of the world in which we live (Bhalla &
Proffitt, 1999; Kammann, 1967; Ross, 1974; Proffitt, Bhalla,
Gossweiler, & Midgett, 1995).

Proffitt et al. (1995; Bhalla & Proffitt, 1999) obtained two
measures of explicit geographical slant perception from
observers who stood at either the tops or bottoms of hills in
either real or virtual worlds. Observers provided verbal judg-
ments and also adjusted the size of a pie-shape segment of a
disk so as to make it correspond to the cross-section of the
hills they were observing. These two measures were nearly
equivalent and revealed huge overestimations. Five-degree
hills, for example, were judged to be about 20, and 10 hills
were judged to be about 30. These huge overestimations
seem odd for at least two reasons. First, people know what
angles look like. Proffitt et al. (1995) asked participants to set
cross-sections with the disk to a variety of angles and found
that they were quite accurate in doing so. Second, when
viewing a hill in cross-section, the disk could be accurately
adjusted by lining up the two edges of the pie section to lines
in the visual scene; however, the overestimations found for
people viewing hills in cross-section do not differ from judg-
ments taken when the hills are viewed head-on (Proffitt,
Creem, & Zosh, 2001).

Proffitt and colleagues have argued that the conscious
overestimation of slant is adaptive and reflective of psy-
chophysical response compression (Bhalla & Proffitt, 1999;
Proffitt et al., 2001; Proffitt et al., 1995). Psychophysical re-
sponse compression means that participants’ response sensi-
tivities decline with increases in the magnitude of the stimulus.
Expressed as a power function, the exponent is less than 1. Re-
sponse compression promotes sensitivity to small changes in
slant within the range of small slants that are of behavioral rel-
evance for people. Overestimation necessarily results from a
response compression function that is anchored at 0 and 90.
People are accurate at 0—they can tell whether the ground is
going up or down—and for similar reasons of discontinuity,
they are also accurate at 90.

All of Proffitt’s and his colleagues’ studies utilized a third
dependent measure, which was a visually guided action in
which participants adjusted the incline of a tilt board without
looking at their hands. These action-based estimates of slant
were far more accurate than were the explicit judgments.
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It was proposed that the dissociation seen between explicit
perceptions and visually guided actions were a symptom of
the two visual streams of processing. The basis for this argu-
ment was a dissociation found in the influence of physiologi-
cal state on the explicit versus motoric dependent measures.

Proffitt et al. (1995) found that, as assessed by verbal re-
ports and the visual matching task employing the pie-shaped
disk, hills appear steeper when people are fatigued. Bhalla
and Proffitt (1999) replicated this finding; in addition, he
found that hills appear steeper when people are encumbered
by a heavy backpack, have low physical fitness, are elderly,
or have failing health. None of these factors influenced the
visually guided action of adjusting the tilt board. Thus, in the
case of geographical slant, explicit judgments were influ-
enced by the manipulation of physiological state, although
the visually guided action was unaffected. This finding dif-
fers from Philbeck and Loomis’s (1997) results showing that
verbal reports of distance and blindwalking changed together
with manipulations of reduced-cue environments.

EVENT PERCEPTION

Events are occurrences that unfold over time. We have already
seen that the visual perception of space and three-dimensional
form is derived from motion-carried information. The struc-
ture perceived in these cases is, of course, recovered from
events. The literature in the field of visual perception, how-
ever, has partitioned the varieties of motion-carried informa-
tion into distinct fields of inquiry. For example, perceiving
spatial layout and three-dimensional form from motion paral-
lax and object rotations falls under the topic of structure-from-
motion. The field of event perception has historically dealt
with two issues, perceptual organization (see chapter by
Palmer in this volume) and perceiving dynamics.

Perceptual Organization

The law of common fate is among the Gestalt principles of
perceptual organization that were proposed by Wertheimer
(1923/1937). In essence, this law states that elements that
move together tend to be perceived as belonging to the same
group. This notion of grouping by common fate is at the heart
of the event perception literature that developed as an answer
to this question: What are the perceptual rules that define what
it means for elements to move together?

In response to this question, three classes of events have
received the most attention: (a) surface segregation from mo-
tion, (b) hierarchical motion organization, and (c) biological
motion.

Surface Segregation From Motion

We have already discussed how dynamic occlusion specifies
depth order within the section on motion-based depth cues.
With respect to issues of perceptual organization, however,
there are additional matters to relate to this event.

In a typical dynamic occlusion display, one randomly tex-
tured surface is placed on top of another (Gibson, Kaplan,
Reynolds, & Wheeler, 1969). When the surfaces are station-
ary, there is no basis for seeing that two separate surfaces are,
in fact, present. The instant that one of the surfaces moves,
however, the distinct surfaces become apparent. The dynamic
occlusion that occurs under these conditions provides an in-
variant related to depth order. The surface that exhibits an ac-
cretion and deletion of optical texture is behind the one that
does not. Yonas, Craton, and Thompson (1987) used sparse
point-light displays to show that perceptual surface segrega-
tion occurs even when optical texture elements do not actu-
ally overlap in the display. In their display, the point lights
were turned on and off in a manner consistent with their
being occluded by a virtual surface carrying other point
lights. The surface segregation that is perceived in the pres-
ence of dynamic occlusion is different from the figure-ground
segregation that is perceived in static pictures due to the lack
of ambiguity of edge assignment and depth order. In dynamic
occlusion displays, the edge is seen to belong to the surface
that does not undergo occlusion; moreover, this surface is un-
ambiguously perceived to be closer.

Hierarchical Motion Organization

Suppose that you observe someone bouncing a ball; the ball is
seen to move up and down. Suppose next that the person who
is bouncing the ball is standing on a moving wagon. In this lat-
ter case, you will likely still see the ball moving up and down
and at the same time moving with the wagon. The wagon’s
motion has become a perceptual frame of reference for seeing
the motion of the bouncing ball. This is an example of hierar-
chical motion organization in which the ball’s motion has
been perceptually decomposed into two components, that
which it shares with the wagon and that which it does not.

Rubin (1927) and Duncker (1929/1937) provided early
demonstrations of the perceptual system’s proclivity to pro-
duce hierarchically organized motions; however, Johansson
(1950) brought the field into maturity. Johansson (1950,
1973) provided a vector analysis description of the perceptual
decomposition of complex motions. In the case of the ball’s
being bounced on a moving wagon, the motion of the ball rel-
ative to a stationary environmental reference frame is its ab-
solute motion, whereas the motion shared by the ball and the
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wagon is the common motion component, and the unique mo-
tion of the ball with respect to the wagon is the relative
motion component. It is generally assumed that relative and
common motion components sum to equal the perceptually
registered absolute motion; however, this assumption has
rarely been tested and, in at least one circumstance, has been
shown not to hold (Vicario & Bressan, 1990).

Johansson frequently used point-light displays to demon-
strate the nature of hierarchical motion organization. In a case
analogous to the bouncing ball example, Johansson created a
display in which a single point light moved along a diagonal
path, the horizontal component of which was identical to that
of a set of flanking point lights moving above and below it.
Observers tend to see the single point light moving vertically
relative to the flankers and the whole array of point lights
moving with a common back and forth motion. Here, two
sorts of perceptual organization are apparent. First, percep-
tual grouping is achieved on the basis of common fate; sec-
ond, the common motion is serving as a moving frame of
reference for the perception of the event’s relative motion.

Another event that has received considerable attention is
the perception of a few point lights moving as if attached to a
rolling wheel. Duncker (1929/1937) showed that the motions
perceived in this event depend upon where the configuration
of point lights is placed on the wheel. If two point lights are
place on the rim of an unseen wheel, 180 apart, then the
points will appear to move in a circle (relative motion) and at
the same time translate horizontally (common motion). On
the other hand, if the points are place 90 apart, so that the
center of the configuration does not coincide with the center
of the wheel, then the points will appear to tumble. The rea-
son for this difference is that the perceptual system derives
relative motions that occur around the center of the configu-
ration, with the observed common motion being of the con-
figural centroid (Borjesson & von Hofsten, 1975; Proffitt,
Cutting, & Stier, 1979). When the configural centroid coin-
cides with the hub of the wheel, smooth horizontal translation
is seen as the common motion. If it does not coincide, then
the common motion will follow a more complex wavy path
(a prolate cycloid).

Attempts have been made to provide a general processing
model for perceiving hierarchical motion organization; how-
ever, little success has been achieved. Johansson’s (1973)
perceptual vector analysis model describes well what is seen
in events, but does not derive these descriptions in a princi-
pled way. Restle (1979) applied Leeuwenberg’s (1971, 1978)
perceptual coding theory to many of Johansson’s displays.
By this account, the resulting perception is a consequence of
a minimization of the number of parameters required to
describe the event. The analysis worked well; however, it

evaluates descriptions after some other process has derived
them—thus it fails to account for the process that produces the
set of initial descriptions. Borjesson and von Hofsten (1975)
and Cutting and Proffitt (1982) proposed models in which the
perceptual system minimized relative motions. These ac-
counts work well for wheel-generated motions, but they are
not sufficiently general to account for the varieties of hierar-
chical motion organizations.

Not all motions are equally able to serve as perceptual
framesof reference. In thecaseof theballbouncingonawagon,
the common motion is a translation. Bertamini and Proffitt
(2000) compared events in which the common motion was a
translation, a rotation, or a divergence-convergence (radial ex-
pansion or contraction). They found that common translations
and divergence-convergence evoked hierarchical motion
organizations, but that rotations typically did not. In the cases
in which rotations did serve as perceptual reference frames, it
was found that they did so because there were also structural
invariants present in the displays. A structural invariant is a
spatialproperty that, in thesecases,was revealed inmotion.For
example, if one point orbited around another at a constant dis-
tance, then this spatial invariant would promote a perceptual
grouping. Given sufficiently strong spatial groupings, a rota-
tional common motion can be seen as a hierarchical reference
frame for the extraction of relative motions. One case in which
this occurs is the class of events called biological motions.

Biological Motion

Few displays have captured the imagination of perceptual
scientists as strongly as the point-light walker displays first
introduced to the field by Johansson (1973; Mass, Johansson,
Janson, & Runeson, 1971). These displays consist of spots of
light attached to the joints of an actor, who is then filmed in
the dark. When the actor is stationary, the lights appear as a
disorganized array. As soon as the actor moves, however,
observers recognize the human form as well as the actor’s
actions. In the Mass et al. movie, the actors walked, climbed
steps, did push-ups, and danced to a Swedish folk song. The
displays are delightful, as they demonstrate the amazing or-
ganizing power of the perceptual system under conditions of
seemingly minimal information.

Following Johansson’s lead, others showed that observers
could recognize their friends in such point-light displays
(Cutting & Kozlowski, 1977), and moreover that gender was re-
liably evident (Barclay, Cutting, & Kozlowski, 1978). Runeson
and Frykholm (1981) filmed point-light actors lifting different
weights in a box and found that observers could reliably judge
the amount of weight being lifted. These are amazing percep-
tual feats. Upon what perceptual processes are they based?
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When a point-light walker is observed, hierarchical nest-
ings of pendular motions are observed within the figure, along
with a translational common motion. Models have been pro-
posed for extracting connectivity in these events; however,
they are not sufficiently general to succeed in recovering
structure in cases in which the actor rotates, as in the Mass
et al. dancing sequence (D. D. Hoffman & Flinchbaugh,
1982; Webb & Aggarwal, 1982). These models look for
rigid relationships in the motions between points that are not
specific to biological motions. It may be that the perceptual
system is attuned to other factors specific to biomechanics,
such as necessary constraints on the phase relationships
among the limbs (Bertenthal & Pinto, 1993; Bingham,
Schmidt, & Zaal, 1999). It may also be the case that point-
light walker displays are organized, at least in part, by making
contact with representations in long-term memory that have
been established through experiences of watching people
walk. Consistent with this notion is the finding that when pre-
sented upside down, these displays are rarely identified as
people (Sumi, 1984). Cats have also been found to discrimi-
nate point-light cats from foils containing the same motions
in scrambled locations when the displays were viewed up-
right, but not when displays were upside down (R. Blake,
1993). Additional support for the proposal that experience
plays a role is seen in the findings on infant sensitivities to
biological motions. It has been found that infants as young as
3 months of age can extract some structure from point-light
walker displays (Bertenthal, Proffitt, & Cutting, 1984; Fox &
McDaniels, 1982). However, it is not until they are 7 to 9
months old that they show evidence of identifying the human
form. At earlier ages, they seem to be sensitive to local struc-
tural invariants.

Perceiving Dynamics

Suppose that you are taking a walk and notice a brick lying
on the ground. Now, suppose that as you approach the brick,
a small gust of wind blows it into the air. You will, of course,
be surprised and this surprise is a symptom of your violated
expectation that the brick was much too heavy to be moved
by the wind. Certainly, people form dynamical intuitions all
of the time about quantities such as mass. A question that has
stimulated considerable research is whether the formation of
dynamical intuitions is achieved by thought or by perception.

Hume (1739/1978) argued that perception could not sup-
ply sufficient and necessary information to specify the under-
lying causal necessity of events. Hume wrote that we see
forms and motions interacting in time, not the dynamic laws
that dictate the regularities that are observed in their motions.
Challenging Hume’s thesis, Michotte (1963) demonstrated

that people do, in fact, form spontaneous impressions about
causality when viewing events that have a collision-like
structure. Michotte’s studies created considerable interest in
the question of how much dynamic information could be per-
ceived in events.

In this spirit, Bingham, Schmidt, and Rosenblum (1995)
showed participants patch-light displays of simple events
such as a rolling ball, stirring water, and a falling leaf. Partic-
ipants were found to classify these events based upon simi-
larities in their dynamics.

Runeson (1977/1983) showed that there were regularities
in events that could support the visual perception of dynami-
cal quantities. So, for example, when two balls of different
mass collide, a ratio can be formed between the differences in
their pre- and postcollision velocities that specifies their rela-
tive masses. Moreover, it has been shown that, when people
view collision events, they can make relative mass judgments
(Gilden & Proffitt, 1989; Runeson, Juslin, & Olsson, 2000;
Todd & Warren, 1982). Contention exists, however, on the ac-
curacy of these judgments and on what underlying processes
are responsible for this ability. Following Todd and Warren
(1982), Gilden and Proffitt (1989) provided evidence that
judgments were based upon heuristics, such as the ball that
ricochets is lighter or the ball with greatest postcollision
speed is lighter. Like all heuristics, these judgments reflect
accuracy in some contexts but not in others. On the other
hand, Runeson et al. (2000) showed that people could make
accurate judgments, provided that these individuals are given
considerable practice with feedback.

People also perceive mass when viewing displays of
point-light actors lifting weights (Bingham, 1987; Runeson &
Frykholm, 1983). It has yet to be determined how accurate
people are in their judgments and upon what perceptual or
cognitive processes these judgments are based.

In addition to noticing dynamical quantities when viewing
events, people also seem more attuned to what is dynamically
appropriate when they view moving (as opposed to static)
displays. For example, many studies have used static de-
pictions to look at people’s apparent inability to accurately
predict trajectories in simple dynamical systems (Kaiser,
Jonides, & Alexander, 1986; McCloskey, 1983; McCloskey,
Caramazza, & Green, 1980). For example, when asked to
predict the path of an object dropped by a moving carrier—
participants were shown a picture of an airplane carrying a
bomb—many people predict that it will fall straight down
(McCloskey, Washburn, & Felch, 1983). However, when
shown a computer animation of the erroneous trajectory that
they would predict, these people viewed these paths as being
anomalous and choose as correct the dynamically correct
event (Kaiser, Proffitt, Whelan, & Hecht, 1992).
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The ability to discriminate between dynamically correct
and anomalous events is not without limit. People’s ability to
perceptually penetrate rotational events has been found to be
severely limited. Kaiser et al. (1992) showed people com-
puter animations of a satellite spinning in space. The satellite
would open or close its solar panels; as it did so, its spinning
rate would increase, decrease, or reverse direction. Rotation
rate should increase as the panels contracted (and visa versa),
as does a twirling ice-skater who extends or contracts his or
her arms. People showed virtually no perceptual appreciation
for the dynamical appropriateness of the satellite simulations.
Other than when the satellite actually changed its rotational
direction, the dynamically anomalous and canonical events
were all judged to be equally possible. Another event that
does not improve with animation is performance on the
water-level task. In paper-and-pencil tests, it has been found
that about 40% of adults do not draw horizontal lines when
asked to indicate the surface orientation of water in a station-
ary tilted container (McAfee & Proffitt, 1991). Animating
this event does not improve performance (Howard, 1978).

Clearly, a theory of dynamical event perception needs
to specify not only what people can do, but also what they
cannot. Attempts to account for the limits of our dynamical
perceptions have focused on perceptual biases and on event
complexity. With respect to the former, perceptual frame-of-
reference biases have been used to explain certain biases in
people’s dynamical judgments (Hecht & Proffitt, 1995;
Kaiser et al., 1992; McAfee & Proffitt, 1991; McCloskey et
al., 1983). As a first approximation toward defining dynami-
cal event complexity, Proffitt and Gilden (1989) made a dis-
tinction between particle (easy) and extended body (hard)
motions. Particle motions are those that can be described ad-
equately by treating the object as if it were a point particle
located at the object’s center of mass. Free-falling is a parti-
cle motion if air resistance is ignored. Extended body
motions make relevant other object properties such as shape
and rotations. A spinning top is an example of an extended
body motion. The apparent gravity-defying behavior of a
spinning top gives evidence to our inability to see the dy-
namical constraints that cause it to move as it does. Tops are
enduring toys because their dynamics cannot be penetrated
by perception.

Perceiving Our Own Motion

In this section, we consider the perception of our own motion
by examining three problems: how we perceive our direction
of motion (heading); the illusion of self-motion experienced
by stationary individuals when viewing moving visual sur-
rounds (vection); and the visual control of posture.

Heading

In studying how the direction of self-motion (or heading) is
recovered, researchers have focused on the use of relevant vi-
sual information. However, vestibular information (Berthoz,
Istraël, George-François, Grasso, & Tsuzuku, 1995) and
feedback from eye movements (Royden, Banks, & Crowell,
1992) may also play a role in this task. Gibson (1950) pro-
posed that the primary basis for the visual control of locomo-
tion is optic flow.

In general, instantaneous optic flow can be conceptualized
as the sum of a translational and a rotational component (for a
detailed discussion, see Hildreth & Royden, 1998; Warren,
1998). The translational component alone generates a radial
pattern of velocity vectors emanating from a singularity in the
velocity field called the focus of expansion (FOE). A pure
translational flow is generated, for example, when an ob-
server moves in a stationary environment while looking in the
direction of motion. In these circumstances, the FOE speci-
fies the direction of self-motion. In general, however, optic
flow contains a rotational component as well, such as when an
observer experiences pursuit eye movement when fixating on
a point not in line with the motion direction. For a pure rota-
tional flow, equivalent to a rigid rotation of the world about
the eye, both the direction and magnitude of the velocity
vectors are independent of the distance between the observer
and the projected features. The rotational component, there-
fore, is informative neither about the structure of the environ-
ment, nor about the motion of the observer. The presence of
the rotational flow, however, does complicate retinal flow.
When both translational and rotational components are pre-
sent, a singularity still exists in the flow field, but in this case
it specifies the fixation point rather than the heading direction.
Thus, “if observers simply relied on the singularity in the field
to determine heading, they would see themselves as heading
toward the fixation point” (Warren, 1995, p. 273).

Many theoretical analyses have demonstrated how the di-
rection of heading could be recovered from the optic flow
(e.g., Regan & Beverly, 1982). However, no agreement exists
on whether, in a biologically plausible model of heading, the
rotational component must first be subtracted from retinal
flow in order to recover the FOE from the translational flow,
or whether heading can be recovered without decomposing
retinal flow into its two components. Most of the theoretical
analyses of the compound velocity field have been developed
for computer vision applications and have followed the first
of these two routes (for a review, see Hildreth & Royden,
1998). The second approach has received less attention and
has been advocated primarily by Cutting and collaborators
(Cutting, Springer, Braren, & Johnson, 1992). Although
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followers of this second proposal used more naturalistic set-
tings, most studies on the perception of heading have used
random-dot displays simulating the optical motion that
would be produced by an observer moving relative to a
ground plane, a three-dimensional cloud of dots, or one or
more fronto-parallel surfaces at different depths.

Overall, empirical investigations on heading show that the
human visual system can indeed recover the heading direc-
tion from velocity fields like those generated by the normal
range of locomotion speeds. The psychophysical studies in
particular have revealed the following about human percep-
tion of heading: It is remarkably robust in noisy flow fields
(van den Berg, 1992); it is capable of making use of sparse
clouds of motion features (Cutting et al., 1992) and of ex-
traretinal information about eye rotation (Royden, Banks, &
Crowell, 1992); and it improves in its performance when
other three-dimensional cues are present in the scene (van
den Berg & Brenner, 1994). Some of the proposed computa-
tional models embody certain of these features, but so far no
model has been capable of mimicking the whole range of ca-
pabilities revealed by human observers.

Vection

Observers sometimes experience an illusory perception of
self-motion while sitting in a stationary train and watching an
adjacent train pulling out of the station.This train illusion is the
best-known example of vection (Fisher & Kornmüller, 1930).
Vection can be induced not only by visual, but also by auditory
(Lackner, 1977), somatosensory (Lackner & DiZio, 1984),
and combined somatosensory and kinesthetic (Bles, 1981) in-
formation. The first studies on visually induced vection can be
dated back to Mach (1875) and were performed using a verti-
cally striped optokinetic drum or an endless belt (Mach, 1922).
Two kinds of vection can be distinguished: circular and linear.
Circular vection typically refers to yaw motion about the verti-
cal axis, whereas linear vection refers to translatory motion
through a vertical or horizontal axis. Vection is called satu-
rated when the inducing stimulus appears to be stationary and
only self-motion is perceived (Wertheim, 1994).

Linear vection is typically induced about 1–2 s after the
onset of stimulation (Giannopulu & Lepecq, 1998), circular
vection after about 2–3 s, and saturated vection after about 10 s
(Brandt, Dichgans, & Koenig, 1973). A more compelling
vection is induced by faster speeds of translation or rotation
(Larish & Flach, 1990), by low temporal frequencies (Berthoz,
Lacour, Soechting, & Vidal, 1979), by more or larger elements
(Brandt, Wist, & Dichgans, 1975); this is also the case when
larger retinal areas are stimulated (Brandt et al., 1975) and
when the inducing stimulus belongs to the background relative
to the foreground (Nakamura & Shimojo, 1999).

Visual Control of Posture

Postural stability, or stance, is affected by visual, vestibular,
and somatosensory information. Visual and somatosensory
information are more effective in the low-frequency range of
postural sway, whereas vestibular information is more effec-
tive in the high-frequency range (Howard, 1986). A device
known as the moving room has been used to demonstrate that
visual information can be used to control posture. In their
original study, Lee and Aronson (1974) required infants to
stand within a room in which the walls were detached from
the floor and could slide back and forth. They reported that
when the walls moved, infants swayed or staggered in spite
of the fact that the floor remained stationary, a finding later
replicated by many other studies (Bertenthal & Bai, 1989; for
adult, see Lee & Lishman, 1975).

Two sources of visual information are available for pos-
tural control: the radial and lamellar motions of front and side
surfaces, respectively, and the motion parallax between ob-
jects at different depths that is generated by the translation of
the observer’s head (Warren, 1995). Evidence has shown that
posture is regulated by compensatory movements that tend to
minimize both of these patterns of optical motion (Lee &
Lishman, 1975; Warren, Kay, & Yilmaz, 1996). Three hy-
potheses have been proposed concerning the locus of retinal
stimulation: (a) the peripheral dominance hypothesis, which
states that the retinal periphery dominates both the perception
of self-motion and the control of stance (Dichgans & Brandt,
1978); (b) the retinal invariance hypothesis, which states that
self-motion and object motion are perceived independently of
the part of the retina being stimulated (Crowell & Banks,
1993); and (c) the functional sensitivity hypothesis, which
states that “central vision accurately extracts radial . . . and
lamellar flow, whereas peripheral vision extracts lamellar flow
but it is less sensitive to radial . . . flow” (Warren & Kurtz,
1992, p. 451). Empirical findings have contradicted the pe-
ripheral dominance hypothesis (Stoffregen, 1985) and the
functional sensitivity hypothesis (Bardy, Warren, & Kay,
1999). Instead, they support the retinal invariance hypothesis
by emphasizing the importance of the optic-flow structure for
postural control, regardless of the locus of retinal stimulation.

Perceiving Approaching Objects

Time to Contact and Time to Passage

Coordinating actions within a dynamic environment often
requires temporal information about events. For example,
when catching a ball, we need to be able to initiate the grasp
before the ball hits our hand. One might suspect that in order
to plan for the ball’s time of arrival, the perceptual system
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would have to compute the ball’s speed and distance; how-
ever, this turns out not to be the case. In determining time to
contact, there exists an optical invariant, tau, which does not
require that object speed or distance be taken into account.

First derived by Hoyle (1957) in his science-fiction novel,
The Black Cloud, and later introduced to the vision commu-
nity by Lee (1974), tau relates the optical size of an object
to its rate of expansion in a manner that specifies time to
contact. Tau is defined as follows:

tau � ������t

where � is the angular extend of the object in radians, and
����t is the rate of its expansion. Tau specifies time to contact
under the assumption that the object is moving with a con-
stant velocity.

In the case in which the object and observer are not on a
collision course, a similar relationship specifies time to pas-
sage (Lee, 1974, 1980). Let � be the angular extent between
the observer’s heading direction and the object, then time-to-
passage, in terms of tau, is defined by

tau � ������t

Tresilian (1991) has refined the definition of tau by distin-
guishing between local and global tau. Local tau can be com-
puted solely on the basis of information about angular extents
and their rate of change. Global tau is only available to a
moving observer and requires that the direction of heading be
computed as well.

Research on tau has taken two forms. First, researchers
have investigated whether people and animals are sensitive to
time to contact and time to passage. Second, they have stud-
ied whether performance is actually based upon a perceptual
derivation of tau. In summary, the literature suggests that
time to contact and time to passage are accurately perceived;
however, whether this perceptual feat is due to an apprecia-
tion of tau is currently a point of contention.

Optical expansion, or looming, evokes defensive postures
in adults, animals (Schiff, 1965), and human infants (Bower,
Broughton, & Moore, 1970). The assumption is that these de-
fensive actions are motivated by a perception that the ex-
panding object is on an imminent collision course. Although
it is tempting to think of the link between looming and im-
pending collision as being innate, human infants do not
clearly show behaviors that can be defined as defensive in
these conditions until 9 months of age (Yonas et al., 1977).

Adults are quite accurate in making time-to-contact judg-
ments (Schiff & Oldak, 1990; Todd, 1981). Todd’s data show
relative time-to-contact judgments to be sensitive to less than
100-ms time differences. Relative time-to-passage judgments

are less accurate, requiring differences of about 500 ms
(Kaiser & Mowafy, 1993).

How people actually make time-to-contact judgments is
currently a topic of debate. In a review of the literature, Wann
(1996) found that empirical support for the tau proposal was
weak and that other optical variables, such as indexes of rela-
tive distance, could account for research findings as well as
tau. Recently, Tresilian (1999) provided a revised tau hypoth-
esis in which it is acknowledged that the effective informa-
tion in time-to-contact situations is task- and context-specific,
and moreover that it involves the utilization of multiple cues
from diverse sources.

Intercepting a Fly Ball

In order to catch a fly ball, players must achieve two goals:
First, they must get themselves to the location where the ball
will land; and second, they must catch it. It seems reasonable
to assume that satisfying the first goal of interception would
require a determination of the ball’s landing location, but this
is not necessarily so. If a player looks at the ball in flight and
runs so that the ball’s perceived trajectory follows a straight
path, then the ball will intersect the player’s path on its de-
scent (McBeath, Shaffer, & Kaiser, 1995). If players fol-
lowed this simple control heuristic, then they would run
along curved paths to the location of the ball’s landing. If, in-
stead, they knew where the ball would land, then they would
run to that place in a straight line. In fact, outfielders run on
curved paths that closely follow the predictions of the control
heuristic formulation (McBeath et al., 1995). (See the chapter
by Heuer in this volume for a discussion of motor control.) 

This final experimental finding clearly points to the diffi-
culty of disentangling conscious visual perceptions from the
visual control of actions. Ask baseball players what they do
when they catch fly balls, and they will tell you that they see
the ball moving through space and run to where they can catch
it. Without doubt, they perceive the ball to be moving in depth.
On the other hand, the control heuristic that guides their run-
ning does not entail a representation of three-dimensional
space. The heuristic applies to a two-dimensional representa-
tion of the ball’s trajectory in the virtual image plan defined by
their line of sight to the ball.

CONCLUSION

In perceiving depth and events, the relevant information is
both limited and abundant. Viewed in isolation, visual infor-
mation is almost always found lacking in its ability to uniquely
specify those aspects of the environment to which it relates.
However, combining different informational sources leads to
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a more satisfactory state of affairs. In general, the more com-
plex the visual scene, the more well specified it becomes.

Movement- and goal-directed behaviors are complications
that add considerably to the sufficiency of optical information
for specifying environmental layout and events; however,
their study has recently led to the following conundrum: Con-
scious visual perceptions and visually guided actions do not
always reflect a common underlying representation. For ex-
ample, geographical slant is grossly overestimated; however,
a visually guided adjustment of perceived slant is accurate.
When catching a baseball, players perceive themselves to be
moving in a three-dimensional environment even though the
visual guidance of their running path is controlled by heuris-
tics applied to a two-dimensional representation of the scene.
The disparity between awareness and action in these cases
may reflect the functioning of multiple perceptual systems.

Looking to the future, we see at least three developments
that should have a significant impact on research on how peo-
ple perceive depth and events. These developments include
(a) improvements in research technology, (b) increased
breadth in the interdisciplinary nature of research, and (c) in-
creased sophistication in the theoretical approach.

Perceptual research has benefited enormously from com-
puter technology. For example, Johansson (1950) used com-
puters to create moving point-light displays on an oscilloscope
thereby establishing the field of event perception. Current
computer systems allow researchers to create almost any
imaginable scene. Over the last 10 years, immersive displays
have become available. Immersive displays surround ob-
servers and allow them to move and interact within a virtual
environment. Head-mounted displays present images with
small screens in front of the eyes and utilize tracking systems
to register the position and orientation of the head and other
tracked parts of the body.Another immersive display system is
the Cave Automatic Virtual Environment, CAVE, which is a
room having rear-projected images. The observer’s head is
tracked and the projected images transform in a manner
consistent with the observer’s movement through a three-
dimensional environment. Such immersive display systems
allow researchers to control optical variables that heretofore
could only be manipulated within the confines of a computer
terminal. Given the increased availability of immersive dis-
play systems, we expect to see more investigations of per-
ceptions in situations entailing the visual control of action.

Understanding the perception of space and events is of in-
terest to a wide variety of disciplines. The current chapter has
emphasized the psychophysical perspective, which relates rel-
evant optical information to perceptual sensitivities. However,
within such fields as computer science and cognitive neuro-
science, there is also considerable research on this topic.

Computer scientists are often interested in automating per-
ceptual feats, such as the recovery of three-dimensional struc-
ture from optical motion information, and comparisons of
digital and biological algorithms have proven to be useful
(Marr, 1982). Another area of computer science that is ripe
for interdisciplinary collaboration is in the computer-graphics
animation of events. Interestingly, many movies today em-
ploy methods of motion capture to create computer-animated
actors. These methods entail placing sensors on the head and
joints of real actors and recovering an animation of a stick
figure that can be fleshed out in graphics. One cannot help but
think of Johansson’s point-light walker displays when view-
ing such a motion capture system in use. Currently, there is
considerable work attempting to create synthetic actors di-
rectly with algorithms. Perceptual scientists should be able to
learn a lot by studying what works and what does not in this
attempt to create synthetic thespians. Just as the pictorial
depth cues were first discovered by artists and then articu-
lated by psychologists, the study of computer-simulated
events should help us better understand what information is
needed to evoke the perceptions of such natural motions as a
person walking, and perhaps more generally, perceptions of
animacy and purpose.

Research in cognitive neuroscience has had an increasing
impact on perceptual theory, and this trend is likely to con-
tinue. Advances in clinical case studies, functional brain
imaging, and animal research have greatly shaped our current
conceptions of perceptual processing. For example, the
anatomical significance of the dorsal and ventral cortical
pathways is currently receiving a lot of attention (Creem &
Proffitt, 2001). These two pathways are the dominant visual
processing streams in the cortex; however, there are many
others visual streams in the brain. We have much to learn
from functional anatomy that will help us constrain and de-
velop our theoretical conceptions.

Finally, there have been a number of recent advances in
the sophistication of our theoretical approach. One of the
most notable of these was made recently by Cutting and
Vishton (1995). Every text on depth perception provides a list
of depth cues, as does the current chapter. How these cues
are combined is still much debated. Given the huge number
of cues, however, an account of how depth is perceived in
the context of all possible combinations of these variables
is probably unattainable. On the other hand, Cutting and
Vishton showed that there is much to be gained by investi-
gating the range of efficacy of different cues. For example,
binocular disparity is useful at near distances but not far ones,
whereas occlusion is equally useful at all distances. Looking
at the problem of depth perception from this perspective mo-
tivates a search for the conditions under which information is
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useful. A related theoretical approach is seen in the search for
perceptual heuristics. Heuristics are simple processing rules
having a precision that is no better than what is needed to ef-
fectively guide behavior. The control heuristics engaged
when catching baseballs are examples (McBeath et al.,
1995). From a pragmatic perspective, optical information is
useful to the degree that it helps inform the requirements de-
fined by the demands of the task at hand.
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In order to convey linguistic messages that are accessible to
listeners, speakers have to engage in activities that count in
their language community as encodings of the messages in
the public domain. Accordingly, spoken languages consist of
forms that express meanings; the forms are (or, by other
accounts, give rise to) the actions that make messages public
and perceivable. Psycholinguistic theories of speech are con-
cerned with those forms and their roles in communicative
events. The focus of attention in this chapter will be on the
phonological forms that compose words and, more specifi-
cally, on consonants and vowels. 

As for the roles of phonological forms in communicative
events, four are central to the psycholinguistic study of
speech. First, phonological forms may be the atoms of word
forms as language users store them in the mental lexicon. To
study this is to study phonological competence (that is,
knowledge). Second, phonological forms retrieved from
lexical entries may specify words in a mental plan for an
utterance. This is phonological planning. Third, phonologi-

cal forms are implemented as vocal tract activity, and to
study this is to study speech production. Fourth, phonologi-
cal forms may be the finest-grained linguistic forms that lis-
teners extract from acoustic speech signals during speech
perception. The main body of the chapter will constitute
a review of research findings and theories in these four
domains.

Before proceeding to those reviews, however, I provide a
caveat and then a setting for the reviews. The caveat is about
the psycholinguistic study of speech. Research and theoriz-
ing in the domains under review generally proceed indepen-
dently and therefore are largely unconstrained by findings in
the other domains (cf. Kent & Tjaden, 1997, and Browman &
Goldstein, 1995a, who make a similar comment). As my
review will reveal, many theorists have concluded that the
relevant parts of a communicative exchange (phonological
competence, planning, production, and perception) fit to-
gether poorly. For example, many believe that the forms of
phonological competence have properties that cannot be
implemented as vocal tract activity, so that the forms of lan-
guage cannot literally be made public. My caveat is that this
kind of conclusion may be premature; it may be a conse-
quence of the independence of research conducted in the four
domains. The stage-setting remarks just below will suggest
why we should expect the fit to be good.

Preparation of this chapter was supported by NICHD grant
HD-01994 and NIH grants DC-02717 and DC-03782 to Haskins
Laboratories.
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In the psycholinguistic study of speech, as in psycholin-
guistics generally (see chapter by Treiman, Clifton, Meyer, &
Wurm in this volume), the focus of attention is almost solely
on the individual speaker/hearer and specifically on the mem-
ory systems and mental processing that underlie speaking or
listening. It is perhaps this sole focus of attention that has fos-
tered the near autonomy of investigations into the various
components of a communicative exchange just described.
Outside of the laboratory, speaking almost always occurs in
the context of social activity; indeed, it is, itself, prototypi-
cally a social activity. This observation matters, and it can help
to shape our thinking about the psycholinguistics of speech.

Although speaker/hearers can act autonomously, and
sometimes do, often they participate in cooperative activities
with others; jointly the group constitutes a special purpose sys-
tem organized to achieve certain goals. Cooperation requires
coordination, and speaking helps to achieve the social coordi-
nations that get conjoint goals accomplished (Clark, 1996).

How, at the phonological level of description, can speech
serve this role? Speakers speak intending that their utterance
communicate to relevant listeners. Listeners actively seek to
identify what a talker said as a way to discover what the talker
intended to achieve by saying what he or she said. Required
for successful communication is achievement of a relation of
sufficient equivalence between messages sent and received.
I will refer to this relation, at the phonological level of de-
scription, as parity (Fowler & Levy, 1995; cf. Liberman &
Whalen, 2000).

That parity achievement has to be a typical outcome of
speech is one conclusion that emerges from a shift in per-
spective on language users, a shift from inside the mind or
brain of an individual speaker/listener to the cooperative
activities in which speech prototypically occurs. Humans
would not use speech to communicate if it characteristically
did not. This conclusion implies that the parts of a commu-
nicative exchange (competence, planning, production, per-
ception) have to fit together pretty well. 

A second observation suggests that languages should have
parity-fostering properties. The observation is that language
is an evolved, not an invented, capability of humans. This is
true of speech as well as of the rest of language. There are
adaptations of the brain and the vocal tract to speech (e.g.,
Lieberman, 1991), suggesting that selective pressures for ef-
ficacious use of speech shaped the evolutionary development
of humans.

Following are two properties that, if they were character-
istic of the phonological component of language, would be
parity fostering. The first is that phonological forms, here
consonants and vowels, should be able to be made public and
therefore accessible to listeners. Languages have forms as

well as meanings exactly because messages need to be made
public to be communicated. The second parity-fostering
characteristic is that the elements of a phonological message
should be preserved throughout a communicative exchange.
That is, the phonological elements of words that speakers
know in their lexicons should be the phonological ele-
ments of words that they intend to communicate, they should
be units of action in speech production, and they should be
objects of speech perception. If the elements are not pre-
served—if, say, vocal tract actions are not phonological
things and so acoustic signals cannot specify phonological
things—then listeners have to reconstruct the talker’s phono-
logical message from whatever they can perceive. This
would not foster achievement of parity.

The next four sections of the chapter review the literature
on phonological competence, planning, production, and per-
ception. The reviews will accurately reflect the near inde-
pendence of the research and theorizing that goes on in each
domain. However, I will suggest appropriate links between
domains that reflect the foregoing considerations.

PHONOLOGICAL COMPETENCE

The focus here is on how language users know the spoken
word forms of their language, concentrating on the phono-
logical primitives, consonants and vowels (phonetic or
phonological segments). Much of what we know about this
has been worked out by linguists with expertise in phonetics
or phonology. However, the reader will need to keep in mind
that the goals of a phonetician or phonologist are not neces-
sarily those of a psycholinguist. Psycholinguists want to
know how language users store spoken words. Phoneticians
seek realistic descriptions of the sound inventories of lan-
guages that permit insightful generalizations about universal
tendencies and ranges of variation cross-linguistically. Pho-
nologists seek informative descriptions of the phonological
systematicities that languages evidence in their lexicons.
These goals are not psychologically irrelevant, as we will see.
However, for example, descriptions of phonological word
forms that are most transparent to phonological regularities
may or may not reflect the way that people store word forms.
This contrast will become apparent below when theories of
linguistic phonology are compared specifically to a recent
hypothesis raised by some speech researchers that lexical
memory is a memory of word tokens (exemplars), not of
abstract word types.

Word forms have an internal structure, the component
parts of which are meaningless. The consonants and vowels
are also discrete and permutable. This is one of the ways
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in which language makes “infinite use of finite means”
(Von Humbolt, 1936/1972; see Studdert-Kennedy, 1998).
There is no principled limit on the size of a lexicon having to
do with the number of forms that can serve as words. And we
do know a great many words; Pinker (1994) estimates about
60,000 in the lexicon of an average high school graduate.
This is despite the fact that languages have quite limited
numbers of consonants and vowels (between 11 and 141 in
Maddieson’s (1984) survey of 317 representative languages
of the world).

In this regard, as Abler (1989) and Studdert-Kennedy
(1998) observe, languages make use of a “particulate princi-
ple” also at work in biological inheritance and chemical com-
pounding, two other domains in which infinite use is made of
finite means. All three of these systems are self-diversifying
in that, when the discrete particulate units of the domain
(phonological segments, genes, chemicals) combine to form
larger units, their effects do not blend but, rather, remain
distinct. (Accordingly, words that are composed of the same
phonological segments, such as “cat,” “act,” and “tack,”
remain distinct.). In language, this in part underlies the un-
boundedness of the lexicon and the unboundedness of what
we can use language to achieve. Although some writing
about speech production suggests that, when talkers coarticu-
late, that is, when they temporally overlap the production of
consonants and vowels in words, the result is a blending of
the properties of the consonants and vowels (as in Hockett’s,
1955, famous metaphor of coarticulated consonants and
vowels as smashed Easter eggs), this is a mistaken under-
standing of coarticulation. Certainly, the acoustic speech sig-
nal at any point in time is jointly caused by the production of
more than one consonant or vowel. However, the information
in its structure must be about discrete consonants and vowels
for the particulate principle to survive at the level of lexical
knowledge.

Phonetics

Feature Systems

From phonetics we learn that consonants and vowels can be
described by their featural attributes, and, when they are,
some interesting cross-linguistic tendencies are revealed.
Feature systems may describe consonants and vowels largely
in terms of their articulatory correlates, their acoustic corre-
lates, or both. A feature system that focuses on articulation
might distinguish consonants primarily by their place and
manner of articulation and by whether they are voiced or
unvoiced. Consider the stop consonants in English. Stop is a
manner class that includes oral and nasal stops. Production of

these consonants involves transiently stopping the flow of air
through the oral cavity. The stops of English are configured
as shown.

Bilabial Alveolar Velar

oral stops: voiced b d g
unvoiced p t k

nasal stops: voiced m n N

The oral and nasal voiced stops are produced with the vocal
folds of the larynx approximated (adducted); the oral voice-
less stops are produced with the vocal folds apart (abducted).
When the vocal folds are adducted and speakers exhale as
they speak, the vocal folds cyclically open and close releas-
ing successive puffs of air into the oral cavity. We hear a voic-
ing buzz in consonants produced this way. When the vocal
folds are abducted, air flows more or less unchecked by the
larynx into the oral cavity, and we hear such consonants as
unvoiced.

Compatible descriptions of vowels are in terms of height,
backing, and rounding. Height refers to the height of the
tongue in the oral cavity, and backing refers to whether the
tongue’s point of closest contact with the palate is in the back
of the mouth or the front. Rounding (and unroundedness)
refers to whether the lips are protruded during production of
the vowel as they are, for example, in the vowel in shoe.

Some feature systems focus more on the acoustic realiza-
tions of the features than on the articulatory realizations. One
example of such a system is that of Jakobson, Fant, and Halle
(1962), who, nonetheless, also provide articulatory correlates
of the features they propose. An example of a feature contrast
of theirs that is more obviously captured in acoustic than
articulatory terms is the feature [�grave]. Segments denoted
as [+ grave] are described as having acoustic energy that pre-
dominates in the lower region of the spectrum. Examples of
[+ grave] consonants are bilabials with extreme front articu-
lations and uvulars with extreme back places of articulation.
Consonants with intermediate places of articulation are
[– grave]. Despite the possible articulatory oddity of the fea-
ture contrast [�grave], Jakobson, Fant, and Halle had reason
to identify it as a meaningful contrast (see Ohala, 1996, for
some reasons).

Before turning to what one can learn by describing conso-
nants and vowels in terms of their features, consider two addi-
tional points that relate back to the stage-setting discussion
above. First, many different feature systems have been pro-
posed. Generally they are successful in describing the range of
consonants and vowels in the world’s languages and in captur-
ing the nature of phonological slips of the tongue that speakers
make (see section titled “Speech Errors”). Both of these
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observations are relevant to a determination of how language
users know the phonological forms of words. Nonetheless,
there are differences among the systems that may have psy-
chological significance. One relates back to the earlier discus-
sion of parity. I suggested there that a parity-fostering property
of languages would be a common currency in which messages
are stored, formulated, sent, and received so that the phonolog-
ical form of a message is preserved throughout a communica-
tive exchange.Within the context of that discussion, a proposal
that the features of consonants and vowels as language users
know them are articulatory implies that the common currency
is articulatory. A proposal that featural correlates are acoustic
suggests that the common currency is acoustic.

A second point is that there is a proposal in the literature
that the properties of consonants and vowels on which lan-
guage knowledge and use depends are not featural. Rather,
the phonological forms of words as we know them consist of
“gestures” (e.g., Browman & Goldstein, 1990). Gestures are
linguistically significant actions of the vocal tract. An exam-
ple is the bilabial closing gesture that occurs when speakers
of English produce /b/, /p/, or /m/. Gestures do not map 1:1
onto either phonological segments or features. For example,
/p/ is produced by appropriately phasing two gestures, a bil-
abial constriction gesture and a devoicing gesture. Because
Browman and Goldstein (1986) propose that voicing is the
default state of the vocal tract producing speech, /b/ is
achieved by just one gesture, bilabial constriction. As for the
sequences /sp/, /st/, and /sk/, they are produced by appropri-
ately phasing a tongue tip (alveolar) constriction gesture for
/s/ and another constriction gesture for /p/, /t/, or /k/ with a
single devoicing gesture that, in a sense, applies to both con-
sonants in the sequence.

Browman and Goldstein (e.g., 1986) have proposed that
words in the lexicon are specified as sequences of appropri-
ately phased gestures (that is, as gestural scores). In a parity-
fostering system in which these are primitives, the common
currency is gestural. This is a notable shift in perspective be-
cause the theory gives primacy to public phonological forms
(gestures) rather than to mental representations (features)
with articulatory or acoustic correlates.

Featural Descriptions and the Sound Inventories
of Languages

Featural descriptions of the sound inventories of languages
have proven quite illuminating about the psychological
factors that shape sound inventories. Relevant to our theme
of languages’ developing parity-fostering characteristics, re-
searchers have shown that two factors, perceptual distinctive-
ness and articulatory simplification (Lindblom, 1990), are

major factors shaping the consonants and vowels that lan-
guages use to form words. Perceptual distinctiveness is par-
ticularly important in shaping vowel inventories. Consider
two examples.

One is that, as noted earlier, vowels may be rounded (with
protruded lips) or unrounded. In Maddieson’s (1984) survey
of languages, 6% of front vowels were rounded, whereas
93.5% of back vowels were rounded. The evident reason for
the correlation between backing and rounding is perceptual
distinctiveness. Back vowels are produced with the tongue’s
constriction location toward the back of the oral cavity. This
makes the cavity in front of the constriction very long.
Rounding the lips makes it even longer. Front vowels are pro-
duced with the tongue constriction toward the front of the
oral cavity so that the cavity in front of the constriction is
short. An acoustic consequence of backing/fronting is the fre-
quency of the vowel’s second formant (i.e., the resonance as-
sociated with the acoustic signal for the vowel that is second
lowest in frequency [F2]). F2 is low for back vowels and high
for front vowels. Rounding back vowels lowers their F2 even
more, enhancing the acoustic distinction between front and
back vowels (e.g., Diehl & Kluender, 1989; Kluender, 1994).

A second example also derives from the study of vowel
inventories. The most frequently occurring vowels in
Maddieson’s (1984) survey were /i/ (a high front unrounded
vowel as in heat), /a/ (a low central unrounded vowel as in
hot) and /u/ (a high back rounded vowel as in hoot), occur-
ring in 83.9% (/u/) to 91.5% (/i/) of the language sample.
Moreover, of the 18 languages in the survey that have just
three vowels, 10 have those three vowels. Remarkably, most
of the remaining 8 languages have minor variations on the
same theme. Notice that these vowels, sometimes called the
point vowels, form a triangle in vowel space if the horizontal
dimension represents front-to-back and the vertical dimen-
sion vowel height:

i u
a

Accordingly, they are as distinct as they can be articulatorily
and acoustically. Lindblom (1986) has shown that a principle
of perceptual distinctiveness accurately predicts the location
of vowels in languages with more than three vowels. For
example, it accurately predicts the position of the fourth and
fifth vowels of five-vowel inventories, the modal vowel in-
ventory size in Maddieson’s survey.

Consonants do not directly reflect a principle of perceptual
dispersion as the foregoing configuration of English stop
consonants suggests. Very tidy patterns of consonants in
voicing, manner, and place space are common, yet such
patterns mean that phonetic space is being densely packed.
An important consideration for consonants appears to be
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articulatory complexity. Lindblom and Maddieson (1988)
classified consonants of the languages of the world into basic,
elaborated, and complex categories according to the com-
plexity of the articulatory actions required to produce them.
They found that languages with small consonant inventories
tend to restrict themselves to basic consonants. Further, lan-
guages with elaborated consonants always have basic conso-
nants as well. Likewise, languages with complex consonants
(for example, the click consonants of some languages of
Africa) always also have both basic and elaborated conso-
nants as well. In short, language communities prefer con-
sonants that are easy to produce.

Does the foregoing set of observations mean that language
communities value perceptual distinctiveness in vowels but
articulatory simplicity in consonants? This is not likely.
Lindblom (1990) suggests that the proper concept for under-
standing popular inventories both of vowels and of conso-
nants is that of “sufficient contrast.” Sufficient contrast is the
equilibrium point in a tug-of-war between goals of perceptual
distinctiveness and articulatory simplicity. The balance shifts
toward perceptual distinctiveness in the case of vowel sys-
tems, probably because vowels are generally fairly simple
articulatorily. Consonants vary more in that dimension, and
the balance point shifts accordingly.

The major global observation here, however, is that the
requirements of efficacious public language use clearly shape
the sound inventories of language. Achievement of parity
matters.

Features and Contrast: Onward to Phonology

An important concept in discussions of feature systems is
contrast. A given consonant or vowel can, in principle, be
exhaustively described by its featural attributes. However,
only some of those attributes are used by a language commu-
nity to distinguish words. For example, in the English till, the
first consonant is /t/, an unvoiced, alveolar stop. It is also
“aspirated” in that there is a longish unvoiced and breathy in-
terval from the time that the alveolar constriction by the
tongue tip is released until voicing for the following vowel
begins. The /t/ in still is also an unvoiced, alveolar stop, but it
is unaspirated. This is because, in the sequence /st/, although
both the /s/ and the /t/ are unvoiced, there is just one devoic-
ing gesture for the two segments, and it is phased earlier with
respect to the tongue constriction gesture for /t/ than it is
phased in till. Whereas a change in any of the voicing,
manner, or place features can create a new word of English
(voicing: dill; manner: sill; place: pill), a change in aspiration
does not. Indeed, aspiration will vary due to rate of speaking
and emphasis, but the /t/ in till will remain a /t/.

Making a distinction between contrastive and noncon-
trastive features historically allowed a distinction to be made
also in how consonants and vowels were characterized. Char-
acterizing them as phonological segments (or phonemes)
involved specifying only their contrastive features. Charac-
terizing them as phonetic segments (or phones) involved spec-
ifying fairly exactly how they were to be pronounced. To a
first approximation, the contrastive/noncontrastive distinc-
tion evolved into another relating to predictability that has had
a significant impact on how modern phonologists have char-
acterized lexical word forms. Minimally, lexical word forms
have to specify unpredictable features of words. These are ap-
proximately contrastive features. That is, that the word mean-
ing “medicine in a small rounded mass to be swallowed
whole” (Mish, 1990) is pill, not, say, till, is just a fact about
English language use. It is not predictable from any general
phonological or phonetic properties of English. Language
users have to know the sequence of phonological segments
that compose the word. However, the fact that the /p/ is aspi-
rated is predictable. Stressed-syllable initial unvoiced stops
are aspirated in English. An issue for phonologists has been
whether lexical word forms are abstract, specifying only un-
predictable features (and so giving rise to differences between
lexical and pronounced forms of words), or whether they are
fully specified.

The mapping of contrastive/noncontrastive onto pre-
dictable/unpredictable is not exact. In context, some con-
trastive features of words can be predictable. For example, if
a consonant of English is labiodental (i.e., produced with
teeth against lower lip as in /f/ or /v/), it must be a fricative.
And if a word begins /skr/, the next segment must be
[+ vocalic]. An issue in phonology has been to determine
what should count as predictable and lexically unspecified.
Deciding that determines how abstract in relation to their pro-
nounced forms lexical entries are proposed to be.

Phonology

Most phonologists argue that lexical forms must be abstract
with respect to their pronunciations. One reason that has
loomed large in only one phonology (Browman &
Goldstein’s, e.g., 1986, Articulatory Phonology) is that we do
not pronounce the same word the same way on all occasions.
Particularly, variations in speaking style (e.g., from formal to
casual) can affect how a word is pronounced. Lexical forms,
it seems (but see section titled “Another Abstractness Issue”),
have to be abstracted away from detail that distinguishes
those different pronunciations. A second reason given for ab-
stract word forms is, as noted above, that some properties of
word forms are predictable. Some linguists have argued that
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lexical entries should include just what is phonologically un-
predictable about a word. Predictable properties can be filled
in another way, by rule application, for example. A final rea-
son that words in the lexicon may be phonologically abstract
is that the same morpheme may be pronounced differently in
different words. For example, the prefixes on inelegant and
imprecise are etymologically the same prefix, but the alveolar
/n/ becomes labial /m/ before labial /p/ in imprecise. To cap-
ture in the lexicon that the morpheme is the same in the two
words, some phonologists have proposed that they be given a
common form there.

An early theory of phonology that focused on the second
and third reasons was Chomsky and Halle’s (1968) genera-
tive phonology. An aim there was to provide in the lexicon
only the unpredictable phonological properties of words and
to generate surface pronunciations by applying rules that pro-
vided the predictable properties. In this phonology, the
threshold was rather low for identifying properties as pre-
dictable, and underlying forms were highly abstract.

A recent theory of phonology that appears to have super-
seded generative phonology and its descendents is optimality
theory, first developed by Prince and Smolensky (1993). This
theory accepts the idea that lexical forms and spoken forms
are different, but it differs markedly from generative phonol-
ogy in how it gets from the one to the other.

In optimality theory, there are no rules mediating lexical
and surface forms. Rather, from a lexical form, a large num-
ber of candidate surface forms are generated. These are eval-
uated relative to a set of universal constraints. The constraints
are ranked in language-particular ways, and they are violable.
The surface form that emerges from the competition is the
one that violates the fewest and the lowest ranked constraints.
One kind of constraint that limits the abstractness of underly-
ing forms is called a faithfulness constraint. One of these
specifies that lexical and surface forms must be the same.
(More precisely, every segment or feature in the lexical entry
must have an identical correspondent in the surface form, and
vice versa.) This constraint is violated in imprecise, the lexi-
cal form of which will have an /n/ in place of the /m/. A sec-
ond constraint (the identical cluster constraint in Pulleyblank,
1997) requires that consonant clusters share place of articula-
tion. It is responsible for the surface /m/.

On the surface, this model is not plausible as a psycholog-
ical one. That is, no one supposes that, given a word to say,
the speaker generates lots of possible surface forms and then
evaluates them and ends up saying the optimal one. But there
are models that have this flavor and are considered to have
psychological plausibility. These are network models. In
those models (e.g., van Orden, Pennington, & Stone, 1990),

something input to the network (say, a written word) activates
far more in the phonological component of the model than
just the word’s pronunciation. Research suggests that this
happens in humans as well (e.g., Stone, Vanhoy, & Van
Orden, 1997). The activation then settles into a state reflect-
ing the optimal output, that is, the word’s actual pronun-
ciation. From this perspective, optimality theory may be a
candidate psychological model of the lexicon.

Another theory of phonology, articulatory phonology
(Browman & Goldstein, 1986), is markedly different from
both of those described above. It does not argue from pre-
dictability or from a need to preserve a common form for
the same morpheme in the lexicon that lexical entries are
abstract. Indeed, in the theory, they are not very abstract. As
noted earlier, primitive phonological forms in the theory are
gestures. Lexical entries specify gestural scores. The lexical
entries are abstract only with respect to variation due to
speaking style. An attractive feature of their theory, as
Browman and Goldstein (1995a) comment, is that phonol-
ogy and phonetics are respectively macroscopic and micro-
scopic descriptions of the same system. In contrast to this, in
most accounts, phonology is an abstract, cognitive represen-
tation, whereas phonetics is its physical implementation. In
an account of language production incorporating articula-
tory phonology, therefore, there need be no (quite mysteri-
ous) translation from a mental to a physical domain (cf.
Fowler, Rubin, Remez, & Turvey, 1980); rather, the same
domain is at once physical and cognitive (cf. Ryle, 1949).
Articulatory phonology is a candidate for a psychological
model.

Another Abstractness Issue: Exemplar Theories
of the Lexicon

Psychologists have recently focused on a different aspect of
the abstractness issue. The assumption has been until recently
that language users store word types, not word tokens, in the
lexicon. That is, even though listeners may have heard the
word boy a few million times, they have not stored memories
of those few million occurrences. Rather, listeners have just
one word boy in their lexicon.

In recent years, this idea has been questioned, and some
evidence has accrued in favor of a token or exemplar memory
(see chapter by Goldstone & Kersten in this volume). The
idea comes from theories of memory in cognitive psychol-
ogy. Clearly, not all of memory is a type memory. We can
recall particular events in our lives. Some researchers have
suggested that exemplar memory systems may be quite
pervasive. An example theory that has drawn the attention of
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speech researchers is Hintzman’s (e.g., 1986) memory model,
MINERVA. In the model, input is stored as a trace, which
consists of feature values along an array of dimensions.
When an input is presented to the model, it not only lays
down its own trace, but it activates existing traces to the ex-
tent that they are featurally similar to it. The set of activated
traces forms a composite, called the echo, which bears great
resemblance to a type (often called a prototype in this litera-
ture). Accordingly, the model can behave as if it stores types
when it does not.

In the speech literature, researchers have tested for an ex-
emplar lexicon by asking whether listeners show evidence of
retaining information idiosyncratic to particular occurrences
of words, typically, the voice characteristics of the speaker.
Goldinger (1996) provided an interesting test in which listen-
ers identified words in noise. The words were spoken in 2, 6,
or 10 different voices. In a second half of the test (after a
delay that varied across subjects), he presented some words
that had occurred in the first half of the test. The tokens in
the second half were produced by the same speaker who
produced them in the first half (and typically they were the
same token) or were productions by a different speaker. The
general finding was that performance identifying words was
better if the words were repeated by the speaker who had pro-
duced them in the first half of the test. This across–test-half
priming persisted across delays between test halves as long
as one week. This study shows that listeners retain token-
level memories of words (see also Goldinger, 1998). Does
it show that these token-level memories constitute word
forms in the mental lexicon? Not definitively. However, it is
now incumbent on theorists who retain the claim that the lex-
icon is a type memory to provide distinctively positive evi-
dence for it.

PHONOLOGICAL PLANNING

Speakers are creators of linguistic messages, and creation
requires planning. This is in part because utterances are syn-
tactically structured so that the meaning of a sentence is dif-
ferent from the summed meanings of its component words.
Syntactic structure can link words that are distant in a sen-
tence. Accordingly, producing a syntactically structured ut-
terance that conveys an intended message requires planning
units larger than a word. Planning may also be required to get
the phonetic, including the prosodic, form of an utterance
right.

For many years, the primary source of evidence about
planning for language production was the occurrence of

spontaneous errors of speech production. In approximately
the last decade other, experimentally generated, behavioral
evidence has augmented that information source.

Speech Errors

Speakers sometimes make mistakes that they recognize as er-
rors and are capable of correcting. For example, intending to
say This seat has a spring in it, a speaker said This spring has
a seat in it (Garrett, 1980), exchanging two nouns in the in-
tended utterance. Or intending to say It’s the jolly green giant,
a speaker said It’s the golly green giant (Garrett, 1980), antic-
ipating the /g/ from green. In error corpora that researchers
have collected (e.g., Dell, 1986; Fromkin, 1973; Garrett,
1980; Shattuck-Hufnagel, 1979), errors are remarkably sys-
tematic and, apparently, informative about planning for
speech production.

One kind of information provided by these error corpora
concerns the nature of planning units. Happily, they appear to
be units that linguists have identified as linguistically coher-
ent elements of languages. However, they do not include
every kind of unit identified as significant in linguistic theory.
In the two examples above, errors occurred on whole words
and on phonological segments. Errors involving these
units are common, as are errors involving individual mor-
phemes (e.g., point outed; Garrett, 1980). In contrast, sylla-
ble errors are rare and so are feature errors (as in Fromkin’s,
1973, glear plue sky). Rime (that is, the vowel and any
postvocalic consonants of a syllable) errors occur, but conso-
nant-vowel (CV) errors are rare (Shattuck-Hufnagel, 1983).
This is not to say that syllables and features are irrelevant in
speech planning. They are relevant, but in a different way
from words and phonemes.

Not only are the units that participate in errors tidy, but the
kinds of errors that occur are systematic too. In the word
error above, quite remarkably, two words exchanged places.
Sometimes, instead, one word is anticipated, but it also oc-
curs in its intended slot (This spring has a spring in it) or a
word is perseverated (This seat has a seat in it). Sometimes,
noncontextual substitutions occur in which a word appears
that the speaker did not intend to say at all (This sheep has a
spring in it). Additions and deletions occur as well. To a close
approximation, the same kinds of errors occur on words and
phonological segments.

Errors have properties that have allowed inferences to
be drawn about planning for speech production. Words
exchange, anticipate, and perseverate over longer distances
than do phonological segments. Moreover, word substitu-
tions appear to occur in two varieties: semantic (e.g., saying
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summer when meaning to say winter) and form-based
(saying equivocal when meaning to say equivalent). These
observations suggested to Garrett (1980) that two broad
phases of planning occur. At a functional level, lemmas (that
is, words as semantic and syntactic entities) are slotted into a
phrasal structure. When movement errors occur, lemmas
might be put into the wrong phrasal slot, but because their
syntactic form class determines the slots they are eligible for,
when words anticipate, perseverate, or exchange, they are
members of the same syntactic category. Semantic substitu-
tion errors occur when a semantic neighbor of an intended
word is mistakenly selected. At a positional level, planning
concerns word forms rather than their meanings. This is
where sound-based word substitutions may occur.

For their part, phonological segment errors also have
highly systematic properties. They are not sensitive, as word
movement errors are, to the syntactic form class of the words
involved in the errors. Rather, they are sensitive to phonolog-
ical variables. Intended and erroneous segments in errors
tend to be featurally similar, and their intended and actual
slots are similar in two ways. They tend to have featurally
similar segments surrounding them, and they come from
the same syllable position. That is, onset (prevocalic) conso-
nants move to other onset positions, and codas (postvocalic
consonants) move to coda positions.

These observations led theorists (e.g., Dell, 1986; Shattuck-
Hufnagel, 1979) to propose that, in phonological planning, the
phonemes that compose words to be said are slotted into syl-
labic frames. Onsets exchange with onsets, because, when an
onset position is to be filled, only onset consonants are candi-
dates for that slot. There is something intuitively displeasing
about this idea, but there is evidence for it, theorists have of-
fered justifications for it, and there is at least one failed attempt
to avoid proposing a frame (Dell, Juliano, & Govindjee, 1993).
The idea of slotting the phones of a word into a structural
frame is displeasing, because it provides the opportunity for
speakers to make errors, but seems to accomplish little else.
The phones of words must be serially ordered in the lexical
entry. Why reselect and reorder them in the frame? One justifi-
cation has to do with productivity (e.g., Dell, 1986; Dell,
Burger, & Svec, 1997). The linguistic units that most fre-
quently participate in movement errors are those that we use
productively. That is, words move, and we create novel sen-
tences by selecting words and ordering them in new ways.
Morphemes move, and we coin some words (e.g., videocas-
sette) by putting morphemes together into novel combinations.
Phonemes move, and we coin words by selecting consonants
and vowels and ordering them in new ways (e.g., smurf ). The
frames for sentences (that is, syntactic structure) and for sylla-
bles permit the coining of novel sentences and words that fit

the language’s constraints on possible sentences and possible
words.

Dell et al. (1993; see also Dell & Juliano, 1996) developed
a parallel-distributed network model that allowed accurate
sequences of phones to be produced without a frame-content
distinction. The model nonetheless produced errors hitherto
identified as evidence for a frame. (For example, errors were
phonotactically legal the vast majority of the time, and con-
sonants substituted for consonants and vowels for vowels.)
However, the model did not produce anticipations, perse-
verations, or exchanges, and, even with modifications that
would give rise to anticipations and perseverations, it would
not make exchange errors. So far, theories and models that
make the frame-content distinction have the edge over any
that lack it.

Dell (1986) more or less accepted Garrett’s (1980) two-
tiered system for speech planning. However, he proposed
that the lexical system in which planning occurs has both
feedforward (word to morpheme to syllable constituent to
phone) links and feedback links, with activation of planned
lexical units spreading bidirectionally. The basis for this idea
was a set of findings in speech error corpora. One is that, al-
though phonological errors do create nonwords, they create
words at a greater than chance rate. Moreover, in experi-
mental settings, meaning variables can affect phonological
error rates (see, e.g., Motley, 1980). Accordingly, when
planning occurs at the positional level, word meanings are
not irrelevant, as Garrett had supposed. The feedforward
links in Dell’s network provide the basis for this influence.
A second finding is that semantic substitutions (e.g., the
summer/winter error above) tend to be phonologically more
related than are randomly re-paired intended and error
words. This implies activation that spreads along feedback
links.

In the last decade, researchers developed new ways to
study phonological planning. One reason for these develop-
ments is concern about the representativeness of error cor-
pora. Error collectors can only transcribe errors that they
hear. They may fail to hear errors or mistranscribe them for a
variety of reasons. Some errors occur that are inaudible. This
has been shown by Mowrey and MacKay (1990), who mea-
sured activity in muscles of the vocal tract as speakers pro-
duced tongue twisters (e.g., Bob flew by Bligh Bay). In some
utterances, Mowrey and MacKay observed tongue muscle
activity for /l/ during production of Bay even though the word
sounded error free to listeners. The findings show that errors
occur that transcribers will miss. Mowrey and MacKay also
suggest that their data show that subphonemic errors occur, in
particular, in activation of single muscles. This conclusion is
not yet warranted by their data, because other, unmonitored
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muscles for production of an intruding phoneme might also
have been active. However, it is also possible that errors may
appear to the listener tidier than they are.

We know, too, that listeners tend to “fluently restore”
(Marslen-Wilson & Welsh, 1978) speech errors. They may
not hear errors that are, in principle, audible, because they are
focusing on the content of the speaker’s utterance, not its
form. These are not reasons to ignore the literature on speech
errors; it has provided much very useful information. How-
ever, it is a reason to look for converging measures, and that
is the next topic.

Experimental Evidence About Phonological Planning

Some of the experimental evidence on phonological planning
has been obtained from procedures that induce speech errors
(e.g., Baars, Motley, & MacKay, 1975; Dell, 1986). Here,
however, the focus is on findings from other procedures in
which production response latencies constitute the main
dependent measure.

This research, pioneered by investigators at the Max
Planck Institute for Psycholinguistics in the Netherlands, has
led to a theory of lexical access in speech production (Levelt,
Roelofs, & Meyer, 1999) that will serve to organize presen-
tation of relevant research findings. The theory has been
partially implemented as a computational model, WEAVER
(e.g., Roelofs & Meyer, 1998). However, I will focus on the
theory itself. It begins by representing the concepts that a
speaker might choose to talk about, and it describes processes
that achieve selection of relevant linguistic units and ulti-
mately speech motor programs. Discussion here is restricted
to events beginning with word form selection.

In the theory, selection of a word form provides access to
the word’s component phonological segments, which are ab-
stract, featurally underspecified segments (see section titled
“Features and Contrast: Onward to Phonology”). If the word
does not have the default stress pattern (with stress on the syl-
lable with the first full vowel for both Dutch and English
speakers), planners also access a metrical frame, which spec-
ifies the word’s number of syllables and its stress pattern. For
words with the default pattern, the metrical frame is con-
structed online. In this theory, as in Dell’s, the segments are
types, not tokens, so that the /t/ in touch is the very /t/ in tiny.
This allows for the possibility of form priming. That is,
preparing to say a word that shares its initial consonant with
a prime word can facilitate latency to produce the target
word. In contrast to Dell’s (1986) model, however, conso-
nants are not exclusively designated either onset consonants
or coda consonants. That is, the /t/ in touch is also the very /t/
in date.

Accessed phonological segments are spelled out into
phonological word frames. This reflects an association of the
phonological segments of a word with the metrical frame, if
there is an explicit one in the lexical entry, or with a frame
computed on line. This process, called prosodification, is pro-
posed to be sequential; that is, segments are slotted into the
frame in an early-to-late (left-to-right) order.

Meyer and Shriefers (1991) found evidence of form prim-
ing and a left-to-right process in a picture-naming task. In one
experiment, at some stimulus onset asynchrony (SOA) be-
fore or after presentation of a picture, participants heard a
monosyllabic word that overlapped with the monosyllabic
picture name at the beginning (the initial CV), at the end (the
VC), or not at all. On end-related trials, the SOA between
word and picture was adjusted so that the VC’s temporal
relation to the picture was the same as that of the CV of
begin-related words. On some trials no priming word was
presented. The priming stimulus generally slowed re-
sponses to the picture, but, at some SOAs, it did so less if it
was related to the target. For words that overlapped with the
picture name in the initial CV, the response time advantage
(over response times to pictures presented with unrelated
primes) was significant when words were presented 150 ms
before the pictures (but not 300 ms before) and continued
through the longest lagging SOA tested, when words were
presented 150 ms after the picture. For words overlapping
with the picture name in the final VC, priming began to have
an effect at 0 ms SOA and continued through the 150-ms lag
condition. The investigators infer that priming occurs during
phonological encoding, that is, as speakers access the phono-
logical segments of the picture name. Perhaps at a 300-ms
lead the activations of phonological segments shared be-
tween prime and picture name have decayed by the time the
picture is processed. However, by a 150-ms lead, the prime
facilitates naming the picture, because phonemes activated
by its presentation are still active and appropriate to the pic-
ture. The finding that end-related primes begin facilitating
later than begin-related items, even though the overlapping
phonemes in the prime bore the same temporal relation to the
picture’s presentation as did the overlapping CVs or initial
syllables, suggests an early-to-late process. 

Using another procedure, Meyer (1990, 1991) also found
form priming and evidence of a left-to-right process. Meyer
(1990) had participants learn word pairs. Then, prompted by
the first word of the pair, they produced the second. In homo-
geneous sets of word pairs, disyllabic response words of each
pair shared either their first or their second syllable. In het-
erogeneous sets, response words were unrelated. The ques-
tion was whether, across productions of response words in
homogeneous sets, latencies would be faster than to response
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words in heterogeneous sets, because segments in the over-
lapping syllables would remain prepared for production.
Meyer found shorter response latencies only in the homoge-
neous sets in which the first syllable was shared across re-
sponse words. In a follow-up study, Meyer (1991) showed
savings when word onsets were shared but not when rimes
were shared. On the one hand, these studies provide evidence
converging with that of Meyer and Shriefers (1991) for form
priming and left-to-right preparation. However, the evidence
appears to conflict in that Meyer (1990, 1991) found no end-
overlap priming, whereas Meyer and Shriefers did. Levelt
et al. (1999) suggested, as a resolution, that the latter results
occur as the segments of a lexical item are activated, whereas
the results of Meyer reflect prosodification (that is, merging
of those segments with the metrical frame).

The theory of Levelt et al. (1999) makes a variety of
predictions about the prosodification process. First, the
phonological segments and the metrical frame are retrieved
as separate entities. Second, the metrical frame specifies only
the number of syllables in the word and the word’s stress pat-
tern; it does not specify the CV pattern of the syllables. Third,
for words with the default stress pattern, no metrical frame is
retrieved; rather, it is computed online.

Roelofs and Meyer (1998) tested these predictions using
the implicit priming procedure. In the first experiment, in
homogeneous sets, response words were disyllables with
second-syllable stress that shared their first syllables; het-
erogeneous sets had unrelated first syllables. Alternatively,
homogeneous (same first syllables) and heterogeneous
(unrelated first syllables) response words had a variable num-
ber of syllables (2–4) with second-syllable stress. None of the
words in this and the following experiments had the default
stress pattern, so that, according to the theory, a metrical
frame had to be retrieved. Priming (that is, an advantage in
response latency for the homogeneous as compared to the
heterogeneous sets) occurred only if the number of syllables
was the same across response words. This is consistent with
the prediction that the metrical frame specifies the number of
syllables. A second experiment confirmed that, with the num-
ber of syllables per response word held constant, the stress
pattern had to be shared for priming to occur. A third experi-
ment tested the prediction that shared CV structure did not in-
crease priming. In this experiment, response words were
monosyllables that, in homogeneous sets, shared their initial
consonant clusters (e.g., br). In one kind of homogeneous set,
the words shared their CV structure (e.g., all were CCVCs);
in another kind of homogeneous set, they had different CV
structures. The two homogeneous sets produced equivalent
priming relative to latencies to produce heterogeneous re-
sponses. This is consistent with the claim of the theory that

the metrical frame only specifies the number of syllables, but
not the CV structure of each syllable. Subsequent experi-
ments showed that shared number of syllables with no seg-
mental overlap and shared stress pattern without segmental
overlap give rise to no priming. Accordingly, it is the integra-
tion of the word’s phonological segments with the metrical
frame that underlies the priming effect.

Finally, in a study by Meyer, Roelofs, and Schiller, de-
scribed by Levelt et al. (1999), Meyer et al. examined words
with the default stress pattern for Dutch. In this case, no met-
rical frame should be retrieved and so none can be shared
across response words. Meyer et al. found that for words that
shared their initial CVs and that had the default stress pattern
for Dutch, shared metrical structure did not increase priming.

The next process in the theory is phonetic encoding in
which talkers establish a gestural score (see section titled
“Feature Systems”) for each phonological word. This phase
of talking is not well worked out by Levelt et al. (1999), and
it is the topic of the next major section (“Speech Produc-
tion”). Accordingly, I will not consider it further here.

Disagreements Between the Theories of Dell, 1986,
and Levelt et al., 1999

Two salient differences between the theory of Dell (1986),
developed largely from speech error data, and that of Levelt
et al. (1999), developed largely from speeded naming data,
concern feedback and syllabification. Dell’s model includes
feedback. The theory of Levelt et al. and Roelof and Meyer’s
(1998) model WEAVER do not. In Dell’s model, phones are
slotted into a syllable frame, whereas in the theory of Levelt
et al., they are slotted into a metrical frame that specifies the
number of syllables, but not their internal structure.

As for the disagreement about feedback, the crucial error
data supporting feedback consist of such errors as saying
winter for summer, in which the target and the error word
share both form and meaning. In Dell’s (1986) model, form
can affect activation of lexical items via feedback links in the
network. Levelt et al. (1999) suggest that these errors are
monitoring failures. Speakers monitor their speech, and they
often correct their errors. Levelt et al. suggest that the more
phonologically similar the target and error words are, the
more likely the monitor is to fail to detect the error.

The second disagreement is about when during planning
phonological segments are syllabified. In Dell’s (1986)
model, phones are identified with syllable positions in the
lexicon, and they are slotted into abstract syllable frames in
the course of planning for production. In the theory of Levelt
et al. (1999), syllabification is a late process, as it has to be to
allow resyllabification to occur. There is evidence favoring
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both sides. As described earlier, Roelofs and Meyer (1998)
reported that implicit priming occurs across response words
that share stress pattern, number of syllables, and phones at
the beginning of the word, but shared syllable structure does
not increase priming further. Sevald, Dell, and Cole (1995)
report apparently discrepant findings. Their task was to have
speakers produce a pair of nonwords repeatedly as quickly as
possible in a 4-s interval. They measured mean syllable pro-
duction time and found a 30-ms savings if the nonwords
shared the initial syllable. For example, the mean syllable
production time for KIL KIL.PER (where the “.” signals the
syllable boundary) was shorter than for KILP KIL.PER or
KIL KILP.NER. Remarkably, they also found shorter produc-
tion times when only syllable structure was shared (e.g.,
KEM TIL.PER). These findings show that, at whatever stage
of planning this effect occurs, syllable structure matters, and
an abstract syllable frame is involved. This disagreement,
like the first, remains unresolved (see also Santiago &
MacKay, 1999).

SPEECH PRODUCTION

Communication by language use requires that speakers act in
ways that count as linguistic. What are the public events that
count as linguistic? There are two general points of view.
The more common one is that speakers control their actions,
their movements, or their muscle activity. This viewpoint is in
common with most accounts of control over voluntary activity
(see chapter by Heuer in this volume). A less common view,
however, is that speakers control the acoustic signals that they
produce. A special characteristic of public linguistic events is
that they are communicative. Speech activity causes an acoustic
signal that listeners use to determine a talker’s message.

As the next major section (“Speech Perception”) will re-
veal, there are also two general views about immediate ob-
jects of speech perception. Here the more common view is
that they are acoustic. That is, after all, what stimulates the
perceiver’s auditory perceptual system. A less common view,
however, is that they are articulatory or gestural.

An irony is that the most common type of theory of pro-
duction and the most common type of theory of perception do
not fit together. They have the joint members of commu-
nicative events producing actions, but perceiving acoustic
structure. This is unlikely to be the case. Communication
requires prototypical achievement of parity, and parity is
more likely to be achieved if listeners perceive what talkers
produce. In this section, I will present instances of both types
of production theory, and in the next section, both types of
perception theory. The reader should keep in mind that

considerations of parity suggest that the theories should be
linked. If talkers aim to produce particular acoustic pattern-
ings, then acoustic patterns should be immediate perceptual
objects. However, if talkers aim to produce particular ges-
tures, then that is what listeners should perceive.

How Acoustic Speech Signals Are Produced

Figure 9.1 shows the vocal tract, the larynx, and the respira-
tory system. Articulators of the vocal tract include the jaw,
the tongue (with relatively independent control of the tip or
blade and the tongue body), the lips, and the velum. Also in-
volved in speech is the larynx, which houses the vocal folds,
and the lungs. In prototypical production of speech, acoustic
energy is generated at a source, in the larynx or oral cavity. In
production of vowels and voiced consonants, the vocal folds
are adducted. Air flow from the lungs builds up pressure be-
neath the folds, which are blown apart briefly and then close
again. This cycling occurs at a rapid rate during voiced
speech. The pulses of air that escape whenever the folds are
blown apart are filtered by the oral cavity. Vowels are pro-
duced by particular configurations of the oral cavity achieved
by positioning the tongue body toward the front (e.g., for /i/)
or back (e.g., for /a/) of the oral cavity, close to the palate
(e.g., /i/, /u/) or farther away (e.g., /a/), with lips rounded (/u/)
or not. In production of stop consonants, there is a complete

Figure 9.1 The speech sound producing system (from Borden, Harris, &
Raphael, 1994). Reprinted with permission.

[Image not available in this electronic edition.]
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stoppage of airflow through the oral cavity for some time due
to a constriction that, in English, occurs at the lips (/b/, /p/,
/m/), with the tongue tip against the alveolar ridge of the
palate (/d/, /t/, /n/) or with the tongue body against the velum
(/g/, /k/, /ŋ/). For the nasal consonants, /m/, /n/, and /ŋ/, the
velum is lowered, allowing airflow through the nose. For
fricatives, the constriction is not complete, so that airflow is
not stopped, but the constriction is sufficiently narrow to
cause turbulent, noisy airflow. This occurs in English, for ex-
ample, in /s/, /f/, and /θ/ (the initial consonant of, e.g., theta).
Consonants of English can be voiced (vocal folds adducted)
or unvoiced (vocal folds abducted).

The acoustic patterning caused by speech production
bears a complex relation to the movements that generate it. In
many instances the relation is nonlinear, so that, for example,
a small movement may generate a marked change in the
sound pattern (as, for example, when the narrow constriction
for /s/ becomes the complete constriction for /t/). In other
instances, a fairly large change in vocal tract configuration
can change the acoustic signal rather little. Stevens (e.g.,
1989) calls these “quantal regions,” and he points out that
language communities exploit them, for example, to reduce
the requirement for extreme articulatory precision.

Some Properties of Speech That a Production Theory
Needs to Explain

Like all intentional biological actions, speaking is coordi-
nated action. Absent coordination, as Weiss (1941) noted, ac-
tivity would consist of “unorganized convulsions.” What is
coordination? It is (cf. Turvey, 1990) a reduction in the de-
grees of freedom of an organism with a consequent reduction
in its dimensionality. This reduces the outputs the system can
produce, restricting them to the subset of outcomes consistent
with the organism’s intentions. Although it is not (wholly)
biological, I like to illustrate this idea using the automobile.
Cars have axles between the front wheels so that, when the
driver turns the steering wheel, both front wheels are con-
strained to turn together. The axle reduces the degrees of free-
dom of movement of the car-human system, preventing
movements in which the car’s front wheels move indepen-
dently, and it lowers the dimensionality of the system by link-
ing the wheels. However, the reduction in power is just what
the driver wants; that is, the driver only wants movements in
which the wheels turn cooperatively.

The lowering of the dimensionality of the system creates
macroscopic order consistent with an actor’s intentions; that
is, it creates a special purpose device. In the domain of action,
these special purpose devices are sometimes called “coordi-
native structures” (Easton, 1972) or synergies. In the vocal

tract, they are linkages among articulators that achieve coor-
dinated action. An example is a transient linkage between the
jaw and two lips that achieves lip closure for /b/, /p/, and /m/
in English.

An important characteristic of synergies is that they give
rise to motor equivalence: that is, the ability to achieve the
same goal (e.g., lip closure in the example above), in a vari-
ety of ways. Speakers with a bite block held between their
teeth to immobilize the jaw (at a degree of opening too wide
for normal production of /i/, for example, or too closed for
normal production of /a/) produce vowels that are near nor-
mal from the first pitch pulse of the first vowel they produce
(e.g., Lindblom, Lubker, & Gay, 1979). An even more strik-
ing finding is that speakers immediately compensate for on-
line articulatory perturbations (e.g., Abbs & Gracco, 1984;
Kelso, Tuller, Vatikiotis-Bateson, & Fowler, 1984; Shaiman,
1989). For example, in research by Kelso et al. (1984), on an
unpredictable 20% of trials, a jaw puller pulled down the jaw
of a speaker producing It’s a bab again as the speaker was
closing his lips for the final /b/ of bab. Within 20–30 ms of
the perturbation, extra activity of an upper lip muscle (com-
pared to its activity on unperturbed trials) occurred, and clo-
sure for /b/ was achieved. When the utterance was It’s a baz
again, jaw pulling caused extra activity in a muscle of
the tongue, and the appropriate constriction was achieved.
These responses to perturbation are fast and functional (cf.
Löfquist, 1997).

These immediate and effective compensations contrast
with others. When Savariaux, Perrier, and Orliaguet (1995)
had talkers produce /u/ with a lip tube that prevented round-
ing, tongue backing could compensate for some acoustic
consequences of the lip tube. Of 11 participants in the study,
however, 4 showed no compensation at all (in about 20
attempts); 6 showed a little, but not enough to produce a nor-
mal acoustic signal for /u/; just 1 achieved full compensation.
Similarly, in research by Hamlet and Stone (e.g., 1978;
Hamlet, 1988), after one week’s experience, speakers failed
to compensate fully for an artificial palate that changed the
morphology of their vocal tract. What is the difference be-
tween the two sets of studies that explains the differential
success of compensation? Fowler and Saltzman (1993) sug-
gest that the bite block and on-line perturbation studies may
use perturbations that approximately occur in nature,
whereas the lip tube and the artificial palate do not. That is,
competing demands may be placed on the jaw because ges-
tures overlap in time. For example, the lip-closing gesture for
/b/ may overlap with the gestures for an open vowel. The
vowel may pull down the jaw so that it occupies a more open
position for /b/ than it does when /b/ gestures overlap with
those for the high vowel /i/. Responses to the bite block and
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Figure 9.2 Data from Fowler (1994). Plots for /b/, /d/ and /z/ of F2 at
vowel midpoint by F2 at syllable onset.

to on-line perturbations of the jaw may be immediate and ef-
fective because talkers develop flexible synergies for produc-
ing vowels with a range of possible openings of the jaw and
consonants with a range of jaw closings. However, nothing
prevents lip protrusion in nature, and nothing changes the
morphology of the vocal tract. Accordingly, synergies to
compensate for those perturbations do not develop.

Indeed, gestural overlap (that is, coarticulation) is a perva-
sive characteristic of speech and therefore is a characteristic
that speakers need to learn both to achieve and to compensate
for. Coarticulation is a property of action that can only occur
when discrete actions are sequenced. Coarticulation has been
described in a variety of ways: as spreading of features from
one segment to another (as when rounding of the lips from /u/
occurs from the beginning of a word such as strew) or as as-
similation. However, most transparently, when articulatory
activity is tracked, coarticulation is a temporal overlap of ar-
ticulatory activity for neighboring consonants and vowels.
Overlap occurs both in an anticipatory (right-to-left) and a car-
ryover (perseveratory, left-to-right) direction. This characteri-
zation in terms of gestural overlap is sometimes called
coproduction. Its span can be segmentally extensive as when
vowel-to-vowel coarticulation occurs over intervening con-
sonants (e.g., Fowler & Brancazio, 2000; Öhman, 1966;
Recasens, 1984). However, it is not temporally very extensive,
spanning perhaps no more than about 250 ms (cf. Fowler &
Saltzman, 1993). According to the frame theory of coarticula-
tion (e.g., Bell-Berti & Harris, 1981), in anticipatory coarticu-
lation of such gestures as lip rounding for a rounded vowel
(e.g., Boyce, Krakow, Bell-Berti, & Gelfer, 1990) or nasaliza-
tion for a nasalized consonant (e.g., Bell-Berti & Krakow,
1991; Boyce et al., 1990) the anticipating gesture is not linked
to the gestures for other segments with which it overlaps in
time; rather, it remains tied to other gestures for the segment,
which it anticipates by an invariant interval.

An interesting constraint on coarticulation is coarticulation
resistance (Bladon & Al-Bamerni, 1976). This reflects the dif-
ferential extent to which consonants or vowels resist coarticu-
latory encroachment by other segments. Recasens’s research
(e.g., 1984) suggests that resistance to vowels among conso-
nants varies with the extent to which the consonants make use
of the tongue body, also required for producing vowels.
Accordingly, a consonant such as /b/ that is produced with the
lips is less resistant than one such as /d/, which uses the tongue
(cf. Fowler & Brancazio, 2000).An index of coarticulation re-
sistance is the slope of the straight-line relation between F2 at
vowel midpoint of a CV and F2 at syllable onset for CVs
in which the vowel varies but the consonant is fixed (see
many papers by Sussman, e.g., Sussman, Fruchter, Hilbert, &
Sorish, 1999a). Figure 9.2 shows data from Fowler (1994).

The low resistant consonant /b/ has a high slope, indicating
considerable coarticulatory effect of the vowel on /b/’s
acoustic manifestations at release; the slope for /d/ is much
shallower; that for /z/ is slightly shallower than that for /d/.
Fowler (1999) argues that the straight-line relation occurs be-
cause a given consonant resists coarticulation by different
vowels to an approximately invariant extent; Sussman et al.
(1999a; Sussman, Fruchter, Hilbert, & Sirosh, 1999b) argue
that speakers produce the straight-line relation intentionally,
because it fosters consonant identification and perhaps learn-
ing of consonantal place of articulation.

A final property of speech that will require an account by
theories of speech production is the occurrence of phase tran-
sitions as rate is increased. This was first remarked on by
Stetson (1951) and has been pursued by Tuller and Kelso
(1990, 1991). If speakers begin producing /ip/, as rate in-
creases, they shift to /pi/. Beginning with /pi/ does not lead to
a shift to /ip/. Likewise, Gleason, Tuller, and Kelso (1996)
found shifts from opt to top, but not vice versa, as rate in-
creased. Phase transitions are seen in other action systems;
for example, they underlie changes in gait from walk to trot
to canter to gallop. They are considered hallmarks of nonlin-
ear dynamical systems (e.g., Kelso, 1995). The asymmetry in
direction of the transition suggests a difference in stability
such that CVs are more stable than VCs (and CVCs than
VCCs).

Acoustic Targets of Speech Production

I have described characteristics of speech production, but not
its goals. Its goals are in contention. Theories that speakers
control acoustic signals are less common than those that they
control something motoric; however, there is a recent example
in the work of Guenther and colleagues (Guenther, Hampson,
& Johnson, 1998). Guenther et al. offer four reasons why
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targets are likely to be acoustic (in fact, are likely to be the
acoustic signal as they are transduced by the auditory system).
Opposing a theory that speakers control gestural constrictions
(see section titled “Gestural Targets of Speech Production”) is
that, in the authors’view, there is not very good sensory infor-
mation about many vocal tract constrictions (e.g., con-
strictions for vowels where there is no tactile contact between
the tongue and some surface). Moreover, although it is true
that speakers achieve nearly invariant constrictions (e.g., they
always close their lips to say /b/), this can be achieved by a
model in which targets are auditory. Third, control over in-
variant constriction targets would limit the system’s ability to
compensate when perturbations require new targets. (This is
quite right, but, in the literature, this is exactly where compen-
sations to perturbation are not immediate or generally effec-
tive. See the studies by Hamlet & Stone, 1978; Hamlet, 1988;
Savariaux et al., 1995; Perkell, Matthies, Svirsky, & Jordan,
1993.) Finally, whereas many studies have shown directly
(Delattre & Freeman, 1968) or by suggestive acoustic evi-
dence (Hagiwara, 1995) that American English /r/ is produced
differently by different speakers and even differently by the
same speaker in different phonetic contexts, all of the gestural
manifestations produce a similar acoustic product.

In the DIVA model (Guenther et al., 1998), planning for
production begins with choice of a phoneme string to pro-
duce. The phonemes are mapped one by one onto target re-
gions in auditory-perceptual (speech-sound) space. The maps
are to regions rather than to points in order to reflect the fact
that the articulatory movements and acoustic signals are dif-
ferent for a given phoneme due to coarticulation and other
perturbations. Information about the model’s current location
in auditory-perceptual space in relation to the target region
generates a planning vector, still in auditory-perceptual space.
This is mapped to a corresponding articulatory vector, which
is used to update articulatory positions achieved over time.

The model uses mappings that are learned during a bab-
bling phase. Infant humans babble on the way to learning to
speak. That is, typically between the ages of 6 and 8 months,
they produce meaningless sequences that sound as if they are
composed of successive CVs. Guenther et al. propose that,
during this phase of speech development, infants map in-
formation about their articulations onto corresponding con-
figurations in auditory-perceptual space. The articulatory
information is from orosensory feedback from their articula-
tory movements and from copies of the motor commands that
the infant used to generate the movements. The auditory per-
ceptual information is from hearing what they have pro-
duced. This mapping is called a forward model; inverted, it
generates movement from auditory-perceptual targets. To
this end, the babbling model learns two additional mappings,

from speech-sound space, in which (see above) auditory-
perceptual target regions corresponding to phonemes are rep-
resented as vectors through the space that will take the model
from its current location to the target region, and from those
trajectories to trajectories in articulatory space.

An important idea in the model is that targets are regions
rather than points in acoustic-auditory space. This allows the
model to exhibit coarticulation and, with target regions of
appropriate ranges of sizes, coarticulation resistance. The
model also shows compensation for perturbations, because if
one target location in auditory-perceptual space is blocked,
the model can reach another location within the target region.
Successful phoneme production does not require achievement
of an invariant configuration in either auditory-perceptual or
articulatory space. This property of the model underlies its
failure to distinguish responses to perturbation that are imme-
diately effective from those that require some relearning. The
model shows immediate compensations for both kinds of per-
turbation. It is silent on phase transitions.

Gestural Targets of Speech Production

Theories in which speakers control articulation rather than
acoustic targets can address all or most of the reasons that
underlay Guenther et al.’s (1998) conclusion that speakers
control perceived acoustic consequences of production. For
example, Guenther et al. suggest that if talkers controlled
constrictions, it would unduly limit their ability to compen-
sate for perturbations where compensation requires changing
a constriction location, rather than achieving the same con-
striction in a different way. A response to this suggestion is
that talkers do have more difficulty when they have to learn a
new constriction. The response of gesture theorists to /r/ as a
source of evidence that acoustics are controlled will be pro-
vided after a theory has been described.

Figure 9.3 depicts a model in which controlled primitives
are the gestures of Browman and Goldstein’s (e.g., 1986) ar-
ticulatory phonology (see section titled “Feature Systems”).

Figure 9.3 Haskins’ Computational Gestural Model.
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Figure 9.4 Tract Variables for gestures and the articulators comprising
their coordinative structures.

Gestures create and release constrictions in the vocal tract.
Figure 9.4 displays the tract variables that are controlled
when gestures are produced and the gestures’ associated
articulators. In general, tract variables specify constriction
locations (CLs) and constriction degrees (CD) in the vocal
tract. For example, to produce a bilabial stop, the constriction
location is a specified degree of lip protrusion and the con-
striction degree is maximal; the lips are closed. The articula-
tors that achieve these values of the tract variables are the lips
and the jaw.

The linguistic gestural model of Figure 9.3 generates ges-
tural scores such as that in Figure 9.5. The scores specify the
gestures that compose a word and their relative phasing. Ges-
tural scores serve as input to the task dynamic model (e.g.,
Saltzman, 1991; but see Saltzman, 1995; Saltzman & Byrd,
1999). Gestures are implemented as two-tiered dynamical
(mass-spring) systems. At an initial level the systems refer to
tract variables, and the dynamics are of point attractors.
These dynamics undergo a one-to-many transformation to
articulator space. Because the transformation is one-many,

tract variable values can be achieved flexibly. Because the
gestural scores specify overlap between gestures, the model
coarticulates; moreover (e.g., Saltzman, 1991), it mimics
some of the findings in the literature on coarticulation resis-
tance. In particular, the high resistant consonant /d/ achieves
its target constriction location regardless of the vowels with
which it overlaps; the constriction location of the lower resis-
tant /g/ moves with the location of the vowel gesture. The
model also compensates for the kinds of perturbations to
which human talkers compensate immediately (bite blocks
and on-line jaw or lip perturbations in which invariant
constrictions are achieved in novel ways). It does not show
the kinds of compensations studied by Hamlet and Stone
(1978), Savariaux et al. (1995), or Perkell et al. (1993), in
which new constrictions are required. (The model, unlike that
of Guenther et al., 1998, does not learn to speak; accordingly,
it cannot show the learning that, for example, Hamlet and
Stone find in their human talkers.) The model also fails to
exhibit phase transitions although it is in the class of models
(nonlinear dynamical systems) that can.

Evidence for Both Models: The Case of /r/

One of the strongest pieces of evidence convincing Guenther
et al. (1998) that targets of production are acoustic is the
highly variable way in which /r/ is produced. This is because
of claims that acoustic variability in /r/ production is less than
articulatory variability. Ironically, /r/ also ranks as strong
evidence favoring gestural theory among gesture theorists.
Indeed, in this domain, /r/ contributes to a rather beautiful
recent set of investigations of composite phonetic segments.

The phoneme /r/ is in the class of multigestural (or com-
posite) segments, a class that also includes /l/, /w/, and the
nasal consonants. Krakow (1989, 1993, see also 1999) was
the first to report that two salient gestures of /m/ (velum low-
ering and the oral constriction gesture) are phased differently
in onset and coda positions in a syllable. In onset position, the
velum reaches its maximal opening at about the same time as
the oral constriction is achieved. In coda position, the velum
reaches maximum opening as the oral articulators (the lips
for /m/) begin their closing gesture. Similar findings have
been reported for /l/. Browman and Goldstein (1995b), fol-
lowing earlier observations by Sproat and Fujimura (1993;
see also Gick, 1999), report that in onset position, the ter-
minations of tongue tip and tongue dorsum raising were
simultaneous, whereas the tongue dorsum gesture led in coda
position. Gick (1999) found a similar relation between lip
and tongue body gestures for /w/. 

As Browman and Goldstein (1997) remark, in multi-
gestural consonants, in coda position, gestures with widerFigure 9.5 Gestural score for the word pan.
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constriction degrees (that is, more open gestures) are phased
earlier with respect to gestures having more narrow con-
striction degrees; in onset position, the gestures are more
synchronous. Sproat and Fujimura (1993) suggest that the
component gestures of composite segments can be identified,
indeed, as vocalic (V; more open) or consonantal (C). This is
interesting in light of another property of syllables. They
tend, universally, to obey a sonority gradation such that more
vowel-like (sonorous) consonants tend to be closer to the syl-
lable nucleus than less sonorous consonants. For example, if
/t/ and /r/ are going to occur before the vowel in a syllable of
English, they are ordered /tr/. After the vowel, the order is
/rt/. The more sonorous of /t/ and /r/ is /r/. Gestures with
wider constriction degrees are more sonorous than those with
narrow constriction degrees, and, in the coda position, they
are phased so that they are closer to the vocalic gesture than
are gestures with narrow constriction degrees. A reason for
the sonority gradient has been suggested; it permits smooth
opening and closing actions of the jaw in each syllable
(Keating, 1983).

Goldstein (personal communication, October 19, 2000)
suggests that the tendency for /r/ to become something like 
/ɔi/ in some dialects of American English (Brooklyn; New
Orleans), so that bird (whose /r/-colored vowel is /�/) is pro-
nounced something like boid, may also be due to the phasing
characteristics of coda C gestures. The phoneme /r/ may be
produced with three constrictions: a pharyngeal constriction
made by the tongue body, a palatal constriction made by the
tongue blade, and a constriction at the lips. If the gestures of
the tongue body and lips (with the widest constriction de-
grees) are phased earlier than the blade gesture in coda posi-
tion, the tongue and lip gestures approximate those of /ɔ/, and
the blade gesture against the palate is approximately that for
/i/.

But what of the evidence of individual differences in /r/
production that convinced Guenther et al. (1998) that speech
production targets are auditory-perceptual? One answer is
that the production differences can look smaller than they
have been portrayed in the literature if the gestural focus on
vocal tract configurations is adopted. The striking differences
that researchers have reported are in tongue shape. However,
Delattre and Freeman (1968), characteristically cited to
underscore the production variability of /r/, make this re-
mark: “Different as their tongue shapes are, the six types of
American /r/’s have one feature in common—they have two
constrictions, one at the palate, another at the pharynx”
(p. 41). That is, in terms of constriction location, a gestural
parameter of articulatory phonology, there is one type of
American English /r/, not six.

SPEECH PERCEPTION

The chapter began with the language knower. Then it explored
how such an individual might formulate a linguistic message
at the phonological level of description and implement the
message as vocal tract activity that causes an acoustic speech
signal. For an act of communication to be completed, a per-
ceiver (another language knower) must intercept the acoustic
signal and use it to recover the speaker’s message. In this sec-
tion, the focus is on how perception takes place.

Phonetic Perception

Preliminary Issues

I have suggested that a constraint on development of theories
of phonological competence, planning, production, and per-
ception should be an understanding that languages are likely
to be parity fostering. Two parity-fostering characteristics are
phonological forms that can be made public, and preservation
of those forms throughout a communicative exchange. If the-
orists were to hew to expectations that languages have these
properties, then we would expect to find perception theories
in which perceptual objects are planned and produced phono-
logical forms. We do not quite find that, because, as indicated
in the introduction, research on perception, production, plan-
ning, and phonological description all have progressed fairly
independently.

However, there is one respect in which perception theories
intersect fairly neatly with production theories. They partition
into two broad classes that divide according to the theorists’
claims about immediate objects of speech perception. The ma-
jority view is that objects are acoustic. This is not an implausi-
ble view, given that acoustic signals are stimuli for speech
perception. The minority view is that objects are gestural.
Considerations of parity suggest a pairing of acoustic theories
of speech perception with production theories like that of
Guenther et al. (1998) in which speakers aim to produce
acoustic signals with required properties. Gestural theories of
speech perception are consistent with production theories,
such as that of Saltzman and colleagues, in which speakers
aim to produce gestures with particular properties.

Another issue that divides theorists is whether speech
perception is special—that is, whether mental processes that
underlie speech perception are unique to speech, perhaps tak-
ing place in a specialization of the brain for speech (a phonetic
module, as Liberman & Mattingly, 1985, propose). There
is reason to propose that speech processing is special. In
speaking, talkers produce discrete, but temporally overlapping,
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gestures that correspond in some way to the phonological
forms that listeners must recover. Coarticulation ensures that
there is no temporally discrete, phone-sized segmental struc-
ture in the acoustic signal corresponding to phonological forms
and that the acoustic signal is everywhere context sensitive. If
listeners do recover phonological forms when they listen, this
poses a problem. Listeners have to use the continuous acoustic
signal to recover the discrete context-invariant phonological
forms of the talker’s message. Because, in general, acoustic
signals are not caused by sequences of discrete, coarticulated
mechanical events, speech does appear to pose a unique
problem for listeners.

However, there is also a point of view that the most
conservative or parsimonious first guess should be that pro-
cessing is not special. Until the data demand postulating a
specialization, we should attempt to explain speech percep-
tion by invoking only processes that are required to explain
other kinds of auditory perception. It happens that acoustic
theorists generally take this latter view. Some gestural theo-
rists take the former.

Acoustic Theories of Speech Perception

There are a great many different versions of acoustic theory
(e.g., Diehl & Kluender, 1989; Kuhl, 1987; Massaro, 1987,
1998; Nearey, 1997; Stevens & Blumstein, 1981; Sussman
et al., 1999a). Here, Diehl and Kluender’s auditory enhance-
ment theory will illustrate the class.

Acoustic theories are defined by their commitment to im-
mediate perceptual objects that are acoustic (or auditory—that
is, perceived acoustic) in nature. One common idea is that
auditory processing renders an acoustic object that is then
classified as a token of a particular phonological category. Au-
ditory enhancement theory makes some special claims in ad-
dition (e.g., Diehl & Kluender, 1989; Kluender, 1994). One is
that there is lots of covariation in production of speech and in
the consequent acoustic signal. For example, as noted earlier,
rounding in vowels tends to covary with tongue backness. The
lips and the tongue are independent articulators; why do their
gestures covary as they do? The answer from auditory en-
hancement theory is that both the rounding and the tongue
backing gestures lower a vowel’s second formant. Accord-
ingly, having the gestures covary results in back vowels
that are acoustically highly distinct from front (unrounded)
vowels. In this and many other examples offered by Diehl and
Kluender, pairs of gestures that, in principle, are independent
conspire to make acoustic signals that maximally distinguish
phonological form. This should benefit the perceiver of
speech.

Another kind of covariation occurs as well. Characteris-
tically, a given gesture has a constellation of distinct acoustic
consequences. A well-known example is voicing in stop
consonants. In intervocalic position (as in rapid vs. rabid),
voiced and voiceless consonants can differ acoustically in
16 different ways or more (Lisker, 1978). Diehl and Kluender
(1989) suggest that some of those ways, in phonological seg-
ments that are popular among languages of the world, are mu-
tually enhancing. For example, voiced stops have shorter clo-
sure intervals than do voiceless stops. In addition, they tend to
have voicing in the closure, whereas voiceless stops do not.
Parker, Diehl, and Kluender (1986) have shown that low-
amplitude noise in an otherwise silent gap between two
square waves makes the gap sound shorter than it sounds in
the absence of the noise (as it indeed is). This implies that, in
speech, voicing in the closure reinforces the perception of a
shorter closure for voiced than voiceless consonants. This is
an interesting case, because, in contrast to rounding and back-
ing of vowels where two gestures reinforce a common
acoustic property (a low F2), in this case, a single gesture—
approximation of the vocal folds during the constriction ges-
ture for the consonant—has two or more enhancing acoustic
consequences. Diehl and Kluender (1989; see also Kluender,
1994) suggest that language communities “select” gestures
that have multiple, enhancing acoustic consequences.

A final claim of the theory is that speech perception is not
special and that one can see the signature of auditory pro-
cessing in speech perception. A recent example of such a
claim is provided by Lotto and Kluender (1998). In 1980,
Mann had reported a finding of “compensation for coarticu-
lation.” She synthesized an acoustic continuum of syllables
that ranged from a clear /da/ to a clear /ga/ with many more
ambiguous tokens in between. The syllables differed only in
the direction of the third formant transition, which fell for
/da/ and rose for /ga/. She asked listeners to identify members
of the continuum when they were preceded by either of the
two precursor syllables /al/ or /ar/. She predicted and found
that listeners identified more ambiguous continuum members
as /ga/ in the context of precursor /al/ than /ar/. The basis for
Mann’s prediction was the likely effect of coarticulation by
/l/ and /r/ on /d/ and /g/. The phoneme /l/ has a tongue tip con-
striction that, coarticulated with /g/, a back consonant, is
likely to pull /g/ forward; /r/ has a pharyngeal constriction
that, coarticulated with /d/, is likely to pull /d/ back. When
listeners reported more /g/s after /al/ and more /d/s after /ar/,
they appeared to compensate for the fronting effects that /l/
should have on /g/ and the backing effects of /r/ on /d/.

Lotto and Kluender (1998) offered a different account.
They noticed that, in Mann’s stimulus set, /l/ had a very high
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ending frequency of F3, higher than the starting F3s of any
members of the /da/-to-/ga/ continuum. The phoneme /r/ had
a very low ending frequency of F3, lower than the starting
frequency of any members of the continuum. They proposed
that the ending F3 frequencies of /al/ and /ar/ were exerting a
contrast effect on the starting F3s of the continuum members.
Contrast effects are pervasive in perception research across
the sensory modalities (e.g., Warren, 1985, who, however,
does not refer to them as contrast effects). For example, when
individuals judge the heaviness of weights (Guilford & Park,
1931), they judge an intermediate weight lighter if they have
just hefted a heavier weight than if they have just hefted a
lighter weight. Lotto and Kluender suggested that the very
high ending F3 of /l/ made following F3 onsets of continuum
members effectively lower (and so more /g/-like) than they
were; the very low F3 of /r/ made onset F3s effectively higher
and more /d/-like.

They tested their hypothesis by substituting high and low
sinewave tones for the precursor /al/ and /ar/ syllables of
Mann (1980), and they found more /g/ judgments following
the high than the low precursor tone. This cannot be compen-
sation for coarticulation. It is, rather, according to Lotto and
Kluender (1998), a signature of auditory processing showing
up in speech perception judgments.

Comparisons like this between perception of speech and
of nonspeech analogues has provided one way of testing
claims of auditory theories. Parker et al. (1986) tested
whether two acoustic properties were mutually enhancing.
The test by Lotto and Kluender tested for evidence of audi-
tory processing in speech perception. Generally, investigators
have used speech/nonspeech comparisons as a way to test
whether speech processing is specialized and distinct from
auditory processing. Many tests have found closely similar
response patterns to speech and closely similar nonspeech
signals (e.g., Sawusch & Gagnon, 1995). As we will see,
however, not all have.

Another test of auditory theories has been to compare re-
sponses by humans and nonhumans to speech signals.
Clearly, nonhumans do not have specializations for human
speech perception. If they show some of the markers of
human speech perception, then it is not necessary to suppose
that a specialization is responsible for the markers in humans.
There are some striking findings here. Kuhl and Miller
(1978) trained chinchillas in a go–no go procedure to move to
a different compartment of a cage when they heard one end-
point of an acoustic voice onset time (VOT) continuum, but
not when they heard a syllable at the other end. Following
training, they were tested on all continuum members between
the two endpoints as well as on the endpoints themselves.
This allowed Kuhl and Miller to find a boundary along the

continuum at which the chinchillas’ behavior suggested that a
voiced percept had replaced a voiceless one. Remarkably, the
boundaries were close to those of humans, and there was an
even more remarkable finding. In human speech, VOTs are
longer for farther back places of articulation. That is, in
English, /pa/ has a shorter VOT than /ta/, which has a shorter
VOT than /ka/ (e.g., Zue, 1980). This may be because voic-
ing cannot resume following a voiceless consonant until
there is a sufficient drop in pressure across the larynx. With
back places of constriction, the cavity above the larynx is
quite small and the pressure correspondingly higher than for
front constrictions. English listeners place VOT boundaries
at shorter values for /pa/ than for /ta/ and for /ta/ than for /ka/,
as do chinchillas (Kuhl & Miller, 1978). It is not known what
stimulus property or auditory system property might underlie
this outcome. However, most investigators are confident that
chinchillas are not sensitive to transglottal pressure differ-
ences caused by back and front oral constrictions in human
speech.

Another striking finding, now with quail, is that of Lotto,
Kluender, and Holt (1997) that quail show “compensation for
coarticulation” given stimuli like those used by Mann (1980).

Readers may be asking why anyone is a gesture theorist.
However, gesture theories, like acoustic theories, derive from
evidence and from theoretical considerations. Moreover, the-
orists argue that many of the claims and findings of acoustic
theories are equally compatible with gesture theories. For ex-
ample, findings that language communities gravitate toward
phones that have mutually distinctive acoustic signals is not
evidence that perceptual objects are acoustic. In gesture the-
ories, the acoustic signal is processed; it is used as informa-
tion for gestures. If the acoustic signals for distinct gestures
are distinct, that is good for the gesture perceiver.

The most problematic findings for gesture theorists may be
on the issue of whether speech perception is special. The neg-
ative evidence is provided by some of the speech/ nonspeech
and human/nonhuman comparisons. Here, there are two lines
of attack that gesture theorists can mount. One is to point out
that not all such comparisons have resulted in similar re-
sponse patterns (for speech/nonspeech, see below; for human/
nonhuman, see, e.g., range effects in Waters & Wilson, 1976;
see also Sinnott, 1974, cited in Waters & Wilson, 1976). If
there are real differences, then the argument against a special-
ization weakens. A second line of attack is to point out that the
logic of the research in the two domains is weak. It is true that
if humans and nonhumans apply similar processes to acoustic
speech signals (and if experiments are designed appropri-
ately), the two subject groups should show similar response
patterns to the stimuli. However, the logic required by the
research is the reverse of that. It maintains that if humans
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and nonhumans show similar response patterns, then the
processes applied to the stimuli are the same. This need not
hold (cf. Trout, 2001). The same can be said of the logic of
speech/nonspeech comparisons.

Gesture Theories of Speech Perception

There are two gesture theories in the class, both largely
associated with theorists at Haskins Laboratories. Gesture
theories are defined by their commitment to the view that im-
mediate objects of perception are gestural. One of these theo-
ries, the motor theory (e.g., Liberman & Mattingly, 1985;
Liberman & Whalen, 2000), also proposes that speech per-
ception is special. The other, direct realist theory (Best, 1995;
Fowler, 1986, 1996), is agnostic on that issue.

The motor theory of speech perception was the first ges-
ture theory. It was developed by Liberman (1957, see also
1996) when he obtained experimental findings that, in his
view, could not be accommodated by an acoustic theory. He
and his colleagues were using two complementary pieces of
technology, the sound spectrograph and the pattern playback,
to identify the acoustic cues for perception. They used the
spectrograph to make speech visible in the informative ways
that it does, identified possible cues for a given consonant or
vowel, and reproduced those cues by painting them on an ac-
etate strip that, input to the pattern playback, was transformed
to speech. If the acoustic structure preserved on acetate was
indeed important for identifying the phone, it could be iden-
tified as a cue.

One very striking finding in that research was that, due to
coarticulation, acoustic cues for consonants especially were
highly context sensitive. Figure 9.6 provides a schematic
spectrographic display of the syllables /di/ and /du/. Although
natural speech provides a much richer signal than that in
Figure 9.6, the depicted signals are sufficient to be heard as

/di/ and /du/. The striking finding was that the information
critical to identification of these synthetic syllables was the
transition of the second formant. However, that transition is
high in frequency and rising in /di/, but low and falling in
/du/. In the context of the rest of each syllable, the consonants
sound alike to listeners. Separated from context, they sound
different, and they sound the way they look like they should
sound: two “chirps,” one high in pitch and one lower.

Liberman (e.g., 1957) recognized that, despite the context
sensitivity of the acoustic signals for /di/ and /du/, naturally
produced syllables do have one thing in common. They are
produced in the same way. In both syllables, the tongue tip
makes a constriction behind the teeth. Listeners’ percepts ap-
peared to track the speaker’s articulations.

A second striking finding was complementary. Stop con-
sonants can be identified based on their formant transitions,
as in the previous example, or based on a burst of energy that,
in natural speech, precedes the transitions and occurs as the
stop constriction is released. Liberman, Delattre, and Cooper
(1952) found that a noise burst centered at 1440 Hz and
placed in front of the vowels /i/ or /u/ was identified predom-
inantly as /p/. However in front of /a/, it was identified as /k/.
In this case, an invariant bit of acoustic structure led to dif-
ferent percepts. To produce that bit of acoustic structure be-
fore /i/ or /u/, a speaker has to make the constriction at the
lips; to produce it before /a/, he or she has to make the con-
striction at the soft palate. These findings led Liberman to
ask: “when articulation and the sound wave go their separate
ways, which way does the perception go?” (Liberman, 1957,
p. 121). His answer was: “The answer so far is clear. The per-
ception always goes with articulation.”

Although the motor theory was developed to explain
unexpected research findings, Liberman and colleagues pro-
posed a rationale for listeners’ perception of gestures. Speak-
ers have to coarticulate. Liberman and colleagues (e.g.,
Liberman, Cooper, Shankweiler, & Studdert-Kennedy, 1967)
suggested that coarticulation is necessary to evade the limits
of the temporal resolving power of the listener’s ear. These
limits were proposed to underlie the failure of Haskins re-
searchers more than 50 years ago to train people to use an
acoustic alphabet intended for use in a reading machine for
the blind (see Liberman, 1996). Listeners could not perceive
sequences of discrete sounds at anything close to the rates at
which they perceive speech. Coarticulation provides a con-
tinuous signal evading the temporal resolving power limits of
the ear, but it creates a new problem. The relation between
phonological forms and acoustic speech structure is opaque.
Liberman et al. (e.g., 1967) suggested that coarticulation re-
quired a specialization of the brain to achieve it. What system
would be better suited to deal with the acoustic complexitiesFigure 9.6 Schematic depiction of the synthetic syllables, /di/ and /du/.
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Figure 9.7 Schematic depiction of categorical identification and dis-
crimination.
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to which coarticulation gives rise than the system responsible
for generating coarticulated speech? In later versions of the
motor theory, this hypothesized specialization was identified
as a phonetic module (cf. Fodor, 1983).

There is an independent route to a conclusion that speech
perception yields gestures. Fowler’s (e.g., 1986, 1996; see
also Best, 1995; Rosenblum, 1987) direct realist theory de-
rived that claim by developing a theory of speech perception
in the context of a universal theory of perceptual function.
That theory, developed by James Gibson (e.g., 1966, 1979),
notes that perceptual systems constitute the only means that
animals have to know their world. By hypothesis, they serve
that function in just one general way. Stimulus structure at the
sense organs is not perceived itself. Rather, it serves as infor-
mation for its causal source in the environment, and the en-
vironment is thereby perceived. In vision, for example, light
that reflects from objects in the environment is structured by
the properties of the objects and takes on structure that is
distinctive to those properties. Because the structure is dis-
tinctive to the properties, it can serve as information for them.
Environmental events and objects, not the reflected light, are
perceived. Fowler (1996) argued that, if even speech per-
ception were wholly unspecial, listeners would perceive ges-
tures, because gestures cause the structure in stimulation to
the ear. And the auditory system (or the phonetic module), no
less than the visual system, uses information in stimulation at
the sense organ to reveal the world of objects and events to
perceivers.

What does the experimental evidence show? An early
finding that Liberman (1957) took to be compatible with his
findings on /di/-/du/ and /pi/-/ka/-/pu/ was categorical per-
ception. This was a pair of findings obtained when listeners
made identification and discrimination judgments of stimuli
along an acoustic continuum. Figure 9.7 displays schematic
findings for a /ba/-to-/da/ continuum. Although the stimuli
form a smooth continuum (in which the second formant tran-
sition is gradually shifted from a trajectory for /ba/ to one for
/da/), the identification function is very sharp. Most stimuli
along the continuum are heard either as a clear /ba/ or as a
clear /da/. Only one or two syllables in the middle of the con-
tinuum are ambiguous. The second critical outcome was
obtained when listeners were asked to discriminate pairs of
syllables along the continuum. The finding was that discrim-
ination was near chance among pairs of syllables both mem-
bers of which listeners identified as /ba/ or both /da/, but it
was good between pair members that were equally acousti-
cally similar as the /ba/ pairs and the /da/ pairs, but in which
listeners heard one as /ba/ and the other as /da/. In contrast,
say, to colors, where perceivers can easily discriminate colors
that they uniformly label as blue, to a first approximation,

listeners could only discriminate what they labeled distinc-
tively. The early interpretation of this finding was that it
revealed perception of gestures, because the place of articula-
tion difference between /ba/ and /da/, unlike the acoustic dif-
ference, is categorical.

This interpretation was challenged, for example, by Pisoni
(e.g., Pisoni & Tash, 1974). In their study, Pisoni and Tash
showed that same responses to pairs of syllables that were la-
beled the same but that differed acoustically were slower than
to identical pairs of syllables. Accordingly, listeners have at
least fleeting access to within-category differences. Despite
this and other findings, the name categorical perception has
endured, but now it is typically used only to refer to the data
pattern of Figure 9.7, not to its original interpretation.

A set of findings that has a natural interpretation in gesture
theories is the McGurk effect (named for one of its discover-
ers; McGurk and MacDonald, 1976). This effect is obtained
when a videotape of a speaker mouthing a word or syllable
(say, /da/) is dubbed with a different, appropriately selected,
syllable (say, /ma/). With eyes open, listeners hear a syllable
that integrates information from the two modalities. (In the
example, they hear /na/, which takes its place of articulation
from /da/ and its manner and voicing from /ma/.) The integra-
tion is expected in a theory in which gestures are perceived,
because both modalities provide information about gestures.
There is, of course, an alternative interpretation from acoustic
theories. The effect may occur because of our vast experience
both seeing and hearing speakers talk. This experience may
be encoded as memories in which compatible sights and
sounds are associated (but see Fowler and Dekle, 1991).

There are other findings that gesture theorists have taken
to support their theory. For example, researchers have shown
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that performance discriminating pairs of syllables can be
better for stimuli that differ in one acoustic cue for a gesture
than for stimuli that differ in that cue and one other for the
same gesture (e.g., Fitch, Halwes, Erickson, & Liberman,
1980). This is unexpected on acoustic grounds. It occurs just
when the two cues are selected so that the stimuli of a pair are
identified as the same gesturally, whereas the pair differing in
one cue are not always. Another finding is that people are re-
markably rapid shadowers of speech under some conditions
(e.g., Porter & Castellanos, 1980; Porter & Lubker, 1980).
This has been interpreted as evidence that perceiving speech
is perceiving gestures that constitute the instructions for the
shadowing response. A third kind of finding has been
research designed to show that listeners parse acoustic
speech signals along gestural lines (e.g., Fowler & Smith,
1986; Pardo & Fowler, 1997). For example, when two ges-
tures, say devoicing a preceding stop consonant and produc-
tion of intonational accent, have convergent effects on the
fundamental frequency (F0) pattern on a vowel, listeners do
not hear the combined effects as the vowel’s intonation or
pitch. They hear the contribution to F0 made by the devoic-
ing gesture as information for devoicing (Pardo & Fowler,
1997). Finally, Fowler, Brown, and Mann (2000) have re-
cently disconfirmed the contrast account of compensation for
coarticulation offered by Lotto and Kluender (1998). They
used the McGurk effect to show that, when the only infor-
mation distinguishing /al/ from /ar/ was optical, and the only
information distinguishing /da/ from /ga/ was acoustic, par-
ticipants provided more /ga/ responses in the context of pre-
cursor /al/ than /ar/. This cannot be a contrast effect. Fowler
et al. concluded that the effect is literally compensation for
coarticulation.

Motor theorists have also attempted to test their idea that
speech perception is achieved by a phonetic module. Like
acoustic theorists, they have compared listeners’ responses to
speech and to similar nonspeech signals, now with the expec-
tation of finding differences. One of the most elegant demon-
strations was provided by Mann and Liberman (1983). They
took advantage of duplex perception, in which, in their ver-
sion, components of a syllable were presented dichotically.
The base, presented to one ear, included steady-state for-
mants for /a/ preceded by F1 and F2 transitions consistent
with either /d/ or /g/. An F3 transition, presented to the other
ear, distinguished /da/ from /ga/. Perception is called duplex
because the transitions are heard in two different ways at the
same time. At the ear receiving the base, listeners hear a clear
/da/ or a clear /ga/ depending on which transition was pre-
sented to the other ear. At the ear receiving the transition, lis-
teners hear a nonspeech chirp. On the one hand, this can be
interpreted as evidence for a speech module, because how

else, except with a separate perceptual system, can the same
acoustic fragment be heard in two different ways at once?
(However, see Fowler & Rosenblum, 1990, for a possible an-
swer to the question.) On the other hand, it can provide the
means of an elegant speech/nonspeech comparison, because
listeners can be asked to attend to the syllable and make pho-
netic judgments that will vary as the critical formant transi-
tion varies, and they can be asked to attend to the chirps and
make analogous judgments about them. Presented with a
continuum of F3 transitions to one ear and the base to the
other, and under instructions to discriminate syllable pairs or
chirp pairs, listeners responded quite differently depending
on the judgment, even though both judgments were based on
the same acoustic pattern. Figure 9.8 shows that their speech
discrimination judgments showed a sharply peaked pattern
similar to that in Figure 9.7. Their chirp judgments showed a
nearly monotonically decreasing pattern. This study, among
others, shows that not all comparisons of speech and non-
speech perception have uncovered similarities.

Learning and Speech Perception

So far, it may appear as if speech perception is unaffected by
a language user’s experience talking and listening. It is af-
fected, however. Experience with the language affects how
listeners categorize consonants and vowels, and it affects the
internal structure of native language phonological categories.
It also provides language users with knowledge of the relative
frequencies with which consonants and vowels follow one
another in speech (e.g., Pitt & McQueen, 1998; Vitevitch &
Luce, 1999) and with knowledge of the words of the

Figure 9.8 Results of speech and nonspeech discriminations of syllables
and chirps (Mann & Liberman, 1983).
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language. It is currently debated (e.g., Norris, McQueen, &
Cutler, 1999; Samuel, 2000) whether particularly lexical
knowledge, in fact, affects speech perception, but it is clear
that it affects how listeners ultimately identify consonants and
vowels.

Knowledge of Categories

The concept of category (see chapter by Goldstone & Kersten
in this volume) remains rather fuzzy, although it is clear that
it is required for understanding speech perception. Language
users treat sets of physically distinct tokens of consonants
and vowels as functionally equivalent. For example, English
listeners treat tokens of /t/ as members of the same category
when /t/s differ in aspiration due to variation in position in a
syllable or stress, and when they differ due to speaking rate,
coarticulatory context, dialect, foreign accent, and idio-
syncratic speaker characteristics. (They treat them as func-
tionally equivalent, for example, when they count physically
distinct /t/s before /ap/ all as consonants of the word top.) The
concept of category is meant to capture this behavior. Func-
tional equivalence of physically distinct tokens may or may
not imply that listeners represent consonants and vowels as
abstract types. The section titled “Another Abstractness
Issue: Exemplar Theories of the Lexicon” described exem-
plar theories of linguistic knowledge in which clusters of rel-
evantly similar tokens underlie behaviors suggestive of type
memories. Accordingly, the reader should interpret the fol-
lowing discussion of categories as neutral between the pos-
sibilities that abstract types are or are not components of
linguistic competence.

From the earliest ages at which they are tested, infants show
evidence of categorization. On the one hand, they exhibit
something like categorical perception. Eimas, Siqueland,
Jusczyk, and Vigorito (1971) pioneered the use of a high-
amplitude sucking technique to test infants as young as one
month of age. Infants sucked on a nonnutritive nipple. If they
sucked with sufficient vigor they heard a speech syllable, for
example, /ba/. Over time, infants increased their sucking rate
under those conditions, but eventually they showed habitua-
tion: Their sucking rate declined. Following that, Eimas et al.
presented different syllables to all infants except those in the
control group. They presented a syllable that adult listeners
heard as /pa/ or one that was acoustically as distant from the
original /ba/ as the /pa/ syllable but that adults identified as
/ba/. Infants dishabituated to the first syllable, showing that
they heard the difference, but they did not dishabituate to the
second.

Kuhl and colleagues (e.g., Kuhl & Miller, 1982) have
shown that infants classify by phonetic type syllables that

they readily discriminate. Kuhl and Miller trained 6-month-
old infants to turn their head when they heard a phonetic
change in a repeating background vowel (from /a/ to /i/).
Then they increased the difficulty of the task by presenting as
background /a/ vowels spoken by different speakers or with
different pitch contours. These vowels are readily discrimi-
nated by infants, but adults would identify all of them as /a/.
When a change occurred, it was to /i/ vowels spoken by the
different speakers or produced with the different pitch con-
tours. Infants’ head turn responses demonstrated that they
detected the phonetic identity of the variety of /a/ vowels and
the phonetic difference between them and the /i/ vowels.

We know, then, that infants detect phonetic invariance over
irrelevant variation. However, with additional experience
with their native language, they begin to show differences in
what they count as members of the same and different cate-
gories. For example, Werker and Tees (1984) showed that
English-learning infants at 6–8 months of age distinguished
Hindi dental and retroflex voiceless stops. However, at 10–12
months they did not. English- (non-Hindi-) speaking adults
also had difficulty making the discrimination, whereas Hindi
adults and three Hindi 10–12 month olds who were tested
made the discrimination readily. One way to understand the
English-learning infants’ loss in sensitivity to the phonetic
distinction is to observe that, in English, the distinction is not
contrastive. English alveolar stops are most similar to the
Hindi dental and retroflex stops. If an English speaker (per-
haps due to coarticulation) were to produce a dental stop in
place of an alveolar one, it would not change the word being
produced from one word into another. With learning, cate-
gories change their structure to reflect the patterning of more
and less important phonetic distinctions of the language to
which the learner is exposed.

In recent years, investigators have found that categories
have an internal structure. Whereas early findings from cate-
gorical perception implied that all category members, being
indiscriminable, must be equally acceptable members of the
category, that is not the case, as research by Kuhl (e.g., 1991)
and by Miller has shown.

Kuhl (e.g., 1987) has suggested that categories are orga-
nized around best instances or prototypes. When Grieser and
Kuhl (1989) created a grid of vowels, all identified as /i/ by
listeners (ostensibly; but see Lively & Pisoni, 1995) but dif-
fering in their F1s and F2s, listeners gave higher goodness
ratings to some tokens than to others. Kuhl (1991) showed, in
addition, that listeners (adults and infants aged 6–7 months,
but not monkeys) showed poorer discrimination of /i/ vowels
close to the prototype (that is, the vowel given the highest
goodness rating) than of vowels from a nonprototype
(a vowel given a low goodness rating), an outcome she called
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the “magnet effect.” Kuhl, Williams, Lacerda, Stevens, and
Lindblom (1992) showed that English and Swedish infants
show magnet effects around different vowels, reflecting the
different vowel systems of their languages.

We should not think of phonological categories as having
an invariant prototype organization, however. Listeners iden-
tify different category members as best exemplars in different
contexts. This has been shown most clearly in the work of
Joanne Miller and colleagues. Miller and colleagues (e.g.,
Miller & Volaitis, 1989) have generated acoustic continua
ranging, for example, from /bi/ to /pi/ and beyond to a very
long VOT /p/ designated */p/. Listeners make goodness judg-
ments to the stimuli (in the example, they rate the goodness
of the consonants as /p/s), and Miller and colleagues get data
like those in Figure 9.9. (The VOT continuum is truncated at
the long end in the figure.) The functions have a peak and
graded sides. Miller and collaborators have shown that the
location of the best rated consonant along an acoustic contin-
uum can vary markedly with rate of production, syllable
structure, and other variables. An effect of rate is shown in
Figure 9.9 (where the legend’s designations “125 ms” and
“325 ms” are syllable durations for fast and slow produc-
tions, respectively). Faber and Brown (1998) showed a
change in the prototype with coarticulatory context. These
findings suggest that the categories revealed by these studies
have a dynamical character (cf. Tuller, Case, & Kelso, 1994).

How should the findings of Kuhl and colleagues and of
Miller and colleagues be integrated? It is not yet clear. Kuhl
(e.g., Kuhl & Iverson, 1995) acknowledges that her findings
are as consistent with a theory in which there are actual pro-
totypes in memory as with one in which prototypicality is an
emergent property of an exemplar memory. It may be easier
in an exemplar theory to understand how categories can
change their structure dynamically.

Possibly, Kuhl’s magnet effect can also be understood
from the framework of Miller’s (e.g., Miller & Volaitis, 1989)
findings if both sets of findings are related to Catherine Best’s
perceptual assimilation model (PAM; e.g., Best, 1994). PAM
is a model that captures consequences of perceptual speech
learning. In the model, experience with the language eventu-
ates in the formation of language-specific categories. When
listeners are given two nonnative consonants or two vowels
to discriminate, and they fall into the same native category,
discrimination is very poor if the phones are equally good ex-
emplars of the category. Discrimination is better if one is
judged a good and one a poor exemplar. This can be under-
stood by looking at Figure 9.9. Tokens that fall near the peak
of the goodness function sound very similar to listeners, and
they sound like good members of the category. However, one
token at the peak and one over to the left or right side of the
function sound different in goodness and therefore presum-
ably in phonetic quality. Functions with flat peaks and accel-
erating slopes to the sides of the function would give rise to a
magnet effect. That is, tokens surrounding the peak would be
difficult to discriminate, but equally acoustically similar to-
kens at the sides of the function (so a nonprototype and a
token near to it) would differ considerably in goodness and
be easily discriminable.

Lexical and Phonotactic Knowledge

Word knowledge can affect how phones are identified, as can
knowledge of the frequencies with which phones follow one
another in speech. Ganong (1980) showed that lexical knowl-
edge can affect how a phone is identified. He created pairs of
continua in which the phone sequence at one end was a word
but the sequence at the other end was a nonword. For exam-
ple, in one pair of continua, VOT was varied to produce a
gift-to-kift continuum and a giss-to-kiss continuum. Ganong
found that listeners provided more g responses in the gift-kift
continuum than in the giss-kiss continuum. That is, they
tended to give responses suggesting that they identified real
words preferentially. This result has recently been repli-
cated with audiovisual speech. Brancazio (submitted) has
shown that participants exhibit more McGurk integrations if
they turn acoustically specified nonwords into words (e.g.,
acoustic besk dubbed onto video desk, with the integrated
McGurk response being desk) than if they turn acoustically
specified words into nonwords (e.g., acoustic bench dubbed
on to video dench).

Ganong’s (1980) result has at least two interpretations.
One is that lexical information feeds down and affects per-
ceptual processing of consonants and vowels. An alternative
is that perceptual processing of consonants and vowels is

Figure 9.9 Goodness ratings along a /bi/-/pi/-*/pi/ continuum. Data simi-
lar to those of Miller and Volaitis (1989).
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encapsulated from such feedback; however, when the proces-
sor yields an ambiguous output, lexical knowledge is brought
to bear to resolve the ambiguity. In the first account, the effect
of the lexicon is on perceptual processing; in the second it is
on processing that follows perception of phones. The Ganong
paradigm has been used many times in creative attempts to
distinguish these interpretations (e.g., Fox, 1984; Miller &
Dexter, 1988; Newman, Sawusch, & Luce, 1997). However,
it remains unresolved.

A second finding of lexical effects is phonemic restoration
(e.g., Samuel, 1981, 1996; Warren, 1970). When the acoustic
consequences of a phoneme are excised from a word (in
Warren’s classic example, the /s/ noise of legislature) and are
replaced with noise that would mask the acoustic signal if it
were present, listeners report hearing the missing phoneme
and mislocate the noise. Samuel (1981) showed that when
two versions of these words are created, one in which the
acoustic consequences are present in the noise and one in
which they are absent, listeners asked to make a judgment
whether the phone is present or absent in the noise show
lower perceptual sensitivity to phones in words than in non-
words. That the effect occurs on the measure of perceptual
sensitivity (d�) suggests that, here, lexical knowledge is ex-
erting its effect on phoneme perception itself. (However, that
d� can be so interpreted in word recognition experiments has
been challenged; see Norris, 1995.)

A final lexical effect occurs in experiments on compensa-
tion for coarticulation. Mann and Repp (1981) found compen-
sation for /s/ and /ʃ/ on members of a /ta/-to-/ka/ continuum
such that the more front /s/ fostered /ka/ responses, and the
more back /ʃ/ fostered /ta/ responses. Elman and McClelland
(1988) used compensation for coarticulation in a study that
seemingly demonstrated lexical feedback on perceptual pro-
cessing of consonants. They generated continua ranging from
/d/ to /g/ (e.g., dates to gates) and from /t/ to /k/ (e.g., tapes to
capes). Continuum members followed words such as Christ-
mas and Spanish in which the final fricatives of each word (or,
in another experiment, the entire final syllables) were re-
placed with the same ambiguous sound. Accordingly, the only
thing that made the final fricative of Christmas an /s/ was the
listeners’knowledge that Christmas is a word and Christmash
is not. Lexical knowledge, too, was all that made the final
fricative of Spanish an /ʃ/. Listeners showed compensation
for coarticulation appropriate for the lexically specified frica-
tives of the precursor words.

This result is ascribed to feedback effects on perception,
because compensation for coarticulation is quite evidently an
effect that occurs during perceptual processing of phones.
However, Pitt and McQueen (1998) challenged the feedback
interpretation with findings appearing to show that the effect

is not really lexical. It is an effect of listeners’ knowledge of
the relative frequencies of phone sequences in the language,
an effect that they identify as prelexical and at the same level
of processing as that on which phonemes are perceived. Pitt
and McQueen note that in English, /s/ is more likely to fol-
low the final vowel of Christmas than is /ʃ/, and /ʃ/ is more
common than /s/ following the final vowel of Spanish. (If
readers find these vowels—ostensibly /ə/ and /I/ according to
Pitt and McQueen—rather subtly distinct, they are quite
right.) These investigators directly pitted lexical identity
against phone sequence frequency and found compensation
for coarticulation fostered only by the transition probability
variable. Lately, however, Samuel (2000) reports finding a
true lexical effect on phoneme perception. The clear result is
that lexical knowledge affects how we identify consonants
and vowels. It is less clear where in processing the lexical
effect comes in.

Pitt and McQueen’s study introduces another knowledge
variable that can affect phone identification: knowledge of
the relative transition frequencies between phones. Although
this logically could be another manifestation of our lexical
knowledge, Pitt and McQueen’s findings suggest that it is
not, because lexical and transition-probability variables dis-
sociate in their effects on compensation for coarticulation. A
conclusion that transition probability effects arise prelexi-
cally is reinforced by recent findings of Vitevitch and Luce
(1998, 1999).

There are many models of spoken-word recognition. They
include the pioneering TRACE (McClelland & Elman,
1986), Marslen-Wilson’s (e.g., 1987) cohort model, the
neighborhood activation model (NAM; Luce, 1986; Luce &
Pisoni, 1998), the fuzzy logical model of perception (FLMP;
e.g., Massaro, 1987, 1998), and shortlist (e.g., Norris, 1994).
(A more recent model of Norris et al., 1999, Merge, is
currently a model of phoneme identification; it is not a full-
fledged model of word recognition.)

I will describe just two models, TRACE and a nameless
recurrent network model described by Norris (1993); these
models represent extremes along the dimension of interactive
versus feedforward only (autonomous) models. 

In TRACE, acoustic signals are mapped onto phonetic fea-
tures, features map to phonemes, and phonemes to words.
Features activated by acoustic information feed activation
forward to the phonemes to which they are linked. Phonemes
activate words that include them. Activation also feeds back
from the word level to the phoneme level and from the
phoneme level to the feature level. It is this feedback that
identifies TRACE as an interactive model. In the model, there
is also lateral inhibition; forms at a given level inhibit forms
at the same level with which they are incompatible. Lexical
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effects on phoneme identification (e.g., the Ganong effect and
phonemic restoration) arise from lexical feedback. Given an
ambiguous member of a gift-to-kift continuum, the word gift
will be activated at the lexical level and will feed activation
back to its component phonemes, including /g/, thereby fos-
tering identification of the ambiguous initial consonant as /g/.
Lexical feedback also restores missing phonemes in the
phonemic restoration effect.

In TRACE, knowledge of transition probabilities is the
same as knowledge of words. That is, words and nonwords
with high transition probabilities include phoneme sequences
that occur frequently in words of the lexicon. TRACE cannot
generate the dissociations between effects of lexical knowl-
edge and transition probabilities that both Pitt and McQueen
(1998) and Vitevitch and Luce (1998) report. A second short-
coming of TRACE is its way of dealing with the temporally
extended character of speech. To permit TRACE to take in
utterances over time, McClelland and Elman (1986) used
the brute force method of replicating the entire network of
feature, phone, and word nodes at many different points in
modeled time.

Norris’s (1993) recurrent network can handle temporally
extended input without massive replication of nodes and
links. The network has input nodes that receive as input sets
of features for phonemes. The feature sets for successive
phonemes are input over time. Input units link to hidden
units, which link to output units. There is one set of output
units for words and one for phonemes. The hidden units also
link to one another over delay lines. It is this aspect of the net-
work that allows it to learn the temporally extended phoneme
sequences that constitute words. The network is trained to ac-
tivate the appropriate output unit for a word when its compo-
nent phonemes’ feature sets are presented over time to the
input units and to identify phonemes based on featural input.
The network has the notable property that it is feedforward
only; that is, in contrast to TRACE, there is no top-down
feedback from a lexical to a prelexical level. Recurrent net-
works are good at learning sequences, and the learning re-
sides in the hidden units. Accordingly, the hidden units have
probabilistic phonotactic knowledge. Norris has shown that
this model can exhibit the Ganong effect and compensation
for coarticulation; before its time, it demonstrated findings
like those of Pitt and McQueen (1998) in which apparently
top-down lexical effects on compensation for coarticulation
in fact arise prelexically and depend on knowledge of transi-
tion probabilities. This type of model (see also Norris et al.,
1999) is remarkably successful in simulating findings that
had previously been ascribed to top-down feedback. How-
ever, the debate about feedback is ongoing (e.g., Samuel,
2000).

SUMMARY

Intensive research on language forms within experimen-
tal psychology has only a 50-year history, beginning with
the work by Liberman and colleagues at Haskins Laborato-
ries. However, this chapter shows that much has been learned
in that short time. Moreover, the scope of the research has
broadened considerably, from an initial focus on speech
perception only to current research spanning the domains of
competence, planning production, and perception. Addi-
tionally, in each domain, the experimental methodolgies
developed by investigators have expanded and include
some remarkably useful ways of probing the psychology of
phonology.

Theoretical developments have been considerable, too.
Within each domain, competing theoretical views have
grown that foster efforts to sharpen the theories and to distin-
guish them experimentally. Moreover, we now have theories
in domains, such as planning, where earlier there were none.
The scope and depth of our understanding of language forms
and their role in language use has grown impressively. A rel-
atively new development that is proving very useful is the use
of models that implement theories. The models of Dell
(1986) and Levelt et al. (1999) of phonological planning, of
Guenther et al. (1998) and Saltzman (1991) on speech pro-
duction, and of McClelland and Elman (1986) and Norris
(1994), among others, of speech perception all help to
make theoretical differences explicit and theoretical claims
testable.

We have much more to learn, of course. My own view,
made clear in this chapter, is that enduring advances depend
on more cross-talk across the domains of competence, plan-
ning, production, and perception. 
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